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Preface
In the Summer of 2011 I participated in the Fields-MITACS Undergraduate Summer
Research Program, which was organized by the Fields Institute. I was in the Constraint
Satisfaction Problem (CSP) group supervised by Libor Barto (McMaster University), Matt
Valeriote (McMaster University) and Ross Willard (University of Waterloo). Most of the
time we were solving problems from the problem sets of Libor Barto [1]. These were very
exciting so I got really interested in this topic.
During the program we dealed with CSPs using algebra. In the original problems there
is nothing which suggests that algebra can be helpful, yet it turned out to be a powerful
approach. I have thought that it would be interesting to study other approaches as well
and observe their relations, so I have decided to write my thesis on this subject.
The second chapter relies on these problem sets. Most of the solutions were discussed
after individual work during the program, but the proofs presented are my own solutions,
though I used some hints from Libor Barto.
In the first chapter I present a survey of the various methods used for solving concrete
CSPs. During this I mostly relied on the following four articles: [12], [38], [56], [47], from
which I often quoted, without marking it with quotation marks.
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Introduction
Definition 0.1. In general a constraint satisfaction problem is specified by a finite set of
variables (V ) and a set of constraints. Every variable has a domain (D) and a constraint
is a pair, which consist of Si , the constraint scope, which is a list of ki variables, and
the constraint relation Ri , which is a set of ki -ary tuples. The solution of the CSP is a
function which assigns an element to every variable from their domain in a way, that every
constraint is satisfied (for every Si the assigned tuple is in Ri ). The goal can be to find a
solution or to observe the complexity of deciding whether the problem has a solution. ([47])
The constraint satisfaction problems (CSPs for short) are investigated because of various reasons. Several problems which occurred in mathematics or in real life can be written
as CSPs, which are mostly investigated in Artificial Intelligence (AI), for example the
satisfiability problem, scheduling, belief maintenance, temporal reasoning. ([38])
In the last years the CSP became an intensively studied topic because in 1998 Feder
and Vardi conjectured that the class of CSPs can have an interesting property, which is
important from the complexity-theoretic point of view. For this approach we need to define
the complexity of a CSP.
An alternative definition for CSP is the following. Let A be a finite set, a k-ary relation
over A is a subset of Ak . A is a relational structure over A, which contains some relations
over A. In the associated CSP (A) the question is whether there exists a homomorphism
from a given relational structure B (whose domain is B) to A. This is the same as previous
definition, because the domain of B can be viewed as the set of variables, the relations
of B describe the scopes, A corresponds to the set of values (which can be the union of
the domains of the variables), and the relations of A describe the constraint relations.
We would like to map the elements of B to the values (elements of A), such that it is a
homomorphism, which means that the constraints are all satisfied.
The complexity of CSP(A) is the complexity of the function which tells us for every
relational structure whether such homomorphism exist to A. Because of the previous
phrasing we can refer to this complexity as deciding whether a CSP described in Definition
0.1 has a solution.
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One of the earliest CSPs was the Boolean satisfiability problem: given a Boolean formula φ what is the complexity of deciding whether it is satisfiable. Let us assume that
φ is written like a CSP: some tuples of variables are in some relations. In [57] Schaeffer
proved that the following dichotomy holds. If one of the following stands:
• all the relations are (dual)Horn, which means that it is logically equivalent to a CNF
which has at most one positive (negative) literal in every clause
• all the relations are bijunctive, meaning that it is logically equivalent to a CNF which
has at most 2 literals in every clause
• affine, meaning that it can be described by linear equations over {0, 1}
then the problem is in P, but if none of the previous conditions are standing, then it is
NP-complete.
Now we will formalize some special cases of the satisfiability problem to give examples
for the CSPs.
Example 0.2. An instance of 2-SAT is a conjunction of clauses, where each clause is
a disjunction of at most two variables, possibly negated. The question is whether this
Boolean formula is satisfiable. For example we can have the following instance : (x ∨ ¬y) ∧
z ∧ (¬x ∨ ¬z). Using the relation R0 = {0}, R1 = {1}, R00 , R01 , R10 and R11 - where
Ri,j = {0, 1}2 \ (i, j) - the instance can be written as a CSP: (x, y) ∈ R01 , z ∈ R1 and
(x, z) ∈ R11 . The domain is {0, 1} for every variable. It is easily seen that the mapping
f (x) = f (y) = 0, f (z) = 1 is a solution of this problem. In general every instance of
2-SAT can be described by these relations: every parenthesis corresponds to the statement
that the pair of variables in it is in the scope of one of the relations mentioned previously.
Example 0.3. Similarly the 3-SAT (where each clause contains at most three variables)
can be written as CSP using the following relations {0}, {1}, R00 , R01 , R10 , R11 , R000 , R001 ,
R010 , . . . , R111 , where Rijk = {0, 1}3 \ {(i, j, k)}, because every clause disallows exactly one
tuple for the variables in it.
Some famous hardness questions for graphs such as coloring or homomorphism are also
CSPs which are observed also because of their importance in the complexity theory.
Example 0.4. The graph-coloring problem is a CSP: if two nodes are connected in the
graph (V, E), than their colors have to be different. V = {x1 , . . . , xn } are the variables
(the nodes) and the only relation (which is binary) is R6= = {0, 1, . . . k}2 \{(0, 0), (1, 1), . . .
(k, k)}. The domains are set of colors (k colors altogether in the case of the graph-kcoloring problem), and the scopes are the pairs of variables, which are connected with an
3

edge. So for every xi xj ∈ E in the graph, we have (xi , xj ) , (xj , xi ) ∈ R6= as a constraint.
A solution is a mapping from the variables to the colors, such that no neighbors get the
same color.
In [21] Feder and Vardi showed that the digraph-homomorphism problem is as general
as the CSP. So graph theory is very important in observing the CSPs. In [34] Hell proved
an interesting dichotomy for the H-coloring (homomorphism) problem for non-directed
graphs. The problem is to decide the complexity of the question whether there exist a
homomorphism from a graph G to the fixed graph H. (The k-coloring is a special case,
there H is a complete graph.) The theorem states that either the graph H is bipartite (or
containing a loop) and in that case the problem is in P, or it is NP-complete.
Among other results Shaeffer’s dichotomy for the CSPs with 2-element universe and the
dichotomy for the H-coloring allowed Feder and Vardi in [21] to conjecture that every CSP
is either in P or NP-complete. Since then it is a very actively studied problem, because if
the conjecture is true, the CSP would be a large subclass in NP which has this dichotomy.
Let us have two more examples for CSPs:
Example 0.5. The n-queens problem is to place n queens on an n × n chess board in
such a way that no pair of queens attacks each other. The domain is {(k, l), where k, l ∈
{1, 2, . . . n}}, and there is a constraint for every two variables (queens), and the relation
disallows the pair of locations which are in the same row or same column, or they are
placed diagonally.
Example 0.6. [47] The pigeon-hole problems are also CSPs. In these problems we have
n variables (pigeons) and the common domain is an m-element set (holes). We have one
relation, which consists of all the pairs over the domains, whose two coordinates are different, and every pair of variables is in the scope. A solution is a mapping of the pigeons
to the holes such that in every hole there will be at most one pigeon.
As we have seen the constraints consist of two parts: the scopes and the relations. We
can observe the structure of the scopes and forget about what is the associated relation.
In Chapter 1 we will observe the properties of this structure which can lead to efficient
algorithms in solving the CSP. On the other hand when talking about complexity we
examine only the relations, and in this approach we do not assume anything about the
scopes.
The CSP can be represented in a general algebraic framework, which turned out to
be very powerful. In [7] Bulatov reproved Hell’s result on the H-coloring. In [21] Feder
and Vardi generalized the exceptional conditions in Scaeffer’s dichotomy and observed the
bounded-width problem and the subgroup problem.
4

In Chapter 2 we will introduce the basics of this algebraic framework and with its help
we will prove Schaeffer’s dichotomy, and we will show how it can be used for examining
the complexity of some famous problems. But first we will have a review of the different
methods and algorithms which can lead to a solution for specific CSPs, when we consider
only the structure of the constraints (the scopes), regardless to the relations.
In the whole thesis we assume that P6=NP, and that the domain of a CSP is a finite
set.

5

Chapter 1

The structure of the constraints
This chapter is an overview of the methods used for solving CSPs and it is based on
the surveys of R. Dechter, V. Kumar, S. Russell and P. Norvig and J. Pearson and P.G.
Jeavons ([12], [38], [56], [47]).
There are lots of problems in real life which are constraint satisfaction problems, we
have mentioned some of them in the introduction. In these situations we need efficient
algorithms to find a solution for the given instance. For example the graph representation
of a geographic map can be an instance of the graph coloring problem, as the following
example shows.
Example 1.1. Suppose that, we are looking at a map of Canada, showing each of its
provinces and territories, as in the figure below, and that we are given the task of coloring
each region either red, green, or blue in such a way that no neighboring regions have
the same color. To formulate this as a CSP, we define the variables to be the regions:
Y K, BC, AB, SK, N U, N W T, M B, ON, Q, N L, N B, N S and P EI. The domain of each
variable is the set {red, green, blue}. The constraints require neighboring regions to have
distinct colors, for example, the allowable combinations for YK and BC are the pairs
{(red, green); (red, blue); (green, red); (green, blue); (blue, red); (blue, green)}. There are
many possible solutions, such as {Y K = red, BC = green, AB = red, SK = green, N U
= red, N W T = blue, M B = blue, ON = red, Q = blue, N L = red, N B = red, N S =
blue, P EI = red}. We can represent this problem with a constraint-graph: the nodes of
the graph correspond to variables of the problem and the arcs correspond to constraints.
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Techniques used for finding a solution for such CSPs can be classified into three categories. The first category consists of search techniques for systematic exploration of the
space of all solutions. The most common algorithm in this class is backtracking, which
traverses the search space in a depth-first fashion. The second category contains consistency algorithms for transforming the CSP into a more explicit representation. These are
used primarily in a preprocessing phase, to improve the performance of the subsequent
backtracking search, but can be incorporated into the search procedure itself. Third category contains the structure-driven algorithms, which exploit the topological features of
the network to guide the search. Structure-driven algorithms can support both the consistency algorithms as well as the backtracking search. In the next sections we will overview
the heuristics and methods which improve the backtracking regardless the structure of
the constraints, and then further improvements using the topological properties of the
constraint scopes.
In this section we will mostly deal with binary constraints, because they can be rep7

resented as constraint graphs, thus it is easier to write algorithms for them. We will see
later that every CSP can be viewed as a special binary CSP, so the methods presented
below can be used in a wide range.

1.1

Backtracking and Consistency-Enforcing

CSP can be solved using the generate-and-test paradigm (GT). In this paradigm, each
possible combination of the variables is systematically generated and then tested to see
if it satisfies all the constraints. The first combination that satisfies all the constraints is
the solution. The number of combinations considered by this method is the size of the
Cartesian product of all the variable domains.
A more efficient method uses the backtracking paradigm. The algorithm typically considers the variables in some order and, starting with the first, assigns a provisional value
to each successive variable in turn as long as the assigned values are consistent with those
assigned in the past. When, in the process, a variable is encountered such that none of its
domain values are consistent with previous assignments (a situation referred to as a deadend), backtracking takes place. That is, the value assigned to the immediately preceding
variable is replaced, and the search continues in a systematic way until either a solution
is found or until it may be concluded that no such solution exists.
Clearly, whenever a partial instantiation violates a constraint, backtracking is able to
eliminate a subspace from the Cartesian product of all variable domains. The backtracking method essentially performs a depth-first search ([39]) of the space of potential CSP
solutions. Although backtracking is strictly better than the generate-and-test method, its
run-time complexity for most nontrivial problems is still exponential.
Example 1.2. For example, at the root node of a search tree for coloring the map of
Canada, we might have a choice between N W T = red, N W T = green, and N W T = blue,
but we would never choose between N W T = red and Y K = blue. Part of the search tree
for the Canada problem is shown in the figure below, where we have assigned variables in
the order Y K, BC, AB, SK, N U, N W T, M B, ON, Q, N L, N B, N S and P EI.
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Improving backtracking efficiency amounts to reducing the size of its expanded search
space. It turned out, that we can improve the backtracking procedure without using any
special property of the structure of the constraints, considering the following questions.
1. Which variable should be assigned next, and in what order should its values be tried?
2. What are the implications of the current variable assignments for the other unassigned variables?
3. When a path fails can the search avoid failing later because of the same reason?
The following subsections answer each of these questions in turn.

1.1.1

Variable and value ordering

If backtracking is used to solve CSP, then an important issue is the order in which
variables are considered for instantiations. Experiments and analysis by several researchers
show that the ordering in which variables are chosen for instantiation can have substantial
impact on the complexity of backtrack search ([4], [49], [60], [32], [63]). Several heuristics
have been developed and analyzed for selecting variable ordering. One powerful heuristic,
developed by Bitner and Reingold in [4], is called the minimum remaining values (MRV)
heuristic or search-rearrangement method. In this method, the variable with the fewest
possible remaining alternatives is selected for instantiation. Thus, the order of variable
instantiation is, in general, different in different branches of the tree and is determined
dynamically.
Example 1.3. After the assignments for Y K = red and BC = green, there is only
one possible value for N W T , so it makes sense to assign N W T = blue next rather than
assigning AB. In fact, after NWT is assigned, the choices for AB and SK are forced.
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It also has been called the fail-first heuristic, because it picks a variable that is most
likely to cause a failure soon, thereby pruning the search tree. If there is a variable X with
zero legal values remaining, the MRV heuristic will select X and failure will be detected
immediately, avoiding pointless searches through other variables which always will fail
when X is finally selected.
Purdom and Brown extensively studied this heuristic, as well as its variants, both
experimentally and analytically [49], [51], [50], [52]). Their results show that for significant
classes of problems, MRV backtracking is a substantial improvement over the standard
backtracking method. For the n-queens problem, Stone and Stone experimentally show
in [60] that the MRV heuristic led to an improvement of dozens of orders of magnitude
for large values of n. With this heuristic, they were able to solve the problem for n ≤ 96
using only a personal computer. The standard backtracking method could not solve the
problem in a reasonable amount of time even for n = 30.
The MRV heuristic does not help at all in choosing the first region to color in Canada,
because initially every region has three legal colors. In this case, the degree heuristic comes
in handy. It attempts to reduce the branching factor on future choices by selecting the
variable that is involved in the largest number of constraints on other unassigned variables.
Example 1.4. In the constraint graph of Canada N W T is the variable with highest degree:
5; the other variables have degree 1, 2 or 3, except for P EI, which has 0. In fact, once
N W T is chosen, applying the degree heuristic solves the problem without any false steps;
you can choose any consistent color at each choice point and still arrive at a solution with
no backtracking.
The minimum remaining values heuristic is usually a more powerful guide, but the degree heuristic can be useful as a tie-breaker. Brelaz used the degree heuristic as a tie-breaker
after applying the MRV heuristic in [5]. The resulting algorithm, despite its simplicity, is
an efficient method for k-coloring arbitrary graphs.
A related ordering is discussed in [25], which is based on the idea of instantiating the
members of the stable sets (set of variables with no direct constraints between any pair of
them) at the end. Unfortunately, the problem of finding a maximal stable set is NP-hard.
Thus, one has to settle for a heuristic algorithm that finds a suboptimal stable set.
Once the decision is made to instantiate a variable, it can have several values available.
The order in which these values are considered can have substantial impact on the time
to find the first solution. For example, if CSP has a solution, and a correct value is chosen
for each variable, then a solution can be found without any backtracking. One possible
heuristic is to prefer those values that maximize the number of options available for future
assignments ([32]). It is often called the least-constraining-value heuristic. It prefers the
10

value that rules out the fewest choices for the variables which are related to the value
under processing.
Example 1.5. Suppose that for the Canada problem we have generated the partial assignment with Y K = red and BC = green, and that our next choice is for AB. Blue would
be a bad choice, because it eliminates the last legal value left for AB’s neighbor, N W T .
The least-constraining-value heuristic therefore prefers red to blue.
By incorporating such a value-ordering heuristic in Stone and Stone’s algorithm ([60])
for solving the n-queens problem, Kale developed a backtracking-based algorithm in [36]
that can be used to solve the problem with little backtracking even for large values of n
(= 1000). Without incorporating Kale’s heuristic, Stone and Stone’s algorithm is unable
to solve the n-queens problem for n much larger than 100.
There are many other heuristics, but they perform differently in various problems.
Good value-ordering heuristics are expected to be highly problem specific.

1.1.2

Propagating Constraints

One of the reasons for the poor performance of the backtracking paradigm is that it
suffers from thrashing ([27]); that is, search in different parts of the space keeps failing
for the same reasons. The simplest cause of thrashing concerns the unary predicates and
is referred to as node inconsistency ([40]). Therefore it is convenient to eliminate the
disallowed values from the domains first. Another possible source of thrashing is illustrated
by the following example.
Example 1.6. As we have seen in Example 1.5, after the partial assignment with Y K =
red and AB = green, (the order of the variables is Y K, AB, BC, SK, N U, N W T, M B, ON,
Q, N L, N B, N S and P EI), if we assign blue to BC we will have a failure at N W T , but
the backtracking will try all the possible assignments for SK and N U , before it corrects
the source of the failure, and chooses red instead of blue for BC.
In general, suppose that the variables are instantiated in the order V1 , V2 , . . . , Vi , . . . , Vj ,
. . . , Vn . Suppose also that the binary constraint between Vi and Vj is such that for Vi = a,
it disallows any value of Vj . In the backtrack search tree, whenever Vi is instantiated to
a, the search will fail while instantiation is tried with Vj (because no value for Vj would
be found acceptable). This failure will be repeated for each possible combination that the
variables Vk (i < k < j) can take.
The cause of this kind of thrashing is referred to as a lack of arc consistency ([40]).
Other drawbacks of simple backtracking are discussed in the next subsection. Thrashing
because of node inconsistency can be eliminated by simply removing those values from
11

the domains of each variable that do not satisfy the unary constraints on it. Thrashing
because of arc inconsistency can be avoided if each arc (Vi , Vj ) of the constraint graph is
made consistent before the search starts.
After these examples we can consider the definition for arc consistency:
Definition 1.7. Arc (Vi , Vj ) is arc consistent if for every value x in the current domain
of Vi , there is some value y in the domain of Vj such that Vi = x and Vj = y are permitted
by the binary constraint between Vi and Vj .
The concept of arc consistency is directional; that is, if an arc (Vi , Vj ) is consistent,
then it does not automatically mean that (Vj , Vi ) is also consistent.
Example 1.8. Continuing the train of thought, if we suppose in this example that the
domain of Y K is {red} and the domain of AB is {green}, then we can delete red from
the domain of N W T and BC, (because they are the neighbors of Y K, thus assigning red
to them would cause an immediate failure), and we can delete green from the domain
of BC, N W T and SK because of the same reason. So now the domain of N W T and
SK are {blue} and {red, blue} respectively. The current domains are shown in the figure
below. Therefore the arc (N W T, SK) is consistent: for N W T = blue, there is a consistent
assignment for SK, namely, SK = red. On the other hand, the reverse arc from SK to
N W T is not consistent: for the assignment SK = blue, there is no consistent assignment
for N W T . The arc can be made consistent by deleting the value blue from the domain of
SK.

Clearly, an arc (Vi , Vj ) can be made consistent by simply deleting those values from
the domain of Vi for which the previous example holds. (Deletions of such values do not
eliminate any solution of original CSP.) The following algorithm, taken from [40], does
precisely that.
Arc consistency checking can be applied either as a preprocessing step before the
beginning of the search process, or as a propagation step after every assignment during
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Algorithm 1 REVISE
1: procedure REVISE(Vi , Vj )
2:

DELETE := false

3:

for all x ∈ Di do

4:

if there is no such vj ∈ Dj such that (x, vj ) is consistent then

5:

delete x from Di

6:

DELETE := true

7:

end if

8:

end for

9:

return DELETE

10:

end REVISE

search. In either case, the process must be applied repeatedly until no more inconsistencies
remain. This is because, whenever a value is deleted from some variable’s domain to remove
an arc inconsistency, a new arc inconsistency could arise in arcs pointing to that variable.
Example 1.9. In our previous figure the arc (M B, SK) is consistent, but after making
the arc (SK, N W T ) consistent by deleting he value blue from the domain of SK, it no
longer remains consistent.
The following algorithm, taken from [40], obtains arc consistency for the whole constraint graph G:
Algorithm 2 Arc Consistency-1
1: procedure AC-1
2:

Q := {(Vi , Vj ) ∈ arcs(G), i 6= j}

3:

repeat

4:

CHANGE := false

5:

for all (Vi , Vj ) ∈ Q do

6:
7:

CHANGE := (REVISE(Vi , Vj ) ∨ CHANGE)
end for

8:

until CHANGE=false

9:

end AC-1
The major problem with the previous algorithm is that successful revision of even one

arc in some iteration forces all the arcs to be revised in the next iteration, even though
only a small number of them are affected by this revision. Mackworth presents a variation
(called AC-3) of this algorithm that eliminates this drawback in [40]. This algorithm
performs re-revision only for those arcs that are possibly affected by a previous revision.
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It is easily seen that in AC-3, after applying REVISE(Vk , Vm ), it is not necessary to add
arc (Vm , Vk ) to Q. The reason is that none of the elements deleted from the domain of Vk
during the revision of arc (Vk , Vm ) provided support for any value in the current domain
of Vm .
Algorithm 3 Arc Consistency-3
1: Q := {(Vi , Vj ) ∈ arcs(G), i 6= j}
2:

while Q not empty do

3:

select and delete any arc (Vk , Vm ) from Q

4:

if REVISE(Vk , Vm ) then

5:
6:
7:

Q := Q ∪ {(Vi , Vk ) such that (Vi , Vk ) ∈ arcs(G), i 6= k, i 6= m}
end if
end while
Assume that the domain size for each variable is d, and the total number of binary

constraints (that is, the edges in the constraint graph) is e, and suppose that erevy arc is
listed in an adjacency list. The complexity of an arc-consistency algorithm given here is
O(ed3 ) ([41]). It can be analyzed as follows: each arc (Vi , Vj ) can be inserted in the queue
only d times, because Vj has at most d values to delete, checking consistency of an arc can
be done in O(d2 ) time, so the total worst-case time is O(ed3 ).
Mohr and Henderson present another arc-consistency algorithm that has a complexity
of O(ed2 ) in [45]. To verify the arc consistency, each arc must be inspected at least once,
which takes O(d2 ) steps, hence, the lower bound on the worst-case time complexity of
achieving arc consistency is O(ed2 ). Thus, Mohr and Henderson’s algorithm is optimal
in terms of worst-case complexity. Variations and improvements of this algorithm were
developed in [31] and [8].
In general arc consistency does not reveal every possible inconsistency.
Example 1.10. For our Canada problem the partial assignment {Y K = red, SK = red}
is inconsistent (the color of BC, AB and N W T has to be pairwise different, but neither
of them can be red), but AC-3 will not find the inconsistency.
Nevertheless, by making the constraint graph arc consistent, it is often possible to
reduce the search done by the backtracking procedure. Waltz in [62] shows that for the
problem of labeling polyhedral scenes, arc consistency substantially reduces the search
space. In some instances of this problem, the solution was found with no backtracking.
Given that arc consistency is not enough to eliminate the need for backtracking, can
another stronger degree of consistency eliminate it? The notion of k-consistency captures
different degrees of consistency for different values of k.
14

Definition 1.11. A CSP is k-consistent if for any set of k − 1 variables and for any
consistent assignment to those variables, a consistent value can always be assigned to any
kth variable. A constraint graph is strongly k-consistent if it is j-consistent for all j ≤ k.
Node consistency, discussed earlier, is equivalent to strong 1-consistency. Arc consistency is equivalent to strong 2-consistency. 3-consistency means that any pair of variables
can always be extended to a third neighboring variable, this is also called path consistency.
Algorithms exist to make a constraint graph strongly k-consistent for k > 2 ([9], [26]).
Now suppose we have a CSP problem with n nodes and we make it strongly nconsistent. We can then solve the problem without backtracking. First, we choose a consistent value for V1 . We are then guaranteed to be able to choose a value for V2 because
the graph is 2-consistent, for V3 because it is 3-consistent, and so on. For each variable Vi ,
we need only search through the d values in the domain to find a value consistent with
V1 , V2 . . . , Vi−1 . We are guaranteed to find a solution in time O(nd).
However, the worst-case complexity of the algorithm for obtaining n-consistency in an
n-node constraint graph is also exponential. If the graph is k-consistent for k < n, then
in general, backtracking cannot be avoided. Deciding the level of consistency that should
be enforced on the network is not a clear-cut choice. Generally speaking, backtracking
will benefit from representations that are as explicit as possible, having higher consistency
level. As a result, there is a trade-off between the effort spent on preprocessing and that
spent on search (backtracking.) Experimental analyses of this trade-off were published in
[15], [14] and [32].
It is possible to embed a constraint-propagation algorithm inside a backtracking algorithm, as follows. A root node is created to solve original CSP. Whenever a node is visited,
a constraint-propagation algorithm is first used to attain a desired level of consistency. If
at a node, the cardinality of the domain of each variable becomes 1, and the corresponding
CSP is arc consistent, then the node represents a solution. If in the process of performing constraint propagation at the node, the domain of any variable becomes empty, then
the node is pruned. Otherwise one of the variables (whose current domain size is >1) is
selected, and new CSP is created for each possible assignment of this variable. Each such
new CSP is depicted as a successor node of the node representing parent CSP. (Note that
each new CSP is smaller than parent CSP because we need to choose assignments for
one less variable.) A backtracking algorithm visits these nodes in the standard depth-first
fashion until a solution is found.
The question now is how much constraint propagation to do at each node. If no constraint propagation is done, then the paradigm reverts to simple backtracking (actually, as
we see shortly, even simple backtracking performs some kind of constraint propagation).
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More constraint propagation at each node will result in the search tree containing fewer
nodes, but the overall cost can be higher because the processing at each node will be more
expensive. At one extreme, obtaining n-consistency for the original problem would completely eliminate the need for backtrack, but as mentioned before, this method is usually
more expensive than simple backtracking.
A number of algorithms for solving CSPs that essentially fit the previous format have
been investigated by various researchers ([32], [46], [22], [30], [61], [33], [44], [15]).
In particular, Nadel in [46] empirically compares the performance of backtracking algorithms with different level of arc-consistency, from the generate and test algorithm to
the complete 2-consistency algorithm. One of these algorithms is forward checking (FC),
which incorporates a greater degree of arc consistency than simple backtracking, as follows.
Whenever a variable X is assigned, the forward checking process looks at each unassigned
variable Y that is connected to X by a constraint and deletes from Y ’s domain any value
that is inconsistent with the value chosen for X. If the domains of any of these uninstantiated variables becomes empty, then failure is recognized, and backtracking occurs. This
means that the process forgets everything which was done at these variables.
Example 1.12. We used intuitively the FC in Example 1.8 for reducing the domain of
the variables. The figure below shows the progress of a map-coloring search with forward
checking.
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There are three important points to notice about this example. First, notice that after
assigning Y K = red and AB = green, the domains of BC and N W T are reduced to
a single value, we have eliminated branching on these variables altogether by propagating information from Y K and AB. The MRV heuristic, which is an obvious partner for
forward checking, would automatically select NWT and BC next. (Indeed, we can view
FC as an efficient way to incrementally compute the information that the MRV heuristic needs to do its job.) A second point to notice is that, after N U = blue, the domain
of N W T is empty. Hence, forward checking has detected that the partial assignment
{Y K = red, AB = green, N U = blue} is inconsistent with the constraints of the problem,
and the algorithm will therefore backtrack immediately. And finally, FC detects only a
fraction of the arc inconsistencies, for example, we have seen in Example 1.6 that back16

tracking does not detect the arc inconsistency between BC and N W T (they are both
forced to be blue when Y K = red and AB = green), and we can see from the previous
figure, that FC does not detect it either.

In [46] Nadel evaluated these algorithms on the n-queens problem and the FC (which
implements only a fraction of the consistency achieved by the arc-consistency algorithm)
performed . Experiments by other researchers with a variety of problems also indicate that
it is better to apply constraint propagation only in a limited form ([32], [44], [27], [28],
[15], [48]).

1.1.3

Intelligent Backtracking

The backtracking algorithm has a very simple policy for what to do when a branch
of the search fails: back up to the preceding variable and try a different value for it. This
is called chronological backtracking, because the most recent decision point is revisited.
There are two major drawbacks to the standard backtracking scheme. One is thrashing,
which we mentioned earlier, and the other one is having to perform redundant work. First
we will try to avoid trashing.
Example 1.13. Suppose that, for a change, we would like to color Q, N B, N S, P EI and
N L in that order, and we are supposed to color N S blue, N L red, and we should not use
red to color N B. Consider what happens when we apply simple backtracking in this situation. Suppose we have generated the partial assignment {Q = red, N B = green, N S =
blue, P EI = red}. When we try the next variable, N L, we see that we are not able to
color it, because of Q. We back up to P EI and try a new color for it! Obviously recoloring
PEI cannot resolve the problem with NL.
A more intelligent approach to backtracking is to go all the way back to the set of
variables that caused the failure. (We will observe later the case in which there are more
than one such sets.) This set is called the conflict set; here, the conflict set for N L is {Q}.
In general, the conflict set for variable X is the set of previously assigned variables that are
connected to X by constraints. The backjumping method backtracks to the most recent
variable in the conflict set; in this case, backjumping would jump over P EI, N S and N B,
and try a new value for Q. This is easily implemented by modifying backtracking so that
it accumulates the conflict set while checking for a legal value to assign. If no legal value
is found, it should return the most recent element of the conflict set along with the failure
indicator.
Note, that the FC can supply the conflict set with no extra work, moreover it prevents
the search from ever reaching a situation, where we would need backjumping. Hence,
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simple backjumping is redundant in a FC search or, indeed, in a search that uses stronger
consistency checking, such as Algorithm 3.
Despite the observations of the preceding paragraph, the idea behind backjumping
remains a good one: to backtrack based on the reasons for failure. Backjumping notices
failure when a variable’s domain becomes empty, but in many cases a branch is doomed
long before this occurs.
Example 1.14. Consider again the partial assignment {Y K = red, SK = red} which is
inconsistent (Example 1.10). Suppose we try P EI = red next and then assign BC, AB and
N W T . We know that no assignment can work for these last three variables, so eventually
we run out of values to try at BC. Now, the question is, where to backtrack? Backjumping
cannot work, because BC does have values consistent with the preceding assigned variables.
BC does not have a complete conflict set of preceding variables that caused it to fail. We
know, however, that the three variables BC, AB and N W T taken together, failed because
of a set of preceding variables, which must be those variables which directly conflict with
the three.
This leads to a deeper notion of the conflict set for a variable such as BC: it is that set
of preceding variables that caused BC, together with any subsequent variables, to have no
consistent solution. In this case, the set is {Y K, SK}, so the algorithm should backtrack
to SK (and skip over P EI). A backjumping algorithm that uses conflict sets defined in
this way is called conflict-directed backjumping.
We must now explain how these new conflict sets are computed. The method is in
fact very simple. The terminal failure of a branch of the search always occurs because a
variable’s domain becomes empty; that variable has a standard conflict set.
Example 1.15. Continuing our example, N W T fails, and its conflict set is {Y K, BC, AB,
SK}. We backjump to AB, and it absorbs the conflict set from N W T (minus AB itself,
of course) into its own direct conflict set, which is {BC, SK}; the new conflict set is
{Y K, BC, SK}. That is, there is no solution from AB onwards, given the preceding assignment to {Y K, BC, SK}. Therefore, we backtrack to BC, the most recent of these. BC
absorbs {Y K, BC, SK} − {BC} into its own direct conflict set {Y K}, giving {Y K, SK}
(as stated in the previous paragraph). Now the algorithm backjumps to SK, as we would
hope.
To summarize: let Vj be the current variable, and let conf(Vj ) be its conflict set. If every
possible value for Vj fails, backjump to the most recent variable Vi in the set conf(Vj ), and
update the conflict set: conf(Vi ) :=conf(Vi ) ∪ conf(Vj ) − {Vi }.
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We have seen that thrashing can be avoided by backjumping, it takes us back to the
right point in the search tree. The other drawback is having to perform redundant work.
Unfortunately backjumping does not prevent the search from making the same mistakes
in another branch of the tree. To see that let us continue Example 1.13:
Example 1.16. While generating the partial assignment we noticed that N B can not
be blue, because it would conflict with N S. But after the backjumping we choose a new
color for Q, and undo the assignments to N B and N S, therefore the search will have to
rediscover this fact.
Constraint learning, also called no-good constraints heuristic, eliminates this drawback
by recording the reasons for the dead-end in the form of new constraints, so that the same
conflicts will not arise again in a later search.
Dependency-directed backtracking incorporates both backjumping and no-goods recording ([59]), and is used in truth maintenance systems ([19], [43]). CSP can be solved by
Doyle’s RMS ([19], [59]) and a number of simplifications to this scheme were developed
by various researchers ([6], [54], [18], [14], [32], [29]).

1.2

Graph-Based Algorithms

We have seen, that the CSPs with binary relations can be represented with constraint
graphs. We should find a way to describe the structure of constraints with higher arity,
and the hypergraphs are very suitable for this purpose.
Definition 1.17. A hypergraph (V, E) consists of a set of vertices (V ), and a set of edges
(E), where each edge is a subset of V .
For a CSP the natural associated hypergraph is where V is the set of variables, and
there is an edge which consist of some variables, if there is a scope in the CSP which
contains exactly the same variables.
We can have the classic bipartite graph representation of the constraint hypergraph,
and we can make the primal-constraint graph and the dual-constraint graph from it in
the following way. The primal-constraint graph (a generalization of the binary constraint
graph) represents the variables by nodes and two node is connected, if they have a common
neighbor in the bipartite graph. The dual-constraint graph represents each scope by a node,
and two node is connected, if they have a common neighbor (we label the edge with this
variable).
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Example 1.18. Suppose that we are still coloring only M B, ON, Q, N L, N B and N S, but
we would prefer an exciting coloring. We want the colors of M B, Q and N S to be pairwise
different, and ON, N L and N B can not be colored with the same single color. We can
see the four different representations of this problem in the picture below: the first one is
the constraint hypegraph, the second is the bipartite graph representation, then the primalconstraint graph and the dual-constraint graph. The nodes of the dual constraint graph has
domains, for example (M B, Q, N S)’s domain is {(red, blue, green); (red, green, blue); . . . ;
(green, blue, red)}, and the domain of (ON, Q) is {(red, blue); (red, green); . . . ; (green, blue)},
and the binary constraint between them is the relation {((red, blue, green), (red, blue)); (red,
blue, green), (green, blue)); . . . ; ((green, blue, red), (red, blue)); ((green, blue, red), (green,
blue))} which ensures that Q gets the same color.
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The dual constraint graph can be viewed as a transformation of a non-binary CSP
into a special type of binary one, so viewed in this way, any CSP can be solved by binary
CSP’s techniques. This is one reason why some papers deal with binary CSPs only, as we
did in the previous section.

Using these graph representations we can improve some of the algorithms mentioned in
the previous section.
We have seen in Subsection 1.1.3 (Intelligent Backtracking), that during backjumping
whenever a dead-end occurs at a particular variable X, the algorithm backs up to the
most recent variable connected to X in the graph. Whereas the implementation of this
backjumping scheme would, in general, require a careful maintenance of each variable’s
conflict set [14], some orderings facilitate an especially simple implementation. If a depthfirst search is used on the constraint graph (to generate a DFS tree) and then backjumping
is conducted in an in-order traversal of the DFS tree [20], finding the jump-back destination
amounts to following a very simple rule: if a dead-end occurred at variable X, go back to
the parent of X in the DFS tree. This is called graph-based backjumping [14].
Example 1.19. If we go back to the coloring of N W T, Y K, BC, AB, SK, M B and N U ,
a DFS tree can look like the one on the figure below, and an in-order traversal of this tree
is N W T, AB, BC, Y K, SK, M B, N U . If a dead-end occurs at node SK, the algorithm
retreats to its parent AB, and jump over BC and Y K.
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However, finding a minimal-depth DFS tree is NP-hard.
The constraint graph can also help us to implement constraint learning or dependencydirected backtracking. If there is a partial assignment s = (V1 = v1 , . . . , Vi−1 = vi−1 ) which
cannot be extended by any value of the next variable Vi , we need to identify subsets of s
that are in conflict with Vi . The constraint graph provides an easy way to do it by removing
from s all assignments of variables that are not connected to Vi . The procedure of graphbased dependency-directed backtracking (also called graph-based constraint recording e.g.
in [14]), implements this idea by recording these conflict sets as a new constraint on each
dead-end. Specifically, if the variables in the assignment s0 = (Vi1 = vi1 , . . . , Vit = vit )
are connected to Vi , the procedure records a constraint on variables Vi1 , . . . , Vit which
disallows the tuple s0 .
Example 1.20. In Example 1.14 we have detected a conflict after the partial assignment {Y K = red, SK = red}. Suppose we would like to color the others in the order
BC, N W T, AB now, and we got BC = blue, N W T = green, and reached a dead-end at
AB. Obviously, the tuple (YK=red, SK=red, BC=blue, NWT=green) is a conflict set,
however, Y K = red is irrelevant to this conflict because there is no explicit constraint
between Y K and AB. Therefore, the tuple (SK=red, BC=blue, NWT=green) will be
disallowed by recording a new constraint.

1.2.1

Solving tree CSPs

Almost all the known structure-based techniques rely on the observation that binary
CSPs whose constraint graph is a tree can be solved in linear time ([23], [41], [16]).
Given a tree-structured CSP over n variables, the first step of the tree-algorithm is
to generate an ordering d = V1 , . . . , Vn . Each node in the tree (excluding the root) has
one parent node and may have several child nodes (such that a parent always precedes
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its children. Nodes with no children are called leaves. In the second step, the algorithm
processes each arc (and its associated constraint) from leaves to root, in a bottom up
fashion. We make every directed arc directionally arc-consistent with the Revise procedure
(Algorithm 1). Therefore in the final step after the root is processed, the backtracking
algorithm, which is used to find a solution along the ordering d, is guaranteed to face no
dead-ends. The tree algorithm is sketched in Algorithm 4.
Algorithm 4 Tree-Algorithm (T)
1: begin
2:

generate a rooted tree ordering, d = V1 , . . . V2

3:

for i = n to 1 by -1 do

4:

Revise (Vp(i) , Vi ) where Vp(i) denotes the parent of Vi

5:

if the domain of Vp(i) is empty, stop (no solution exists)

6:

end for

7:

use backtracking to instantiate variables along d

8:

end
Note, that by applying the arc-consistency checks in reverse order the algorithm ensures

that any deleted values cannot endanger the consistency of arcs that have been processed
already. The complete algorithm runs in time O(nd2 ), because an ordering can be produced
in linear time and we have seen that the Revise procedure is bounded by d2 steps, and it
is executed at most n times (loop 3-6).
Now that we have an efficient algorithm for trees, we can consider whether more general
constraint graphs can be reduced to trees somehow. We can assign values to some variables
such that the constraint graph of the unassigned variables form a tree.
Example 1.21. Consider the constraint graph for Canada. If we could delete NWT, the
graph would become a tree. Fortunately, we can do this by fixing a value for NWT and
deleting from the domains of the other variables any values that are inconsistent with the
value chosen for NWT.
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Now, any solution for the CSP after NWT and its constraints are removed will be
consistent with the value chosen for NWT. (This works for binary CSPs, the situation is
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more complicated with higher-order constraints.) Therefore, we can solve the remaining
tree with the algorithm given above and thus solve the whole problem.
The general algorithm is as follows:
1. Choose a subset S of the variables such that the constraint graph becomes a tree after
removal of S. S is called a cycle cutset.
2. For each possible assignment to the variables in S that satisfies all constraints on S,
(a) remove from the domains of the remaining variables any values that are inconsistent
with the assignment for S, and
(b) if the remaining CSP has a solution, return it together with the assignment for S.
If the cycle cutset has size c, then the total runtime is O(exp(c)n). If the graph is nearly
a tree then c will be small and the savings over straight backtracking will be huge. Finding
a minimal-size cycle cutset is NP-hard, therefore it will be more practical to incorporate
this scheme within a general problem solver such as backtracking. Because backtracking
works by progressively instantiating sets of variables, all that is necessary is to keep track
of the connectivity status of the constraint graph.

1.2.2

Directional and adaptive consistency

For certain special types of problems (like CSPs with tree-structure), it is possible to
design algorithms which will always find a solution efficiently. A class of problems will be
called tractable if there is an algorithm which finds a solution to all problems in that class,
or reports that there are no solutions, and whose time complexity is polynomial in the size
of the problem to be solved. If the CSP can be solved with the backtracking algorithm
without the need for backtrack, then it is clearly tractable. This concept has prompted
a theoretical investigation ([23], [16], [17]), into the level of local consistency that suffices
for ensuring a backtrack-free search.
We can also improve the idea of consistency, using the properties of the constraint
graph. We have seen, that in general strong k-consistency does not ensure that there will
be no dead-ends if k < n and we have n variables. But there are certain kinds of CSPs for
which a lower degree of consistency can be sufficient. To extract this connection we need
some definitions.
An ordered (primal) constraint graph is defined as one in which the nodes are linearly
ordered to reflect the sequence of variable assignments executed by backtracking algorithm.
Definition 1.22. Given an ordering d = (V1 , . . . , Vn ), directional i-consistency along d
requires that any consistent instantiation of the variables Vl1 , . . . Vli−1 can be consistently
extended to Vli if l1 . . . li−1 ≤ li . Strong-d-i-consistency is defined accordingly.
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Definition 1.23. The width of a node is the number of edges that connect that node to
previous ones, the width of an ordering is the maximum width of all nodes, and the width
of a graph is the minimum width over all orderings of that graph.
Example 1.24. The figure below represents three possible orderings of the constraint graph
from Example 1.19. The width of node NWT is 5 in the first ordering and 3 in the second.
The width of the last one is 2. It can be shown that no ordering can achieve width lower
than two (it contains a cycle), hence the width of this constraint graph is two.

The width of a graph can be determined by a greedy algorithm (like the last ordering
in the figure). The algorithm selects a node having the least number of neighbors and puts
it last in the ordering. This node is then removed (together with its adjacent edges), and
the algorithm proceeds recursively on the remaining graph.
The general relationship between the width of a CSP and the amount of local consistency required for tractability is summarized in the following theorem:
Theorem 1.25. An ordered constraint graph is backtrack-free if the level of directional
strong consistency along this order is greater then the width of the ordered graph.
In particular, if the graph has width-one (equivalently it is a tree [23]) a directional
two-consistency is sufficient, and we used that in the tree-algorithm.
The intuition behind this theorem is very similar to the one that we have explored in
Subsection 1.1.2 while discussing k-consistency. If we process the variables in the order
corresponding to the minimal with, we can always extend our partial solution.
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Remark 1.26. The width can be defined similarly for hypergraphs ([47]: Definition 3.18),
and the same connection stands for the width and the consistency.
Because most problem instances will not satisfy the desired relationship between the
width and the consistency level, it is possible to try to push one of these two factors
until the relationship holds. One possibility is to increase the level of directional consistency until it matches the width of the problem. Specifically, if a width-(i − 1) problem
is not i-consistent, algorithms enforcing directional i-consistency can be applied to it [16].
Unfortunately, enforcing directional i-consistency (i > 2) often requires the addition of
new constraints which may cause the width to increase. The next algorithm ([16], [58])
overcomes this difficulty.
Given an ordering d, algorithm Adaptive-Consistency establishes directional i-consistency
recursively, when i changes from node to node to match its width at the time of processing. This is accomplished by processing nodes in decreasing order, so that by the time a
node is processed its final width is determined and the required level of consistency can be
achieved. Let parents(X) denote the set of predecessors connected to X, when it is called
for processing.
Algorithm 5 Adaptive-Consistency (V1 , . . . , Vn )
1: for i = n to 1 by -1 do
2:

Compute parents(Vi )

3:

connect all elements in parents(Vi ) (if they are not yet connected)

4:

perform Consistency(Vi , parents(Vi ))

5:

end for
The procedure Consistency(V , set) generates and records tuples of those variables in

the set that are consistent both internally and with at least one value of V . The procedure
may impose new constraints over clusters of variables as well as tighten existing constraints.
When adaptive consistency terminates, backtracking can solve the problem in the order
prescribed without any dead-ends.
Example 1.27. Consider the ordering N W T, Y K, BC, AB, SK, M B, N U which is the
last one in the previous figure. Adaptive-consistency proceeds from N U to N W T and
imposes constraints on the parents of each processed variable. N U is chosen first and
because its parents are M B and N W T the algorithm enforces a three-consistency on them.
This operation may require that a constraint between M B and N W T be added. For the
parents of M B, SK, . . . Y K there is already an arc between them, so this operation may
merely tighten the corresponding constraint. So the adaptive consistency adds only one arc
to the constraint graph.
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Let w(d) be the width of the ordering d and let w∗ (d) be the width of graph which we
get after applying Adaptive-Consistency. w∗ (d) is also called the induced width and w∗
is the minimum induced width. w∗ can be used to identify classes of tractable problems
[12], but in general finding the smallest induced width of a graph (or a hypergraph) and
its corresponding ordering is an NP-hard problem [2].
There is an interesting class of CSPs for which w(d) = w∗ (d), the acyclic CSPs. They
were first characterized and evaluated in the relational database literature [3].
Acyclic CSPs can be viewed as trees in the dual-graph representation. In this case the
tree-algorithm would apply. But even when the dual graph is not a tree, some of its arcs
maybe redundant, and this leads to an other notion.
An arc in the dual graph can be deleted if its variables are shared by every arc along
an alternative path between the two end points. The subgraph resulting from removal of
redundant arcs is called a join graph.
Example 1.28. Let us observe our dual graph. The arc between (Q, M B, N S) and (Q, N B)
can be eliminated, because the variable Q is common along the cycle (Q, M B, N S), (ON, Q),
(Q, N B) , and so a consistent assignment to Q is ensured by the remaining arcs. By a
similar argument it is possible to remove other arcs, until we get the joint graph. In that
case it is easily seen that we can not reach a tree with this method.

In general, finding whether we can reach a tree is a tractable problem [42]. CSPs that
can be represented by a join tree, are called ACSPs and can be solved efficiently using the
tree-algorithm [17].
Several efficient procedures for identifying an ACSP and finding a representative join
tree have been described [42]. One useful way to characterize them is that a CSP is acyclic
if, and only if, its primal graph is both chordal (every cycle of a length of at least four has
a chord) and conformal (each of its maximal cliques corresponds to a constraint in the
original CSP) [3].
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A subclass of ACSPs for which all maximal cliques have the same size is often characterized by a special class of chordal graphs called k-trees. A k-tree is a chordal graph
whose maximal cliques are of size k + 1, unless it has only k nodes.
Definition 1.29. A k-tree is defined recursively as follows:
(1) A complete graph with k vertices is a k-tree.
(2) A k-tree with r vertices can be extended to r +1 vertices by connecting the new vertex
to the vertices in any clique of size k.
It was shown that a graph can be embedded in a k-tree if and only if it has an induced
width w∗ = k. Detailed discussions about k-trees are available ([2], [24], [55]).

1.2.3

Decomposition

Intuitively, it is obvious that coloring P EI and coloring the mainland of Canada are
independent subproblems: any solution for the mainland combined with any solution for
P EI yields a solution for the whole map. Independence can be ascertained simply by
looking for connected components of the constraint graph. Each component corresponds
to a subproblem, and the union of their solutions is a solution for the original problem.
Unfortunately in most cases, the subproblems of a CSP are connected. The simplest case
is when the constraint graph forms a tree, therefore it is reasonable to try to decompose
the CSP into subproblems which are connected, but the connections form a tree.
We have two main ways to split the constraints: the connected subproblems can have
a common variable (a node in the constraint graph), or a common constraint (edge).
If we try to slip the constraint graph into subgraphs which have at most one node in
common, we should recognize when a subgraph can not be decomposed into more pieces.
Definition 1.30. [12] A connected graph G = (V, E) is said to have a separation node
v if there exists nodes a and b such that all paths connecting a and b pass through v. A
graph that has a separation node is called separable. A subgraph with no separation nodes
is called a nonseparable component.
Example 1.31. M B is a separation node in the graph of Canada, so we can split the
problem into two coloring problem, like we did it in the previous examples.
Once the components are recognized, each represents a subproblem that, when solved,
defines the domains of a new compound variable. The tree-algorithm can then be applied
to the resulting problem, treating each component as a compound variable. The complexity of this approach is O(n · exp(r)) where r is the size of the largest component.
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The second approach is called the tree decomposition, and the basic idea is that we
break the CSP into smaller problems, such that additional constraints ensure that a variable is mapped to the same value in every partial solution, and these additional constraints
form a tree.
Example 1.32. In the figure below there is a tree decomposition of the first part of the
Canada problem. NWT appears in all four of the connected subproblems. The leftmost
subproblems is a map-coloring problem with three variables and hence has six solutions,
one is {Y K = red, N W T = blue, BC = green}. For this one the only consistent solution
for the next subproblem is {N W T = blue, BC = green, AB = red}.

A given constraint graph admits many tree decompositions; in choosing a decomposition, the aim is to make the subproblems as small as possible. If the width of the constraint
graph is w, then the size of the largest subproblem will be w + 1. Unfortunately, finding
the optimal decomposition is NP-hard, but there are heuristic methods that work well in
practice.
Remark 1.33. The idea of decomposing a problem into smaller pieces with limited interconnections, which can be solved separately, was first explored by Freuder in [23]. Freuder
showed that binary constraint satisfaction problems can be decomposed into smaller problems corresponding to the biconnected components of the associated graph. The idea was
extended, and generalized to hypergraphs, in [35] where the notion of hinges was introduced as the fundamental building blocks of any graph or hypergraph. The definition and
the related theorems can be found in [47]

29

Chapter 2

The algebraic approach
2.1

Introduction

We have seen that the structure of the constraint scope can lead to more efficient
algorithms during solving a constraint satisfaction problem. In this chapter we will see,
that using the structure of the relations we can explore the complexity of the CSPs. The
relations can be observed using algebra, so we will describe the CSPs in this language.
Definition 2.1. Let A be a set and let n be a natural number, n ≥ 1. By the n-th
Cartesian power of A, denoted by An , we mean the set of all n-tuples of elements of
A. By an n-ary relation on A we mean a subset of An . A relational structure is a tuple
A = (A; R1 , . . . , Rk ), where A is a set, called the universe of A, and R1 , . . . , Rk are relations
on A (arities may vary). Let A = (A; R1 , . . . , Rm ) be a relational structure.
The Constraint Satisfaction Problem over A, or CSP(A) for short, is the following decision
problem. An input of CSP(A) (also called an instance) consists of a set V (of variables)
and a set of constraints, where each constraint is a pair (x, R) with x a k-tuple of variables
and R a k-ary relation from {R1 , . . . , Rm }. The question is to decide whether the given
instance has a solution, that is a mapping f : V → A such that, for every constraint (x, R)
in the instance, f (x) ∈ R; or rather whether we can decide it in polynomial time.
In Definition 0.1 every variable has a domain, but the universe can be the union of
these domains, and we can have a relation for every variable which specify the domain.
Definition 2.2. Let f be an n-ary operation on A and let R be an m-ary relation on A.
We say that f is a polymorphism of R, if, for every a11 , a12 , . . . , a1m , a21 , . . . , a2m , . . . , anm
∈ A such that (ai1 , ai2 , . . . , aim ) ∈ R (for all i = 1, 2, . . . , n), we have (f (a11 , a21 , . . . , an1 ),
. . . , f (a1m , . . . , anm )) ∈ R.
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(a11

a12

...

a1m )

∈

R

(a21

a22

...
..
.

a2m )

∈

R
where fi = f (a1i , a2i , . . . , ani )

(an1

an2

...

anm )

∈

R

(f1

f2

...

fm )

∈

R

We say that f is a polymorphism of a relational structure A = (A; R1 , . . . , Rk ), if f is
a polymorphism of Ri for every i = 1, 2, . . . , k.
Example 2.3. The graph homomorphism can be written in the form f : V → V such that
for every (u, v) ∈ E → (f (u), f (v)) ∈ E, thus it is a special case of the polymorphisms on
graphs: f : V k → V such that for every (ui , vi ) ∈ E → (f (u1 , . . . , uk ), f (v1 , . . . , vk )) ∈ E.
Example 2.4. Projections are always polymorphisms. It is easy to show that they are the
only functions which are polymorphisms in every relational structure: For k-ary operation
on 1, 2, . . . , n we should consider a k × nk matrix in which every column is a different
k-tuple, and the relation is the set of rows as nk -tuples. Then to preserve the relation the
assignment has to be a projection.
(1

1

...

1

2

2

...

2

...

n)

∈

R

(1

2

...

n

1

2

...

n

...

n)

∈

R

)

∈

R

(

Because of that, projections are called the trivial polymorphisms of a relational structure.
Example 2.5. Now let us consider some relational structures which admit important
non-trivial polymorphisms. The operations are given with tables, f assigns to a column
the value which is under the column.
• A = ({0, 1}; {0}, {1}, S), where S = {0, 1}3 \ {(1, 1, 0)}. It is easily seen that the
following operation is a polymorphism, because if the assigned 3-tuple is not in S
then the first two columns have to be (1, 1, 1), and the third one is some other 3tuple, thus not all the rows were in S.
0

1

0

0

1

1

0

1

0

0

1

0

1

0

1

1

0

0

0

1

0

1

1

1

0

0

0

0

0

0

0

1

minimum

• A = ({0, 1}; {0}, {1}, R1 , R2 , . . . , Rn ), where R1 , . . . , Rn is a list of all binary relations on {0, 1}. The pigeonhole principle guarantees us that if the assignment is the
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tuple (a, b), then one of the three rows was also (a, b), therefore this operation has to
be a polymorphism.
0

1

0

0

1

1

0

1

0

0

1

0

1

0

1

1

0

0

0

1

0

1

1

1

0

0

0

0

1

1

1

1

majority

• A = ({0, 1}; {0}, {1}, R), where R = {(0, 0, 1), (0, 1, 0), (1, 0, 0), (1, 1, 1)}. The relation is the set of 3-tuples in which the sum of the elements is 1 modulo 2. We will
get the same result if we first add together the elements in the rows, then sum the
results, as if we first add together the elements in the columns, and then sum the
results. Thus the sum of the elements in the assigned 3-tuple as to be 1, which means
that this operation is a polymorphism.

0

1

0

0

1

1

0

1

0

0

1

0

1

0

1

1

0

0

0

1

0

1

1

1

0

1

1

1

0

0

0

1

ternary addition mod 2

It is also very easy to check that polymorphisms are closed under composition. We can
describe the polymorphisms of a relation using the notion of clone.
Definition 2.6. An algebra is a tuple A = (A; f1 , . . . , fk ), where A is a set (the universe
of A) and f1 , . . . , fk are operations on A . A clone is a pair A = (A; F), where F is a set
of operations on A such that the following two property stand.
For every n and every i ≤ n the operation πin , defined by πin (x1 , . . . , xn ) = xi , belongs
to F. Furthermore for any m, n, if f is an n-ary operation from F and g1 , . . . , gn are
m-ary operations from F, then the (m-ary) operation h, defined by h(x1 , . . . , xm ) =
f (g1 (x1 , . . . , xm ), g2 (x1 , . . . , xm ), . . . , gn (x1 , . . . , xm )) also belongs to F.
The set of all n-ary members of F will be denoted by A(n) or F (n) . We say that an algebra
A = (A; f1 , . . . , fk ) generates a clone (A; F), if f1 , . . . , fk ∈ F and (A; F) is the smallest
clone with this property. We call it the clone generated by A.
Let A = (A, . . . ) be a relational structure and let F be the set of all polymorphisms of A.
Then(A, F) is obviously a clone. We will denote this clone by Pol(A).
Example 2.7. The clone generated by the binary minimum function is the set of n-ary
minimum functions and the projections.
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2.2

Complexity

The arities of the reltions are constants. A CSP’s input is a set of tuples of variables,
and a table for each tuple, whose rows are the tuples of values which are in the relation.
Definition 2.8. The complexity of CSP(A), is the complexity of the function which tells
us for every input (using relations from A) whether it has a solution.
It is clear, that all CSPs are in NP, because one can easily check weather an assignment satisfies all the constraints. To observe further properties we will need the following
definitions.
Definition 2.9. CSP(A) is polynomial reducible to CSP(B) if there is a function f which
is computable in polynomial time and for every CSP X over A X has a solution ⇐⇒ f (X)
is a CSP over B which has a solution. CSP(A) and CSP(B) are polynomially equivalent
iff they are polynomially reducible to each other.
Definition 2.10. Let R1 , . . . , Rk be relations over A, and W ⊂ An . We say W is ppdefinable from R1 , . . . , Rk if we can write a formula using R1 , . . . , Rk , the binary equality
relation, existential quantification and conjunction, which characterize the relation W . W
is pp-definable from a relational structure, if it is pp-definable from the relations of the
relational structure.
It is easily seen from the definition, that pp-definability is transitive. The following
claim is also true:
Claim 2.11. CSP(A; S1 , . . . , Sm ) is polynomial reducible to CSP(A; R1 , . . . , Rn ) whenever
S1 , . . . Sm are relations pp-definable from R1 , . . . Rn .
Because of its last property, pp-definability is very useful to prove polynomial reducibility or equivalence, as we will demonstrate in the following example.
Example 2.12. Let A = ({0, 1}; {0}, {1}, R1 ), where R1 = {0, 1}3 \ {(0, 0, 0), (1, 1, 1)} let
B = ({0, 1}; {0}, {1}, R000 , R001 , R010 , . . . , R111 ), where Rijk = {0, 1}3 \ {(i, j, k)}. Then
CSP(A) and CSP(B) are polynomial equivalent.
Proof. We will prove that these relational structures are pp-definable from each other,
thus they are polynomial equivalent. Clearly, every relation in A is pp-definable from B.
We will show that Rijk is pp-definable from {0}, {1} and R1 . If i, j and k are not all
equal, then without loss of generality we can assume that i = k = 1 and j = 0. In that
case we will show that the following relation S1 =Rijk , and S1 is pp-definable from A. For
a tuple (a, b, c) ∈ S1 ⇐⇒ ∃x, y such that (a, x, c) ∈ R1 , (x, b, y) ∈ R1 and y ∈ {0}.
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If a 6= c then for example x = 1 and y = 0 are sufficient, therefore (a, b, c) ∈ S1 . The
same is true for the case of a = c = 0. And if a = c = 1 then (a, b, c) ∈ S1 ⇐⇒ b = 1,
because in order to be in S1 x has to be 0, since y is also 0, b has to be 1. Thus (a, b, c) ∈
S ⇐⇒ a 6= c or a = c = 0 or a = b = c = 1, therefore Rijk = S1 , which is clearly
pp-defined from A.
If i = j = k, then without loss of generality we can assume that i = j = k = 1. Now
let S2 be such relation for which (a, b, c) ∈ S2 ⇐⇒ ∃x, y, z such that (a, b, x) ∈ R1 ,
(a, y, c) ∈ R1 , (x, y, z) ∈ R1 and z ∈ {0}.
If a 6= b or a 6= c then x or y can be 1, therefore z can be 0, and (a, b, c) ∈ S2 . If
a = b = c then (a, b, c) ∈ S ⇐⇒ a 6= 1, because for a = 0 x = y = 1 is sufficient, but if
a = 1 then x and y both must be 0, and (x, y, z) will not be in R1 . Therefore Rijk = S2 ,
thus we proved that B is pp-definable from A.
Remark 2.13. A variation of 3-SAT - described with relation in Example 0.3 is not-allequal-3-SAT (or NAE-3-SAT), where we try to satisfy the same Boolean formula, but in
a clause we are not allowed to set all the three variables to true, and they can not be all
false either. In this case we introduce one extra relation Rnae = {0, 1}3 \ {(0, 0, 0), (1, 1, 1)}
for convenience.
So we have just shown that 3-SAT and NAE-3-SAT are polynomial equivalent.
In addition pp-definability has a very strong relationship with the polymorphism as
the following claim shows.
Claim 2.14. Let A = (A; R1 , . . . , Rn ) be a relational structure and S be a nonempty
relation on A. S is pp-definable from A iff Pol(A) ⊆ Pol(S).
Proof. (Sketch) We will follow the hints from [1]. The ⇒ direction follows from the definitions.
To prove the ⇐ direction let S be an m-ary relation, which contains n tuples: S =
{(a11 , . . . , a1m ), . . . , (an1 , . . . , anm )} and let F denote the set of n-ary polymorphisms of
A. F can be viewed as a set of |A|n -tuples over A, the coordinates are indexed by n-tuples
of elements of A. Thus F is a relation in this sense.
We would like to pp-define F from A. To do that we need to phrase what being a
polymorphism means with a pp-formula. f = (b1 , b2 , ..., b|A|n ) ∈ F ⇐⇒ ∀Ri m-ary relation and ∀c11 , . . . , c1m , . . . , cn1 , . . . , cnm such that (c11 , . . . , c1m ) ∈ Ri , . . . , (cn1 , . . . , cnm ) ∈
Ri : f ((c11 , . . . , c1m ), . . . , (cn1 , . . . , cnm )) = (b(cn1 ,...,cnm ) , ..., b(cn1 ,...,cnm ) ) ∈ Ri . |A| is finite,
therefore we can replace the ∀ with listing all such objects, thus we can write this as a
pp-formula.
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If we consider the relation T which is defined from F by existentially quantifying
over all the coordinates different from (a11 , . . . , an1 ), . . . , (a1m , . . . , anm ) (which can be
done by a pp-definition of course), then it will be the reduction of the whole tuple-table
(which is an |A|n × n matrix whose columns are every possible n-tuple over A, and their
assignments) to the corresponding coordinates. Therefore T = S, because it contains
(a11 , . . . , a1m ), . . . , (an1 , . . . , anm ) (every tuple in F is corresponding to a polymorphism,
so the projections are among them), and it can not contain anything else, because the
assigned tuple also has to be in S (S is closed under the polymorphism of A). Therefore
if Pol(A) ⊆ Pol(S), then S can be pp-defined from A.
We will show how can we use this result for comparing the "hardness" of CSPs, but we
will prove two observations first.
Claim 2.15. We have seen that for every relational structure the projections are polymorphisms. We claim that for the relational structure ({0, 1} ; {0} , {1} , R1 ) where R1 =
{0, 1}3 \{(0, 0, 0) , (1, 1, 1)} these are the only ones.
Proof. First we will show that for the polymorphism f if ∃k for which f (a1 , a2 , ..., an ) = 1
where ak = 1 and ai = 0 for every i 6= k, then f has to be the kth projection.
{0} is a relation, therefore f (0, 0, ..., 0) has to be in {0}, thus f (0, 0, ..., 0) = 0, and by
the same argument f (1, 1, ..., 1) = 1. Let’s consider the tuples for which the kth element
is 0. If we take the matrix, whose columns are one of these tuples, and the other two are
the previous (a1 , a2 , ..., an ) and (1, 1, ..., 1), then its rows are in R1 , because the elements
in the last two columns are different in the ith position, if i 6= k , and in the first column
there is a 0 in the kth position. Thus the result also has to be in R1 . We know that for
the 2nd and 3rd column f assigns 1, therefore f can not assign 1 to the first column, thus
f (b1 , b2 , ..., bn ) = 0 if bk = 0.
In particular f (1, 1, ..., 0, ..., 1) = 0, therefore by the same argument (using the (0, 0, ..., 0)
tuple) f (b1 , b2 , ..., bn ) = 1 if bk = 1. Thus we proved that f is the kth projection.
Now we will show that if ∀k f (a1 , a2 , ..., an ) = 0 where ak = 1 and ai = 0 for every
i 6= k, then f can’t be a polymorphism.
Let us assume that f is a polymorphism with the previous property. We consider the
tuples which contain exactly two 0s. If ∀k f (a1 , a2 , ..., an ) = 0 where ak = 1 and ai = 0
for every i 6= k, then we can take the matrix, whose columns are one of these tuples (let’s
say the 0s are in the lth and mth positions), and 2 tuples among the (a1 , a2 , ..., an ) with
k = l and k = m. Therefore all the rows of the matrix are in R1 , thus the result also has to
be in R1 . We know that f assigns 0 to the 2nd and 3rd column, therefore f has to assign
1 for all the tuples which contain exactly two 0s.
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By the same argument we find, that to all the tuples which contains exactly two 1s, f
has to assign 0.
Now we can consider the tuples which contain at most four 0s. For each of them we
can find two tuples among the ones which contain exactly two 1s in a way that the 3 of
them can be in a matrix whose rows are in R1 , therefore f has to map them to 1, and so
on. In one step we can double the amount of the fewer digits, so in the end f (a1 , a2 , ..., an )
(where ak = 0 and ai = 1 for every i 6= k) has to be 0, but we also saw that it has to be
1, thus we get a contradiction.
In summary we have proved that if f is a polymorphism of our relational structure,
then is has to be a projection.
Claim 2.16. Now we will show that the relational structure ({0, 1} ; {0}, {1}, R6= ) (where
R6= = {0, 1, 2}2 \ {(0, 0) , (1, 1) , (2, 2)}), which we have seen to be the corresponding relational structure to graph-3-coloring (Example 0.4), only has trivial polymorphisms too.
Proof. We will show that if f such a polymorphism that ∃k, a, b for which f (d1 , d2 , ..., dn ) =
b where dk = b and di = a for every i 6= k, then f has to be the kth projection. Without
the loss of generality we can assume that f = (1, 0, . . . , 0) = 1.
{0} and {1} are relations, therefore f (0, 0, ..., 0) = 0 and f (1, 1, ..., 1) = 1. If we
consider two matrices, whose first column is (2, 2, . . . , 2) and their second one is (0, 0, . . . , 0)
and (1, 1, . . . , 1) respectively, then every row is in R6= , so f (2, 2, ..., 2) can not be 0 or 1,
thus it is 2.
Let us consider the tuples (2, a2 , a3 , ..., an ), and (0, b2 , b3 , ..., bn ), where a2 , ..., an , b2 , ..., bn
are arbitrary 1 or 2. The first one can be put together with the tuple (1, 0, ...0) and with
(0, 0, ..., 0). Every row in both matrices would be in R6= , and f assigns 1 and 0 to the
last two tuples, therefore f (2, a2 , a3 , ..., an ) = 2. We can chose a2 , ..., an in a way, that
a2 6= b2 , ..., an 6= bn , therefore we can put together (2, a2 , a3 , ..., an ), and (0, b2 , b3 , ..., bn ).
Clearly we can put together (0, b2 , b3 , ..., bn ) with (1, 0, ..., 0), therefore f (0, b2 , b3 , ..., bn ) =
0 similarly.
If we take the tuple (1, c2 , c3 , ..., cn ) where c2 , c3 , ..., cn are arbitrary numbers from
{0, 1, 2}, then we can choose a2 , a3 , ..., an , b2 , ..., bn to satisfy c2 6= a2 , c2 6= b2 , . . . , cn 6=
an , cn 6= bn , and we know that to (2, a2 , a3 , ..., an ), and (0, b2 , b3 , ..., bn ) f assigns 2 and 0,
therefore to (1, c2 , c3 , ..., cn ) f must assign 1, to preserve R6= .
Finally if we take a tuple whose first coordinate is 0 or 2, then f can not assign 1 to
them, because they can be put together with (1, c2 , c3 , ..., cn ), and f can not assign 2 to
the tuple which starts with 0, because it can be put together with (2, a2 , a3 , ..., an ), if we
choose a2 , a3 , ..., an accordingly. Therefore f must be the first projection.
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We have seen that if f is a polymorphism which is not a projection, then f (a, a, ..., b, a, ...
a) 6= b, and it can not be c, because in that case we could put it together with (c, c, . . . , c).
Thus f (d1 , d2 , ..., dn ) = a if dk = b and di = a for every i 6= k.
Now if we take a tuple which has at least n − 2 same coordinates, for example
(1, 2, 0, 0, ..., 0), then we can put it together with (2, 1, 1, .., 1) and with (2, 0, 2, ..., 2). Every
row of the two matrices would be in R6= , and the last two tuples have n − 1 same coordinates, therefore f can not assign 1 or 2 to our tuple, therefore it must assign 0. Similarly
by induction we can prove that if there are k same coordinates in a tuple then f must
assign this value to it, which cause an immediate contradiction.
In summary we have proved that if f is a polymorphism of our relational structure,
then it has to be a projection.
Corollary 2.17. Every relation on {0, 1, 2} is pp-definable from ({0, 1, 2}; {0}, {1}, R6= )
(graph-3-coloring) and every relation on {0, 1} is pp-definable from ({0, 1}; {0}, {1}, {0, 1}3 \
{(0, 0, 0), (1, 1, 1)}) (not all equal), because in the previous claims we have shown that they
are only preserved by the projections, thus using Claim 2.14 proves our corollary.
We have seen that pp-definability means polynomial reducibility, thus the corollary
means that the graph-3-coloring and the NAE-3-SAT are the "hardest" problems over
their domain. In general it is well-known that the 3-SAT and the graph-k-coloring (k > 2)
are NP-complete problems. Thus we have NP-complete problems over every domain, so if
we prove that the corresponding relational structure of a problem is only preserved by the
projections, then we get that the problem is also NP-complete. In this case we have proved
that NAE-3-SAT is NP-complete, which was shown directly in Example 2.12 (using that
3-SAT is NP-complete).

2.3

Schaeffer’s dichotomy theorem

For clones we prove will an interesting statement, which leads to Schaeffer’s dichotomy
almost instantly, but first we need two additional definitions.
Definition 2.18. A k-ary operation f is essentially unary, if there exists an 1 ≤ i ≤ k
and a unary non-constant operation g such that for all x1 , . . . , xk f (x1 , . . . , xk ) = g(xi ).
If g is the identity operation, then f is a projection.
Definition 2.19. An operation f is idempotent, if for every x f (x, . . . , x) = x.
Claim 2.20. Every clone on the set {0, 1}, which has an operation which is not essentially
unary, contains at least one of the following operations
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(a) a constant unary operation (the operation f (0) = f (1) = 0, or f (0) = f (1) = 1), or
(b) ∧ (minimum), or ∨(maximum), or
(c) the majority operation m, or
(d) the ternary addition operation modulo 2.
Proof. We have seen these operations in Example 2.5. During the proof we will follow the
hints mentioned in [1].
Let us denote our clone with F . If the only unary operation in the clone is the identity,
then for every f ∈ F f (x, x . . . , x) := g(x). Because of our assumption g(x) = x, therefore
f is idempotent.
Because of the idempotency, if we assume that none of the operations ∧, ∨, m, p are in
the clone, then all the binary operations have to be projections, because they have to look
0011
like: 0 1 0 1
0ab1
If ab=00 or 11, then the operation is ∧ or ∨ respectively, and if ab=01 or 10, then it is a
projection.
With some case-checking we will show that the ternary operations are also projections.
00010111
Because of the idempotency a ternary operation looks like:

00101011
01001101

0abcdef1
We already know that the binary operations must be projections, therefore for f ∈ F
g(x, y) := f (x, y, y) and g is a projection. Thus for (1,0,0) and (0,1,1) g should assign
different elements. Similarly every ternary operation should assign different elements to
the 3-tuples, which are each others’ inverse (in addition modulo 2). Thus we know that
a + f = b + e = c + d = 1 (mod 2). We can arrange all the idempotent ternary operations
in a chart, with respect to what a, b, c, d, e and f are equal to:
a

0

0

0

1

1

1

0

1

b

0

0

1

0

1

0

1

1

c

0

1

0

0

0

1

1

1

d

1

0

1

1

1

0

0

0

e

1

1

0

1

0

1

0

0

f

1

1

1

0

0

0

1

0

m

π1

π2

π3

f1

f2

f3

p

The first three and the last operation is m, the three projections and p respectively.
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Let us denote the 5th , 6th and 7th operation with f1 , f2 and f3 . We can notice that on the
six middle coordinates they behave like the negation of projections, therefore f1 (x, y, z) =
f2 (y, x, z) = f3 (z, y, x), and f1 (f1 (x, y, z), y, z) = m(x, y, z) therefore none of f1 , f2 and f3
can be in our clone.
Let n be the smallest number such that the clone contains a nontrivial operation of
arity n. We will denote this operation with f . From the previous arguments 4 ≤ n. We will
deal with two cases. The first case when for every n-tuple, which contains exactly one 1,
f assigns 0. The second case, of course, when there exist a k, for which to the tuple which
has its only 1 in the kth place, f assigns 1. Without loss of generality, we can assume,
that k=1.
In the first case let’s consider the following operations: g(x1 , x2 , . . . , xn−1 ) :=
f (x1 , x1 , x2 , x3 , . . . , xn−1 ) and h(x1 , x2 , . . . , xn−1 ) := f (x1 , x2 , x3 , . . . , xn−2 , xn−1 , xn−1 ).
These are projections, because their arity is n − 1. Therefore as a result we should get
x1 or x2 ... or xn−1 . If g assigns xi to the tuple (x1 , x2 , . . . , xn−1 ) where n > i > 1, then
f would assign 1 to the tuple which has its only 1 in the (i + 1)th place. Thus g should
assign x1 to that tuple. Similarly we get a contradiction if h assigns xi to that tuple, where
0 < i < n − 1, therefore h should assign xn−1 to the tuple. But this means that to the
tuple (0, 0, ∗, . . . , ∗, 1, 1) f should assign both 0 (because of g) and 1 (because of h), which
is a contradiction.
In the second case besides the 1st coordinate, there exist two coordinates in every tuple,
where the elements are the same (because 4 ≤ n). Let us denote them with i and j. Consider gi,j (x1 , x2 , . . . , xn−1 ) := f (x2 , x3 , . . . , xi , x1 , xi+1 , . . . , xj−1 , x1 , xj , xj+1 , . . . , xn−1 ). g
is a projection, and it can only be a projection to the 2nd coordinate, because to (1, 0, 0, . . . , 0)
f assigns 1. Thus f is a projection to the 1st coordinate, which is also a contradiction,
because we assumed that f is a nontrivial operation.
We have just proven that if the only unary operation in the clone is the identity, and it
does not contain the operations ∧, ∨, m and p, then it is a trivial clone. If the clone contains
also the negation of the identity, then it is possible, that f (x, x . . . , x) := g(x) = ¬x, but in
this case ¬f will be idempotent, thus the negation of every operation in the clone must be
a projection. In summary the only operations in the clone are projections or negations of
projections, and they are essentially unary operations, thus we have proven our claim.
These four cases which will lead to a polynomial solution, are equivalent to Schaeffer’s
cases (as it is pointed out in [10]), and we will show this connection using our framework.
We have seen in Example 2.5 that all binary relations on {0, 1} are preserved by the
majority function (m), the relational structure ({0, 1}; {0}, {1}, {0, 1}3 \ {(1, 1, 0)}) is preserved by ∧ and finally ({0, 1}; {0}, {1}, {(0, 0, 1), (0, 1, 0), (1, 0, 0), (1, 1, 1)}) is preserved
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by the ternary addition modulo 2 (p).
Claim 2.21. A relation S on {0, 1} is preserved by m ⇐⇒ there is a bijunctive formula
whose solutions are exactly the tuples in S.
Proof. We follow the hints mentioned in [1]. The ⇐ direction follows from our previous
observations. If we have a bijunctive formula then it is the same as if we have an instance
of the 2-SAT problem, and we have seen in Example 0.2 that it is equivalent to the CSP in
which the corresponding tuples are in some relations of A = (({0, 1}); {0}, {1}, R00 , R01 , R10 ,
R11 ). These relations are preserved by m, thus the set of solutions is also preserved by it.
To prove the ⇒ direction we will show that if R is preserved by m, then it is pp-definable
from binary relations. The binary relations are pp-definable from A (every subset of binary
tuples can be written as the intersection of some relations in A), therefore we will get,
that there is a bijunctive formula whose solution are exactly the tuples in S.
More precisely we will show that the tuple (a1 , a2 , . . . , an ) ∈ S ⇔ ∀(i, j) (ai , aj ) ∈
Si,j , where Si,j is the projection of S to coordinates i, j , defined by Si,j = {(c, d) :
∃(a1 , . . . , an ) ∈ S, ai = c, aj = d}.
Clearly the ⇒ direction is trivial. As for the ⇐ direction, we will prove by induction
that if we choose k coordinates (k = 2, 3, . . . , n) then there exist a tuple in S that agrees
on at least those k coordinates with (a1 , . . . , an ). For k = 2 it is true because of our
projections, and from k = n follows that (a1 , . . . , an ) ∈ S.
For the induction step let us assume that we proved our claim for k and let us take
k + 1 arbitrary coordinates. Then we know that there are three tuples in S such that
they agree with (a1 , . . . , an ), in those k + 1 coordinates except the first, second and third
one, respectively. The majority operation is polymorphism over S, thus applying it to
these three tuples, the assignment, which will agree with (a1 , . . . , an ) on all the k + 1
coordinates, also has to be in S.
Corollary 2.22. Let B = ({0, 1}; S1 , . . . , Sn ) be a relational structure such that the majority operation is a polymorphism. Then CSP(B) ∈ P.
Proof. It is well-known, that the 2-SAT problem is in P. In the previous claim we saw that
B is pp-definable from A, thus CSP(B) is also in P.
Remark 2.23. Note that we did not use that the domain is a 2-element set in the proof of
the claim, therefore it is true in general that a relation which admits a majority operation
is pp-definable from binary relations. However this fact does not ensure that if B over a
finite set is preserved by a majority operation, then CSP(B) ∈ P, and we used the special
domain while referring to 2-SAT. To prove this we need to consider Corollary 3.2 in [13]
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which uses strong k + 1-consistency if the size of the domain is k. The proof (in the general
form) can be also found in [35].
Remark 2.24. The (dual)Horn-SAT is a special case of 3-SAT (Example 0.3), in which
there can be at most one non-negated (negated) variable in every clause. In this problem
one clause is satisfiable if the tuple of its variables is not (1, ..., 1) (if none of them
is non-negated), or the tuple is not (1, ..., 1, 0) (if there is one non-negated, which we
put to the last place in the tuple). So it can be described with the following relations:
{0}, {1}, R11 , R10 , R111 , R110 , R1111 . . . .
We will show that if B = ({0, 1}; S1 , . . . , Sn ) is closed under ∧ then CSP(B) ∈ P, but
first we prove the following claim, which gives us the idea to use a method to solve CSP(B),
which is similar to the algorithm who solves the Horn-SAT.
Claim 2.25. A relation S on {0, 1} is preserved by ∧ (∨) ⇐⇒ there is a (dual)Horn
formula whose solutions are exactly the tuples in S.
Proof. We will prove it only for ∧, the ∨ case is similar. The ⇐ direction follows from our
previous observations. We have seen that a Horn-SAT is equivalent to the CSP in which the
corresponding tuples are in some relations of A = (({0, 1}); {0}, {1}, R11 , R10 , R111 , R110 ,
R1111 . . . ). Similarly to how we have shown in Example 2.5 that R110 is preserved by ∧ it
is easily seen that these relations admit ∧. Therefore the set of solutions is also preserved
by ∧.
To prove the ⇒ direction we rewrite the proof from [11] in our framework.
First we will show that if we have a k-ary relation P , and we denote by P 0 the k-ary
relation which we get from P by adding the minimum of every pair of tuples until it is
closed under ∧, and there is a k-ary tuple t which is not in P 0 , then there is a Horn formula
such that every tuple in P is a solution, but t is not a solution.
Let us take the variables v1 , . . . vk , we would like to create a CSP from them using
the relations from A (obviously we will use only the ones which are at most k-ary) whose
solutions have the property described above. First we make the CSP which contains every
possible constraint using the relations from A and the variables, then we will eliminate
the ones which does not allow any tuple p ∈ P to be a solution. Now we will show that
there is a relation among the remained ones which disallows t to be a solution, and that
will finish the proof of the previous statement.
Let us denote the subet of P , which contains the tuples whose coordinates are greater
than or equal to the coordinates of t, with P ∗ = {p1 , . . . , pn }. Let T (t) be the set of the
variables whose value is 1 in every tuple of P ∗ . If T (t) is not empty then there must be a
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vi ∈ T (t) whose value is not 1 in t, otherwise t = p1 ∧ (p2 ∧ (. . . pn ) . . . ), which contradicts
to t ∈
/ P 0.
The constraint (vi1 , . . . vil , vi ) ∈ R11...10 where vik (k = 1 . . . l) are the variables whose
value is 1 in t, will be among our remained constraints, because for all p ∈ P if vik = 1
in p for every ik , then vi would be also 1 in p, but it would disallow t to be a solution. If
T (t) = ∅, then the relation (vi1 , . . . vil ) ∈ R11...1 would be sufficient.
Now using the previous statement we will prove our claim. Let us take the tightest
relation S 0 such that S ⊆ S 0 and there is a Horn-formula whose solutions are exactly in
S 0 . We will prove that S 0 = S. Indirectly suppose that there is a tuple t ∈ S 0 which is not
in S. S is closed under ∧, therefore we can apply our previous statement, which results a
Horn formula, such that every tuple in S is a solution, but t is not. Let S 00 be the set of
its solutions. Now there is a Horn formula whose solutions are S ∩ S 00 which contradict to
the choice of S 0 .
Remark 2.26. Let us consider the Horn formula which corresponds to the constraints.
There will be a set of variables who are standing alone in a clause, thus they are forced
to have a value 0 or 1. The value will be assigned to them, and all the clauses which are
satisfied because of this (the variable is not negated in it and we assigned 1 or it is negated
and we assigned 0) are deleted, and the variable is deleted from the other clauses. If a
variable should be both 0 and 1, then the CSP has no solution, and if there will be no more
variables alone, then we would assign 0 to every remaining variable, and this will satisfy
every clause. Thus the CSP has a solution and we constructed one.
Claim 2.27. Let B = ({0, 1}; S1 , . . . , Sn ) be a relational structure such that ∧ is a polymorphism. Then CSP(B) ∈ P.
Proof. (Sketch) We can use the same idea to solve the CSP(B) directly. First we assign 1
to the variables which are in {1}, then we can "delete" these variables from the relations:
the tuple of the remaining variables would be in a modified relation, which contains the
tuples who would be in the original relation supplemented with 1s where we deleted a
variable. If a relation obliges one variable to be one (there is no tuple in it which has 0
at its place) then we assign 1 to it, and delete it. If at any point we should assign 1 to a
variable which can not be 1 because of an other relation, then the CSP had no solution.
We repeat this until there are no more variables forced to be 1, then every remaining
relation will contain the tuple {0, . . . , 0}), because it is closed under ∧, thus we can assign
0 to them.
Remark 2.28. If m is the size of the input and we have n variables, then the algorithm
runs in O(nm), because finding a column which contains only 1s, and the "deleting" can
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be done in m steps, and in every round a variable gets a value.
It is well-known from linear algebra that the relation which admits the ternary addition
modulo 2 is the solution of an affine formula, and we have seen in Example 2.5, that the
set of solutions of a system of linear equations modulo 2 are closed under this operation.
The Gaussian elimination is a polynomial algorithm to solve the CSP in this case.
The final case which admit a polynomial decidability is when the relational structure
A has a constant mapping (which assigns c to every tuple) as a polymorphism. Then every
instance of CSP(A) has a solution, because for every R k-ary relation (c, c, . . . , c) has to
be in R, therefore the function which assigns c to every variable is a solution of CSP(A).
In [35] Jeavons observed the relations over a finite set. To understand his theorem we
should consider the following operations.
Definition 2.29.
• a constant operation assigns a fixed element of the domain to every tuple
• f is a majority operation if it is ternary and for every x, y f (x, x, y) = f (x, y, x) =
f (y, x, x) = x
• f is an affine operation if it is ternary and for every x, y, z f (x, y, z) = x − y + z
(we assume that there is an Abelian group structure on the domain)
• an f k-ary operation is a semiprojection if it is not a projection, 3 ≤ k and there is an
1 ≤ i ≤ k such that for every x1 , . . . , xk which are not all distinct f (x1 , . . . , xn ) = xi
Theorem 2.30. For any reduced set of relations on a finite set, either
1. contains essentially unary operations only, or
2. contains an operation which is
(a) a constant operation, or
(b) a majority operation, or
(c) an idempotent binary operation (which is not a projection), or
(d) an affine operation, or
(e) a semiprojection.
Remark 2.31. Similarly to the 2-element case, the theorem follows from the properties
of the clones: in [53] Rosenberg showed that any non-trivial clone on a finite set contains
a minimal clone, and that any minimal clone contains an operation listed under 2. in the
previous theorem.
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Remark 2.32. Our Claim 2.20 is precisely the special case of Jeavons’ theorem. If the
domain is a two-element set then we have only two constant operations, one majority
operation, two idempotent binary operations which are the minimum and the maximum
function, one affine operation which is the ternary addition modulo 2, and there are no
semiprojections.
Theorem 2.33. For any relational structure A = {(0, 1); . . . } the following dichotomy
holds: Either CSP(B) is polynomial reducible to CSP(A) for every relational structure B
on the set {0, 1}, or CSP(A) ∈ P.
Proof. Let A be a relational structure over {0,1}. We can assume that there are no constant
polymorphisms of A. From Claim 2.20 which described the clones, Pol(A) either only
has essentially-unary polymorphisms, or it has one of the followings: ∧, ∨, majority, and
ternary addition mod 2.
In the first case Pol(A) only consists of projections, therefore Pol(A) ⊆ Pol(B) ∀B.
Therefore using Claim 2.14 results in B is pp-definable from A, thus CSP(B) is polinomial
reducible to CSP(A).
In Claim 2.22 and Claim 2.27 we have proven that CSP(A) ∈ P if A admits ∧ or ∨ or
majority, and the Gaussian algorithm is a very famous solution for the ternary addition
mod 2 case.
As we have seen after Corollary 2.17 if CSP(B) is polynomial reducible to CSP(A) for
every relational structure B, then CSP(A) is NP-complete. Thus the theorem says that
either CSP(A) is NP-complete, or CSP(A) is in P, if it admits ∧ (which we proved to be
equivalent to be Horn), or ∨ (dual Horn), or majority (bijunctive), or ternary addition
mod 2 (affine).
And this is exactly the famous dichotomy of Schaeffer.
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Summary
We have investigated separately when the properties of the constraint graph and when
the properties of the relational structure make tractable to decide whether the CSP has a
solution.
But the pigeon-hole problem 0.6 is easy to answer: if we have more pigeon than holes,
then there is no solution, otherwise there is.
However the constraint graph is a complete graph, which can not ensure tractability,
and the relational structure is the same as in graph-coloring, which is an NP-complete
problem.
Therefore it might be interesting to observe some kind of combination of the two
approach.
But there are other interesting questions besides observing which CSPs are tractable.
As we mentioned there are many real-life problems which require to solve a CSP with
lots of constraints. In Chapter 1 we presented several heuristics which can be very helpful
in these cases.
Regarding complexity, if Feder’s and Vardi’s conjecture is true and the dichotomy holds
for every CSP over a finite set, then it would be a big class in NP with this property. This
would be very interesting because (if P6=NP) we know that the dichotomy does not hold
for NP.
In this thesis our aim was to give an overview of both approaches.
All in all the CSP has a great importance in the complexity theory and interesting
applications in the artificial intelligence, furthermore it can be studied by various elegant
methods.
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