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List of Notations
X
xi: , x:j
xij

matrix X
i-th row vector and j-th column vector (resp.) of matrix X
entry of matrix X in the i-th row, j-th column

v

vector v

vi

i-th vector of a sequence

vi

i-th component of vector v

0

equally refers to the null vector and matrix of only zeros,
depending on the context

V

vocabulary, set of unique terms (spec. words)

(t)

x

the (embedding) vector for word t

(t+i)

the (embedding) vector for the word i positions away from
the target word, but still within the context window, where
−h ≤ i 6= 0 ≤ h

x

X, Y
x, y

discrete random variables
realizations of X, Y (resp.), from a countably infinite set X

P (x) := P (X = x)

probability of event X = x

NLP

natural language processing

CL

corpus linguistics

IT

information theory
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1

Introduction

A fundamental question in the field of Natural Language Processing (NLP) is the following: How
can we represent and work with words computationally? Nowadays, when users send 500 million
tweets every day, finding answers to this and related questions becomes very important and interesting. As we will see, the cornerstone of modern NLP is the idea that the meaning of a word can be
guessed by the words that frequently appear nearby (cf. the famous Firthean assertion “You shall
know a word by the company it keeps” (Firth, 1957, p. 11)). Historically, this thought led to different
models of word representation, into which the thesis aims to provide an introduction. In particular,
our goal is to present the mathematics of how word representations are constructed, evaluated and
can be applied. The thesis is divided into the following sections.
The first section presents Vector Space Models (VSM). We will start with some ground hypotheses
that will be assumed throughout the thesis. Then, we move on to presenting three classes of VSMs
via their text frequency matrices, i.e., term–document, term–context, pair–pattern matrices, and we
walk the Reader through the mathematical processing of these matrices, illustrated by our implementation using a real world dataset. This section concludes with considering some limitations of
VSMs.
Next, as a brief interlude, we turn to the subfield of language modeling and introduce the notion
of N -gram language models, thus introducing the probability of a sequence of words, and adding
sequentiality to the word representation toolbox, which will be used in the models discussed later.
The second main section is about word embedding models – a class of models that differ from
VSMs primarily in that they look at the text through a sliding window of words and process it
iteratively. Specifically, the word2vec models (Skip-gram and CBoW) try to learn word vectors
by maximizing the probability of words occurring in the context of a given word (and vice versa)
using similarity of word vectors. Since estimating this probability can become computationally
expensive, several approximation methods have been introduced, of which we will present two –
hierarchical softmax and negative sampling. The next model we will consider is called GloVe, and
it aims to incorporate the benefits of the count-based VSMs and prediction-based word embedding
models. The third model to be discussed, called fastText, is structurally built upon word2vec, but by
considering character N -grams, it can be regarded as an extension to word2vec. After presenting
the models, we will describe some technical details and settings, which can ultimately have an effect
on their performance.
In the final section, our attention will move to the evaluation of word vectors constructed with any
of the above models. There are two fundamental approaches to evaluating how word vectors can
represent words – intrinsic and extrinsic evaluation. As part of our discussion on extrinsic evaluation
of word vectors, we will describe the task of sentiment analysis and build a model to classify users’
movie reviews based on their level of sentiment.

2

Vector Space Models

The idea of a VSM originates in the 1960–70s when researchers at Cornell University developed the
SMART Information Retrieval System (Salton, 1971). As Manning, Raghavan & Schütze (2008)
assert, it was “perhaps the first [time] to view a document as a vector of weights” (p. 122). Turney
& Pantel (2010) go on to discussing one of the most important features of a VSM – it can “extract knowledge automatically from a given corpus” [emphasis mine] (p. 142); that is, a systematic
collection of naturally occurring texts. The idea of representing documents as vectors led to also representing other linguistic units (above all, words) as vectors in a Euclidean vector space, particularly
inspired by the fields of linguistics and psychology (cf. the works of Osgood, Suci & Tannenbaum
(1957), Firth (1957)). These ideas opened up the possibility for a plethora of applications of VSMs,
generally based on measuring semantic (in our context, meaning-related) similarity between words,
phrases and documents – applications such as text classification, recommender systems, language
modeling, machine translation etc. In this section, we provide a detailed discussion on the most
common VSMs, their defining properties, some applications and their limitations.
5

2.1

Hypotheses

There are several hypotheses in the fields of NLP, information retrieval and computational linguistics
(CL) that are generally assumed in the study of VSMs. Here, we list the ones that are the most
relevant to our discussion. In subsequent sections, some context will be provided to them.
1. Statistical semantics hypothesis: “Statistical patterns of human word usage can be used
to figure out what people mean” (Turney & Pantel, 2010, p. 146).
This is considered to be a ground hypothesis that contains the other hypotheses. It basically
states that semantic properties of naturally occurring texts can be studied by observing
frequency-related patterns of words in them.
2. Bag of words hypothesis: Word frequencies in a document are indicative of the meaning
of the document.
3. Distributional hypothesis: “Words that occur in similar contexts tend to have similar
meanings” (Turney & Pantel, 2010, p. 153).
2.2

Text frequency matrices, their processing and applications

In this section, we present three types of text frequency matrices which are commonly used to represent VSMs. Following Turney & Pantel (2010), text frequency matrix is used as an umbrella term
for any matrix whose entries contain values of frequencies based on a text (such as the frequency of
a word in a given context).
2.2.1

Term–document matrix

As their name suggests, in term–document matrices, rows correspond to unique terms (which are
typically words, but can represent other linguistic units, such as morphemes, lemmas, phrases etc.),1
and columns correspond to documents (or other text types, such as sentences) from some collection.
Formally, this gives us the following definition.
Definition 2.1. Suppose there are n documents in the corpus, and the collection contains |V| unique
terms altogether, where V denotes the vocabulary of terms. Then a term–document matrix is of
dimensions |V| × n, and its entry xij denotes the frequency of the i-th term in the j-th document.
Given this definition, the bag of words hypothesis can be reformulated so that if two column (i.e.,
document) vectors of the term–document matrix are similar in the sense described later in Section 2.2.4, then the documents have similar meaning. This way, term–document matrices can be
used to compare similarities of documents. In practice, the dimensions of term–document matrices
can become large (with n and |V| often being in the hundreds of thousands or even in the millions
(Goldberg, 2017)). Also, since in any given document, only a small fraction of all possible terms
occur, these matrices are sparse.
Furthermore, according to Definition 2.1, a document is represented as a bag of words. Loosely
speaking, a bag (also known as a multiset) is a generalization of a set, in which multiple instances of
each element are allowed. Thus, this document representation only encodes information about the
multiplicity (or frequency) of terms, while it completely disregards sequential information, such as
word order or other grammatical patterns. To be able to overcome this, we will turn to one of the
most basic probabilistic language models, the N -gram model, in Section 3.
Finally, we note a special type of term–document matrix in which entries are binary instead of
frequency-based.
Definition 2.2. A one-hot matrix is a special type of term–document matrix, in the sense that its
entry xij equals 1 if i-th term occurs in the j-th document, and 0 otherwise.
One-hot matrices can be viewed as being composed of sums of one-hot vectors, which intend to
encode the i-th term with its i-th coordinate being 1 and the rest 0, thus being an indicator of a
given term in the vocabulary. We note that this word representation does not encode any kind of
similarity between words, because the dot product of two distinct one-hot vectors will be 0. Despite
1

For simplicity, in the following by term we mean word, unless otherwise stated.
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this shortcoming, one-hot representations are also in use, most notably as input to word embedding
models (see, for example, the two versions of word2vec, as discussed in Section 4.1).
Applications of the term–document matrix:2 document retrieval, document classification, essay
grading, question answering etc. In the thesis, we will apply term–document matrices to initialize classification models to classify users’ movie reviews.
2.2.2

Term–context matrix

An alternative document representation is a context window-based one. We give the most general
definition of such a representation, and discuss an important special case below.
Definition 2.3. We call a text frequency matrix term–context matrix (also known as word–context,
term–term, word–word matrix) if the columns represent window-based contexts instead of documents.
Here, terms can similarly mean words or other linguistic units, and context can be given by words,
phrases, paragraphs, documents etc. (A more detailed treatment of different uses of context can
be found in Sahlgren (2006).) A special case of the term–context matrix is the word–word matrix,
which is then a symmetric square matrix of dimensions |V| × |V|. The entry at the intersection of
its i-th row and j-th column represents the frequency of word i occurring inside a window of given
size (called context size) around word j. In this case, we say that words i and j co-occur.
Context size as a hyperparameter is set before we begin to process our collection of documents,
and can vary between 1 (in this case, we only consider immediate neighbors) and the size of the
documents (in this case, the entry represents the number of times the two particular words occur in
the same document). In practice, context size is usually set to be a small positive integer, typically 3
or 4 (Jurafsky & Martin, 2018).
According to the distributional hypothesis stated above, words appearing in similar contexts are
likely to have similar meanings. In other words, if two row vectors in the word–word matrix are
similar, then they have a similar meaning. That is to say, with word–word matrices, similarities of
words can be compared (Turney & Pantel, 2010).
Applications of the term–context matrix: word classification, word clustering, context-sensitive
spelling correction, information extraction etc. In the thesis, word–context matrices will appear
in the description of the GloVe model (Section 4.2).
2.2.3

Other types of text frequency matrices

Although they are not organically related to the mathematical nature of this thesis, for the sake of
completeness we mention that there are other possibilities to construct text frequency matrices. One
is the so-called pair–pattern matrix, in which rows correspond to word pairs (such as (fruit, seeds),
and columns correspond to linguistic patterns in which these pairs occur (for example, “x contains
y” or “x is/are contained in y”). For more detail, please refer to Lin & Pantel (2001) and Turney &
Pantel (2010).
2.2.4

Mathematical processing of text frequency matrices

Given a collection of raw text data from some natural language, a typical pipeline to construct VSMs
would entail some linguistic and mathematical processing. In the following, we will describe four
steps of mathematical processing.3 . Suppose F is the text frequency (either term–document or term–
context) matrix of dimensions m × n (with m := |V|), and its entries are denoted fij .
1. Building the Frequency Matrix
2
Please note that the lists of possible applications of term–document matrices as well as those of term–
context matrices below are merely for illustrative purposes. For more on the applicability of these matrices, see
Turney & Pantel (2010).
3
For possible steps in the linguistic processing (such as tokenizing, normalizing and annotating), please see
Turney & Pantel (2010) for a succinct overview.
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As Turney & Pantel (2010) explain, an entry in a text frequency matrix denotes the frequency of
an event in the elementary probability theoretic sense. For example, let Fij be the event of the i-th
term appearing in the j-th setting (i.e., document or context). Then, building a text frequency matrix
is the same as calculating and storing the event frequencies fij := |Fij | in the matrix. Practically,
that requires a loop over all documents in the corpus, during which we record events as keys and
the corresponding frequencies as values in an associative array data type (for example, a hash table),
and then generate the sparse matrix.
2. Weighting the Elements
Several issues can arise when it comes to working with matrices of raw frequencies. In this section,
we present some of these general problems as well as describe two commonly applied models that
address those issues.
Tf-idf weighting
As Jurafsky & Martin (2018) point out, raw frequencies are not too informative when it comes to
measuring word or document similarity. First, high-frequency words, such as “the”, “a(n)”, “it”,
tend to occur in many documents and co-occur with many words, thus they do not discriminate well
between two words. Yet, we still want to assign more importance to terms that are more likely to
occur together or in similar documents. These observations motivate the tf-idf weighting of entries
in the term–document matrix.
Definition 2.4. The tf-idf weighting of the entry fij is defined by the following formula (Murphy,
2012):
tf-idf(fij ) = tf(fij ) · idf(i)
The first term on the right-hand side is called term frequency, and it is the frequency of the term
in a particular document. It is used to retain information coming from raw frequencies; however,
logarithm is taken to scale back orders of magnitude of raw frequencies:
tf(fij ) := log(1 + fij )
The second term in the formula refers to the inverse document frequency. It is used to assign more
weight to terms that occur in few documents; in other words, terms that have more discriminative
power. In the formula below, df(i) refers to the document frequency of the i-th term (that is, how
many documents it occurs in).

idf(i) := log

n
df(i)


= log

n
Pn
1 + j=1 1{fij > 0}

!

Remark 2.1. Note that if a particular word i occurs in all documents, then the fraction in the formula
will be (practically) 1 (due to the additive shift in the denominator, which is used to avoid division
by zero), consequently idf(i) will become (practically) 0. This corresponds to the fact that, in this
case, word i has (practically) zero discriminative power over the documents.
All in all, when the tf-idf weighting is applied to the term–document matrix, an entry fij will get a
higher weight if the i-th term is frequent in the j-th document (i.e., tf(fij ) is high), but it appears
less often in other documents (i.e., df(i) is small or idf(i) is high).
PMI and PPMI weighting
An alternative weighting scheme that can work with both term–document and word–word matrices
is the pointwise mutual information (PMI), which is defined in information theory (IT) as follows
(Fano, 1961).
Definition 2.5. Let X and Y be discrete random variables with realizations x and y, and let us
denote P (x) := P (X = x) and P (y) := P (Y = y). Then the pointwise mutual information
between events {X = x} and {Y = y} is given by


P (x, y)
PMI(x, y) := PMI(X = x, Y = y) = log
P (x)P (y)
8

Applying PMI in NLP was first done by Church & Hanks (1989). Intuitively, PMI(i, j) tells us how
much it is more likely to observe the i-th term occurring in the j-th context (or co-occurring with
the j-th term) than we would observe them if they were independent.
Using maximum likelihood estimation (MLE) to calculate probabilities, we can estimate terms in
the PMI formula. Then the estimates can be calculated as follows:
fij
P̂ (i, j) = Pm Pn
(1)
k=1
l=1 fkl
Pn
j=1 fij
(2)
P̂ (i) = Pm Pn
k=1
l=1 fkl
Pm
f
Pn ij
P̂ (j) = Pm i=1
(3)
k=1
l=1 fkl
An important property of PMI is that, for any term i and context j,
−∞ ≤ PMI(i, j)
The inequality is tight when fij = 0 (i.e., when i does not occur in any contexts or co-occur with
any other terms). From a computational standpoint, PMI(i, j) = −∞ can become problematic. For
this reason, a modified PMI, called positive pointwise mutual information (PPMI), is used, where
all negative values of the PMI are set to 0:
PPMI(i, j) = max{0, PMI(i, j)}
One notable drawback of PMI and PPMI is that they are biased towards rare events in that they
tend to assign high values to them. For instance, if two words occur only once in the collection but
then they occur together, then both their PMI and PPMI values become large since their estimated
probabilities of occurring individually in the collection (cf. equations (2), (3)) are very small. This
would indicate an unreasonably positive association between these two words (Goldberg, 2017).
We can smooth the context distribution as follows. Instead of estimating P (j) as in equation (3)),
we apply a weighted version:
Pm
( i=1 fij )α
(4)
P̂α (j) = Pn Pm
α
l=1 (
k=1 fkl )
Setting, for example, α := 0.75 results in an increased probability of rare contexts, because P̂α (j) >
P̂ (j) if j is infrequent (Levy, Goldberg & Dagan, 2015). Consequently, its PMI (or PPMI) with any
word i will be lowered. This weighting is used for a similar purpose in the case of Skip-gram with
negative sampling (Mikolov et al., 2013b), see Section 4.4.3.
3. Dimension Reduction of the Matrix
So far, we have built the text frequency matrix (either a term–document or a term–context matrix)
and weighted its elements according to one of the weighting schemes presented above. As it has
been implied previously, text frequency matrices (and consequently, the word and document vectors
we have constructed up to this point) are high-dimensional and sparse. These properties might make
high-dimensional text frequency matrices cumbersome to work with, both from a computational and
from a semantic perspective, see Section 2.2.6.
An idea from the 1990s is to perform dimension reduction on the text frequency matrix using singular value decomposition (SVD) (Deerwester et al., 1990). This will naturally lead to the topic
of dense word embeddings (which is to be discussed in Section 4), because it also constructs, in
Deerwester et al. (1990)’s words, a “‘semantic’ space wherein terms and documents that are closely
associated are placed near one another” (p. 391).
Theorem 2.1. Let F ∈ Rm×n be a text frequency matrix of rank r. Then its SVD is of the form
F = UDVT , where U ∈ Rm×m and V ∈ Rn×n are orthogonal matrices and D ∈ Rm×n is a
diagonal matrix such that UT FV = D = diag(σ1 , . . . , σp ), and σ1 ≥ . . . ≥ σp ≥ 0, where
r ≤ p := min{m, n}. The positive σi (i = 1, . . . , r) values are called the singular values of F and
are uniquely determined, while uj ∈ Rm (j = 1, . . . , m) are the left singular vectors and vk ∈ Rn
(k = 1, . . . , n) are the right singular vectors of F.
9

Proof. The proof is by induction on the dimension of F and is based on Trefethen & Bau (1997).
Let v1 ∈ Rn be the unit vector such that σ1 := kFv1 k2 . If σ1 = 0, then F = 0 and the claim of
the theorem becomes trivial with arbitrary U, V orthogonal matrices and D = 0. As a consequence,
we can assume that σ1 > 0. Let u1 be the unit vector in Rm such that u1 = Fv1 /σ1 . Since
we can always construct an orthonormal basis of the space from a set of independent vectors (cf.
Gram–Schmidt orthogonalization), we can consider the following orthogonal matrices:




|
|




n×n
m×m


and V := 
U := 
v1 V1  ∈ R
u1 U1  ∈ R
|
|
From here, let us examine the matrix F1 := UT FV.
orthogonality of U. Second, UT FVe1 = UT Fv1 =
form

σ1 —

0

F1 = 
|

0

First, UT1 Fv1 = σ1 UT1 u1 = 0 because of the
σ1 UT u1 = σ1 e1 . It follows that F1 is of the

wT —





B


where wT = uT1 FV1 ∈ Rn−1 and B = UT1 FV1 ∈ R(m−1)×(n−1) . Now, it suffices to show that
w = 0. To see this, we first observe that
 
 
σ1
σ
 
 1
|

1/2  | 
 

F1   ≥ σ12 + wT w = σ12 + kwk2
  ,
w
w
 
 
|
|
2

2

from which, using that k · k2 as a matrix norm is compatible with the corresponding vector norm,
we obtain that
1/2
kF1 k2 ≥ σ12 + kwk2
(5)
Next, we can establish the following continued equality:
(1)

(2)

(3)

(4)

kF1 k2 = sup kUT FVxk2 = sup kFVxk2 = sup kFyk2 = σ1 ,
kxk2 =1

kxk2 =1

kyk2 =1

where in (1) we used the definitions of F1 and k · k2 as an induced matrix norm, (2) stands because
of the norm-preserving property of orthogonal matrices, in (3) we set y := Vx and (4) is due to the
fact that {y ∈ Rn : kyk2 = 1} is a convex, compact set on which the maximum of kFyk2 is attained
when y = v1 .
Comparing this result to inequality (5) implies that kwk2 = 0 ⇔ w = 0, which shows that if m = 1
or n = 1, then the proof is complete. Otherwise, by the induction hypothesis, the submatrix B has
an SVD of the form U2 D2 VT2 , leading to an SVD of F:
"
#"
#"
#T
1 0
σ1 0
1 0
F=U
VT
0 U2
0 D2 0 V2
Finally, to see that the singular values are uniquely determined, let F = UDVT be a decomposition.
Then
T
FT F = UDVT UDVT = VDT UT UDVT = VDT DVT
That is, V is the eigenvector matrix and DT D is the eigenvalue matrix of the symmetric positive
semidefinite FT F. Since DT D = diag(σ12 , . . . , σr2 , 0, . . . , 0), the elements of D (and thereby the
singular values of F) are the square roots of the eigenvalues of FT F. As the eigenvalues are unique,
the singular values are so too.
10

Corollary 2.1. If F ∈ Rm×n and of rank r, then its dyadic decomposition is:
F=

r
X

σi ui vTi

i=1

Expressed in words, if the rank of F is r, then it can be written as the sum of r matrices of rank 1.
Proof.


|


F = UDVT = (UD)VT = 
σ1 u1
|

...

|

|

σr ur

0

|

|


—


0

|
—
|

...

vT1
..
.


—
r
 X
=
σi ui vTi


vTn

—

i=1

Corollary 2.2. If F ∈ Rm×n and p := min{m, n}, then
kFk2 = σ1 , and
kFkF =

p
X

(6)
! 21

σi2

(7)

i=1

Proof. Let F := UDVT . As k · k2 is an induced matrix norm, kFk2 = supkxk2 =1 kFxk2 by definition. Furthermore, an A orthogonal matrix as a linear transformation preserves the norm; that is,
kAxk2 = kxk2 . By choosing A := U in the second equation below, we get:
sup kFxk2 = sup kUDVT xk2 = sup kDVT xk2
kxk2 =1

kxk2 =1

kxk2 =1

Then, setting y := VT x and applying the norm-preserving property of orthogonal matrices (now
with A := V)
kyk2 = kVT xk2 = kxk2 ,
from which

sup kDVT xk2 = sup kDyk2 ≤ σ1 .
kxk2 =1

kyk2 =1

The inequality stands because the largest singular value of F was σ1 , so if y = (1, 0, . . . , 0)T , then
kDyk2 = σ1 , and the supremum is achieved.
To prove (7), we will use an equivalent definition of the Frobenius norm and that tr(AB) = tr(BA)
for two square matrices A, B.
kFk2F = tr(FT F) = tr((UDVT )T UDVT ) =
= tr(VDT UT UDVT ) = tr(VDT DVT ) =
= tr(VT VDT D) = tr(DT D) =
p
X
=
σi2
i=1

In practice, when we want to perform dimension reduction on F to get less sparse word and document
(or context) vectors, we can take the k largest singular values (i.e., σ1 , . . . , σk , where k  r)4 and
replace the rest of the values in D with zeros, thus obtaining the truncated matrix D̃ ∈ Rk×k . We can
now discard all but the first k columns of U as well as all but the first k rows of VT (thus obtaining
4

Typically, the value of k is between 100 and 300 (Jurafsky & Martin, 2018).
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T

the truncated matrices Ũ ∈ Rm×k and Ṽ ∈ Rk×n , respectively). This is because, in the end, this is
what we would get if we performed the matrix multiplication UD̃VT . The resulting decomposition
T
F̃ := ŨD̃Ṽ is called the low-rank (or rank-k) approximation of F.
A notable property of F̃ is that it approximates F the best in both the spectral and the Frobenius
norm. To prove these results, we use Weyl’s inequality for singular values, presented below. In the
following, let σi (A) denote the i-th singular value of matrix A, where the singular values are in a
monotonically decreasing order.
Lemma 2.1. (Weyl) Given A, B ∈ Rm×n matrices and p = min{m, n},
σi+j−1 (A + B) ≤ σi (A) + σj (B)
where 1 ≤ i, j ≤ p and i + j ≤ p + 1.
Proof. See Theorem 3.3.16(a) in Horn & Johnson (1991).
Theorem 2.2. (Eckart–Young–Mirsky) If k < r = rank(F) and
F̃ :=

k
X

σi (F)ui vTi

i=1

is the rank-k approximation of F, then
min

kF − Gk2 = kF − F̃k2 = σk+1 (F)
v
u X
u r
kF − GkF = kF − F̃kF = t
σi2 (F)

(8)

rank(G)=k

min
rank(G)=k

(9)

i=k+1

Proof. In Lemma 2.1, set A := F − G, B := G and j := k + 1 to obtain
σi+k (F) ≤ σi (F − G) + σk+1 (G)

(10)

Since rank(G) = k, the last term in equation (10) is equal to 0. Then, to see equation (8), set i := 1
and use equation (6) to get
kF − F̃k2 = σ1 (F − F̃) = σk+1 (F) ≤ σ1 (F − G) = kF − Gk2
For equation (9), use equation (10) as well as equation (7) and suppose p = n (i.e., n ≤ m)
kF − F̃k2F =

n
X

σi2 (F − F̃) =

i=1

=

n−k
X
i=1

n
X

σi2 (F) =

i=k+1
2
σi+k
(F) ≤

n−k
X

σi2 (F − G) ≤

i=1

n
X

σi2 (F − G) = kF − Gk2F

i=1

In both equations, the minimum is achieved when G = F̃ because of the properties of the respective
matrix norms.
In the resulting F̃, the rows of Ũ correspond to the now dense word vectors, and similarly, the
columns of Ṽ correspond to the dense document (or context) vectors. Alternatively, as Levy,
Gold√
berg & Dagan (2015) explore in their study, we can either multiply both Ũ and Ṽ with D̃, or take
the product ŨD̃ and treat its rows as word vectors. As they have found, word vectors coming from
the former two cases tend to outperform the latter case on word similarity tasks. This result already
resembles word embedding models, which use two comparable vector representations of words (cf.
also Section 4.4.4).
It is important to highlight, however, that while in the original text frequency matrix, rows and
columns have a well-defined and intuitive meaning (cf. Sections 2.2.1 and 2.2.2), in its rank-k
approximated version, the dimensions of word and document (or context) vectors do not carry any
12

comprehensible meaning. Nevertheless, the truncated SVD procedure itself (or, as it is often referred
to in NLP and IR, latent semantic analysis (LSA) (Deerwester et al., 1990)) can be viewed through
various lenses. Turney & Pantel (2010) list several viable alternatives: discovering latent (hidden)
meaning, noise reduction and sparsity reduction. For the sake of completeness, we note that since
LSA, several improvements on smoothing the text frequency matrix have been devised, such as
nonnegative matrix factorization, latent Dirichlet allocation, and discrete component analysis, see
Turney & Pantel (2010).
4. Comparing the Vectors
The fourth step in processing text frequency matrices has to do with measuring similarity of two
word vectors with the intent of measuring semantic similarity of the corresponding words. One of
the most wide-spread ways to accomplish that is to compute the cosine of the angle between word
vectors v := fi: and w := fj: :
cos(v, w) =

v·w
kvk2 kwk2

Due to the properties of the cosine function, the above cosine similarity function can also take on
values from the interval [−1, 1]. Intuitively, if cos(v, w) = −1, then the vectors point to opposite
directions (i.e., the corresponding words mean exactly the opposite). Similarly, if cos(v, w) =
+1, then the corresponding words mean exactly the same. Naturally, raw frequency vectors (prior
to weighting and smoothing) do not have negative components; consequently, their cosine cannot
be negative. However, using PMI weighting scheme or smoothing the text frequency matrix with
LSA can result in word vectors with negative components. Further, due to normalization, cosine is
invariant to the length of vectors, so it can compare the similarity of word vectors regardless of how
many documents or contexts the words appear in.5

2.2.5

Implementation details

To illustrate the mathematical processing of word–word matrices using real data, we implemented a
simple text frequency matrix processing pipeline. The dataset we used is the Reuters Corpus, which
contains 10,788 news documents and altogether 1.3 million words. The documents are classified
into 90 categories and grouped into a training and a test set if used for classification purposes. In the
implementation, we focused only on the category “crude”, which contains 578 news items about oil,
petroleum, gas etc. and totals 8,185 unique words. In the following, to present our implementation
we will refer to the code, which can be found at this link in a jupyter notebook.
The first main function is compute co occurrence matrix, which constructs a word–word
co-occurrence matrix M from a given corpus. Other parameters of the function are the context
window size window size and the option to apply tf-idf weighting to the matrix. If chosen,
tf-idf weights can be calculated using the scikit-learn class TfidfTransformer.
Then, we apply a truncated SVD on M to get its rank-2 approximation M reduced. Here, we
used the scikit-learn implementation TruncatedSVD. Interestingly, the fit transform
function of this class returns ŨD̃ so the rows of this product matrix can be regarded as dense word
vectors (cf. the documentation). We normalize them so that they all will be in the unit circle.
The reason we chose a rank-2 approximation is that now we can easily plot word vectors in the
2-dimensional Euclidean space.6 To do this, we call the function plot embeddings for some
selected words, such as “barrels”, “ecuador”, “kuwait”, “oil” and “industry” (see Figure 1).

5

For reference, we note that there are other similarity measures in use: distance-based (e.g., taxicab and Euclidean metrics), information theoretical (e.g., Dice and Jaccard similarity coefficients) and others, see Turney
& Pantel (2010).
6
We note that other projection techniques exist, such as t-SNE (van der Maaten & Hinton, 2008).
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Figure 1: Some normalized word vectors from the Reuters Corpus after truncated SVD.

2.2.6

Limitations of VSMs

With high-dimensional and sparse representations, the computational challenges arise in connection
with storing and processing them as if they were dense, because traditional methods for dense matrices generally work sub-optimally with sparse matrices (Golub & van Loan, 2013). Several strategies
exist for storing7 and manipulating8 sparse matrices, these come with the trade-off of using more
advanced data structures and optimization methods (Yogatama, 2015).
As we have seen, truncated SVD on text frequency matrices (i.e., LSA) offers one solution to the
issue of data sparsity by reducing dimensionality. However, what Baroni, Dinu & Kruszewski (2014)
found was that the frequency- (or count-)based methods described above have been outperformed
by more current (although not entirely unrelated, see discussion below) prediction-based models on
many semantic tasks.
Furthermore, as noted in Section 2.2.1, representation of words or documents as a bag of words
ignores information about the order of words and other sequential patterns, which is yet another
limitation of VSMs. As a remedy to this issue, we briefly introduce probabilistic language models
next, which will be followed by three prediction-based models.

3

Probabilistic language models

Definition 3.1. A probabilistic language model (often abbr. LM) is a discrete probability distribution over a sequence of words. That is, given a sequence of k discrete random variables X1 , . . . , Xk ,
taking on values w1 , . . . , wk from a vocabulary of words, an LM assigns this sequence the joint
probability P (w1 , . . . , wk ) := P (X1 = w1 , . . . , Xk = wk ).
Using the chain rule of probability, we can decompose the joint probability introduced in the definition:
P (w1 , . . . , wk ) = P (w1 ) · P (w2 | w1 ) · P (w3 | w1 , w2 ) · . . . · P (wk | w1 , . . . , wk−1 )
=

k
Y

P (wi | w1 , . . . , wi−1 )

(11)

i=1

Intuitively, this means that to compute the probability of word wk occurring as the k-th word of
the sequence, we would need to condition on the entire history of preceding words. This is still
7

See, for example, the different classes of the SciPy package.
Turney & Pantel (2010) describe some strategies to compute, for example, the similarity between sparse
vectors.
8
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impractical both computationally and linguistically. The N -gram model approximates the desired
probability by conditioning only on the previous (few) word(s).
Definition 3.2. In NLP and CL, an N -gram is a sequence of N consecutive items (in particular,
words) from a given piece of discourse (N ≥ 1). The N -gram LM is a LM that computes the
probability of the next item in the sequence in the form of a Markov chain of order N − 1. Formally,
P (wk | w1 , . . . , wk−1 ) ≈ P (wk | wk−N +1 , . . . , wk−1 )

As a consequence, the joint probability in (11) becomes:
P (w1 , . . . , wk ) ≈

k
Y

P (wi | wi−N +1 , . . . , wi−1 )

i=1

In the case of the bigram LM (i.e., if N = 2), we approximate the probability of the current word
by conditioning on the word immediately preceding it: P (wj | wj−1 ) (where j = 1, . . . , k and w0
is the start-of-sentence symbol <s>).
Example 3.1. Consider the sentence <s> Every cloud has a silver lining <\s>.
Then the bigrams are: (Every, <s>), (cloud, Every), . . . , (<\s>, lining).
As a next step, a straightforward way to estimate the probabilities of specific bigrams is through
maximum likelihood estimation (MLE) (which is, in this case, equivalent to calculating the relative
frequency counts). Language modeling is broad sub-field of NLP, and more advanced estimation and
smoothing techniques have been proposed. For a comprehensive overview, see Jurafsky & Martin
(2018, Ch. 3) and Eisenstein (2018, Ch. 6).

4

Word embedding models

In this section, we first compare count-based VSMs and prediction-based models in the general
sense, then proceed to describing specific prediction-based models that can produce word vectors.
As Goldberg (2017) explains, count-based, high dimensional and sparse word vectors are locally
represented, with the dimensions indicating distinct features, such as terms or documents. In contrast, distributed representations of terms are mapped to (or embedded in) a lower dimensional
vector space (producing so-called word embeddings).9 Thus, word embeddings are similar to word
vectors produced by dimension reduction techniques from VSMs (e.g., LSA) in that both representations are dense and low-dimensional (with different dimensions not being readily interpretable).
However, as implied above, the way these two representations are constructed differs fundamentally.
In Table 1, we compare these two families.
count-based

window-and-prediction-based

pro

use of statistical information coming from the whole corpus

improved performance on various
intrinsic tasks, such as word analogy tasks and synonym detection

con

poor performance on tasks beyond
word similarity

considers context as a window of
words at a time

Table 1: Comparison of count-based and window-and-prediction-based models. Based on Baroni,
Dinu & Kruszewski (2014) and Pennington, Socher & Manning (2014).
In the following, then, we focus on purely window-and-prediction-based models (word2vec and
fastText) and a hybrid model (GloVe), which tries to balance the benefits of the previous two types
of models.
9
Historically, the first successful attempt to use distributed representations for words in NLP (in language
modeling, to be precise) was made by Bengio et al. (2003), using neural networks.
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4.1

word2vec

The insight behind prediction-based models is as follows. Instead of building a text frequency matrix
by processing the collection of documents as we did in Section 2.2, prediction-based models try to
predict what the most probable word surrounding a specific word (in some context window) is. In
these models, the parameters are word embeddings themselves, which will get updated iteratively.
As the model is being trained on a certain objective function, we try to minimize the loss and
thus learn more and more semantic associations. The byproducts of the process are dense, low
dimensional word embeddings as the learned parameters. From a machine learning point of view,
we note that prediction-based models operate on the input text as unsupervised data in the sense
that word embeddings are trained using the input text as-is, without the need for any labeling or
annotation. The first model family we present is called word2vec, which was introduced in 2013 in
two articles, and it includes two models: Skip-gram and Continuous Bag of Words (CBoW).10
4.1.1

Skip-gram: predicting surrounding context words given a target word

As for the name itself, skip-grams loose the consecutiveness assumption of N -grams (cf. Definition 3.2), formally:11
Definition 4.1. Given a piece of discourse (for simplicity, assume it is a sentence composed of k
words: w1 , . . . , wk ), l-skip-N -grams (1 ≤ l, N ≤ k) are defined as the set
{(wi1 , . . . , wiN ) : |iN − i1 | ≤ l}
Remark 4.1. The case of l = 1 indeed gives back the previous definition of N -grams, since in that
case the words w1 , . . . , wk have to be adjacent to each other.
Using the previous example sentence (see example 3.1), the set of 2-skip-bigrams is:
Example 4.1. {(<s>, Every), (<s>, cloud), (Every, cloud), (Every, has), . . . ,
(silver, <\s>), (lining, <\s>)}
The Skip-gram version of the model tries to learn the conditional probability P (C | T ) where C
and T are discrete random variables which can take on words as values from the vocabulary V. In
other words, if c and t are some realizations of those variables, then the goal is to calculate (and
eventually, maximize) the probability of a context word c (from a window of some length h) given
a target word t, i.e., P (C = c | T = t) := P (c | t).12 In the following, we denote c as t + i, where
−h ≤ i 6= 0 ≤ h, representing the context word that is i positions away from the target word.
In the first phase of training, the model goes through some specific steps, which we will describe in
turn.
0. Set context window size h. Following Mikolov et al. (2013a), h := 5.
1. Define (embedding or weight) matrices U ∈ R|V|×d , W ∈ R|V|×d , whose entries are
randomly initialized from U (−1/d, 1/d). These will be the parameters of the model, which
will get updated during the second phase of training. Generate the one-hot vector x(t) ∈
R|V| for target word t.
2. Look up the word embedding for t in U by calculating

3. Calculate the score vector z:

u(t) := UT x(t) ∈ Rd .

(12)

z := Wu(t) ∈ R|V|

(13)

10

The presentation of word2vec is based on the original publications (Mikolov et al., 2013a,b) and the
CS224N course materials generously made public by Stanford University. Regarding notations, we do not
strictly adhere to any of the previous publications; instead we attempt at developing a consistent set of symbols
throughout the thesis. As before, references to other authors are indicated.
11
See Guthrie et al. (2006), but they work with a slightly different definition.
12
In the literature, t is often referred to as target word, center word or input word; whereas c is often called
context word, outside word or output word, respectively (Rong, 2016; Jurafsky & Martin, 2018). We follow
Jurafsky & Martin (2018) in using the notation (t, c) to mean target and context words.
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A crucial insight here is that the more similar the vectors (in the cosine sense), the higher
their dot product will be (and vice versa). Consequently, as we try to maximize the likelihood during training, word vectors (i.e., rows of U and W) that are more similar to the
one-hot vector of the actual context word will get closer to it to be able to score high.
4. Apply element-wise softmax to the score vector:
ŷ := softmax(z)

(14)

where at j-th index is the probability of the j-th word in the vocabulary appearing in the
context window around the target word t. The softmax function (also known as normalized
exponential function) for an arbitrary vector x ∈ Rn is defined as
exj
softmax(x)j := Pn
k=1

exk

where j = 1, . . . , n. It is thus an Rn → Rn map, and it has the property of normalizing
the components of x into a probability distribution over the components as outcomes. It
is indeed a probability distribution – each component will be in the interval [0, 1], and the
components sum to 1. Also, as the softmax is a monotonically increasing function, larger
values in the components will get mapped to larger probabilities. These properties make it
useful in classification tasks.
Remark 4.2. Another property of the softmax is that it is invariant to translation of its input
vector; that is, softmax(x) = softmax(x + c) where c ∈ R is a constant and added to x
element-wise on the right-hand side. To see this, all we need to do is write up the definition
of softmax and exploit the properties of the exponential function. We note that, often in
practice, we set c := − kxk∞ = − max1≤i≤n |xi |; that is, we subtract the absolute value
of the maximal component from each component of x to avoid dividing by exponentially
large values.
5. Compare ŷ to the one-hot vectors of the actual words appearing around t, which we denote
y(t+i) ∈ R|V| (−h ≤ i 6= 0 ≤ h). We want ŷ to be similar to actual context word vectors
y(t+i) . From another perspective, we can think of ŷ as a categorical distribution over V,
whose components are probabilities estimating the likelihood of the corresponding word
being a context word. In a similar vein, the one-hot vector y(t+i) of the actual context word
t + i can also be regarded as a probability distribution, with the t + i-th component being
1 and the rest 0.
Next, we derive the objective function for Skip-gram. First of all, the parameters of the model are
represented by θ := (U1: , . . . , U|V|: , W1: , . . . , W|V|: ) ∈ R2d|V| (i.e., all the rows of U and W).
Second, the conditional probability P (C | T ) is modeled with the help of the softmax function.
Substituting (12) in (13) and this in (14), we get the estimated probability of a specific context word
t + i (for some i such that −h ≤ i 6= 0 ≤ h) occurring in the 2h-wide context window around target
word t. Concretely,

exp w(t+i) · u(t)

P̂θ (t + i | t) = ŷt+i = P
(15)
(v) · u(t)
v∈V exp w
Since Skip-gram is about predicting the surrounding context (and not just a specific context word),
we need to estimate the following probability: Pθ (t − h, t − h + 1, . . . , t − 1, t + 1, . . . , t + h − 1, t +
h | t). To make it more manageable, we apply the conditional independence assumption (which,
intuitively, means that given a target word, all words around it occur independently – a useful but
Q
linguistically naı̈ve premise): −h≤i≤h, P̂θ (t+i | t). We can substitute (15) in to get the likelihood:
i6=0


exp w(t+i) · u(t)

P
L(θ; t) =
(v) · u(t)
exp
w
v∈V
−h≤i≤h,
Y

(16)

i6=0

After taking the logarithm and negating, the objective function becomes the negative log-likelihood,
which we then want to minimize:
17

`(θ; t) := − log L(θ; t) = −

X

w(t+i) · u(t) + 2h log

−h≤i≤h,
i6=0

X



exp w(v) · u(t)

(17)

v∈V

As a final step in the derivation, we can incorporate in the formula the fact that words at every
position of the corpus will function as a target word t by taking the average negative log-likelihood
values, giving the objective function over the whole corpus:
X
1
˜ t) :=
`(θ;
`(θ; t)
(18)
|corpus| t∈corpus
Another way to look at the objective function is with the help of IT. In IT, to measure the dissimilarity
of two distributions, cross entropy is used.
Definition 4.2. Let p1 := {P1 (x) : x ∈ X } and p2 := {P2 (x) : x ∈ X } be two discrete probability
distributions over the same set X . Then the cross entropy between p1 and p2 is defined as (Murphy,
2012)
X
H(p1 , p2 ) = −
P1 (x) log P2 (x)
x∈X

In this context, X represents the vocabulary V, so the cross entropy between the probability distributions over the components of y and ŷ can be written as:
H(y, ŷ) = −

|V|
X

yi log ŷi

(19)

i=1

Claim 4.1. The negative log-likelihood for a context word c = t + i (for some i such that −h ≤
i 6= 0 ≤ h) given target word t is equivalent to the cross entropy between y and ŷ:
− log P̂θ (t + i | t) = H(y, ŷ)
Proof. Since y is a one-hot vector where the only component being 1 is the t + i-th, the formula in
equation (19) becomes
H(y, ŷ) = −yt+i log ŷt+i ,
from which, using also equation (15), we have
H(y, ŷ) = −yt+i log ŷt+i = − log ŷt+i = − log P̂θ (t + i | t)

From here, the second phase of training happens in two stages. First, we calculate the partial derivatives of the objective function (i.e., the negative log-likelihood) with respect to the weight matrices
either directly or using the backpropagation algorithm (Rumelhart et al., 1986). Then, to minimize
the objective function, we use the stochastic gradient descent (SGD) algorithm. For details on how
training is carried out, we refer to our implementation of word2vec from scratch, which can be found
at this repository. For a rigorous treatment of backpropagation and such optimization algorithms as
SGD, see Goodfellow, Bengio & Courville (2016).
The dataset we used to train word embeddings is called the Stanford Sentiment Treebank, and its
most important properties are detailed in Section 5.2.2.
4.1.2

CBoW: predicting the target word given its surrounding context

We have already encountered the concept of bag of words when discussing document representation
in connection with term–document matrices. The CBoW version of word2vec tries to predict the
target word from the context words around it. During prediction, as we will see, the order of context
words in the context window does not affect the prediction, thus conceptually linking CBoW to bag
of words.
18

While Skip-gram tries to learn the probability P (C | T ), CBoW tries to achieve the reverse; that is,
the goal now is to maximize the probability of the target word t, given some context words c =: t + i
(where −h ≤ i 6= 0 ≤ h).
We detail the steps of the CBoW training process as we did it with Skip-gram above.
0. Set context window size h.
1. Define (embedding or weight) matrices U ∈ R|V|×d and W ∈ R|V|×d as in Skip-gram
Step 1. Similarly, these will be the parameters of the model. Generate one-hot vectors (of
dimension R|V| ) x(t−h) , x(t−h+1) , . . . , x(t−1) , x(t+1) , . . . , x(t+h−1) , x(t+h) for the context
words.
2. Look up the word embeddings for context words by calculating u(t+i) := UT x(t+i) ∈ Rd
(−h ≤ i 6= 0 ≤ h). Average these vectors to get a single embedding for the context (here
we use the fact that in a bag of words, order of words does not matter):
X
1
u(context) :=
u(t+i)
(20)
2h
−h≤i≤h,
i6=0

3. Calculate the score vector for the context word: z(context) := Wu(context) ∈ R|V|
4. Apply the softmax function to z(context) to get ŷ := ŷ(context) = softmax(z(context) ).
5. Similar to the corresponding step of Skip-gram, we want ŷ and y(t) to be as similar as
possible, where y(t) ∈ R|V| is the one-hot vector of the actual target word t.
The derivation of the objective function is similar to what we have seen in the case of Skip-gram –
with the obvious difference of estimating Pθ (t | t−h, t−h+1, . . . , t−1, t+1, . . . , t+h−1, t+h). To
save space, we give only the CBoW counterpart of equation (17); that is the negative log-likelihood
objective function which is to be minimized during training for a given context:13


X
`(θ; t) := −w(t) · u(context) + log
exp w(v) · u(context)
(21)
v∈V

Examining the objective functions, we can see that an evaluation involves the computation of the
dot product between vectors corresponding to all words in the vocabulary and the target word vector (cf. the denominator on the right-hand side in equation (15)). The vocabulary can be large in
practice (ranging from 105 to 107 terms (Mikolov et al., 2013b)), which is why the softmax is often
approximated. There are two types of approximation strategies: softmax-based and sampling-based
approaches (Ruder, 2016). Shortly after the two models of word2vec had been introduced, Mikolov
et al. (2013b) proposed a softmax-based (hierarchical softmax) and a sampling-based (negative sampling) strategy to make computations in word2vec more efficient. In the following, we provide an
account of these strategies.
4.1.3

Hierarchical softmax

Hierarchical softmax allows us to model the conditional distribution P ( · | W̃ ) (where W̃ can
represent the variable for both the target and the (averaged) context words, depending on whether
the Skip-gram or the CBoW version is being used, respectively). If we consider the probability
P (w | w̃) := P (W = w | W̃ = w̃), only O(log |V|) evaluation of the softmax function will be
needed using this approach, instead of carrying out O(|V|) computations with the standard softmax.
To achieve this remarkable computational speedup, instead of constructing a second embedding
matrix and updating its word vectors in every iteration, hierarchical softmax builds a binary tree
with all words in the vocabulary as leaves, and internal nodes being associated with an embedding
vector. This way, computing the conditional probability of word w occurring in the context of w̃ (i.e.,
P (w | w̃)) is equivalent to the random walk starting at the root and ending in the leaf corresponding
to the word w.
13
To get the objective function over the whole document, we simply take the average negative log-likelihood
values for all contexts as in (18).
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To describe the process in more detail, we introduce the notations used by Mikolov et al. (2013b).
Let L(w) represent the length of the (unique) path from the root to the leaf w; n(w, j) be the j-th
node on this path and vn(w,j) ∈ Rd the corresponding vector. Then n(w, 1) equals the root of the
tree, and n(w, L(w)) = w. Furthermore, for any inner node n, fix arbitrarily one of its children, and
represent it with ch(n). Let JxK be equal to 1 if x is true and −1 otherwise. Finally, σ : R → [0, 1]
denotes the logistic function, a one-dimensional special case of the softmax function:
1
ex
σ(x) :=
=
1 + e−x
1 + ex
Its most relevant property is that it maps any real value into the interval [0, 1] in a monotonically
increasing way, which makes it a useful function to model probabilities. Given this set of notations,
the hierarchical softmax defines the probability P (w | w̃) as:
L(w)−1

P (w | w̃) :=

Y
j=1

σ Jn(w, j + 1) = ch(n(w, j))Kvn(w,j) · vw̃

where

vw̃ :=

u(t)
u(context)



(22)

if Skip-gram
if CBoW

Claim 4.2. P ( · | W̃ ) defines a probability distribution. That is,
(i) for each outcome w, P (w | w̃) ∈ [0, 1], and
P
(ii)
w∈V P (w | w̃) = 1.
Proof. (i) The range of σ(·) is the interval [0, 1], which makes this part evident.
(ii) First, assume for the sake of the argument that we always choose the left child of inner node j to
be ch(j). Then in equation (22), the term Jn(w, j + 1) = ch(n(w, j))K evaluates to 1 if the left child
of node j is chosen as the next node and −1 if the right child, thus presenting a useful normalization
property. Second, notice that by definition, for any x ∈ R,
ex
1
σ(x) + σ(−x) =
+
=1
1 + ex
1 + ex
Specifically, if we set x := vn(w,j) · vw̃ and assume that probability is modeled with the logistic
function, then we get that at node j, the sum of the probabilities of going left and right, respectively,
equals 1:
P (n(w, j), left) + P (n(w, j), right) = σ(vn(w,j) · vw̃ ) + σ(−vn(w,j) · vw̃ ) = 1

(23)

Since the choice for node j was arbitrary above, equation (23) is also true of the root node. Then,
recursively, we get to the leaves (which correspond to, by construction, exactly the words), which
means that the conditional probabilities of all words given word w̃ necessarily sum to 1, which is
what we wanted to prove.
Remark 4.3. Ruder (2016) calls our attention to the fact that we can get back the standard softmax
from the hierarchical softmax by constructing a tree of depth 1, in which, similarly, all words correspond to the leaf nodes. Then, computing P (w | w̃) would entail normalization over all leaves
(so that P ( · | W̃ ) would still be a distribution), which is exactly what happens in the case of the
standard softmax.
In practice, there are multiple choices regarding the structure of the tree (see, for example, Mnih &
Hinton (2009)). Mikolov et al. (2013b)’s choice was to use a binary Huffman tree. The intuitive
reason for this decision is that Huffman trees assign shorter codes (fewer bits) to more frequent
words, hence minimizing the expected path length from the root to the leaves, which generally
results in faster training.
In training the model with hierarchical softmax instead of the standard softmax, the objective is still
to minimize the negative log-likelihood. However, as there is only one word embedding for each
word and one representation for each node, instead of updating the second embedding matrix, only
the vectors corresponding to nodes on the path from the root to the given word w will get updated,
together with the corresponding word embedding.
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4.1.4

Negative sampling

While the hierarchical softmax approximated the original softmax layer with the help of binary
trees, sampling-based approaches approximate the denominator of (16) with another, cheaper-tocompute objective function. Based on Jurafsky & Martin (2018), the high-level idea behind negative
sampling is that we reduce the word prediction problem to binary classification. To achieve this,
we treat the pair of a target word and its observed context (i.e., words from a context window
around this particular word) as a positive example, while drawing negative (i.e., non-existing) pairs
of examples from the vocabulary. Finally, we use binary logistic regression, a supervised machine
learning classifier to distinguish these two cases.
In more detail, we first sample a term–context pair (t, c) from the vocabulary and attach a label
D = 1 to it to denote that this pair is a positive example. For the purposes of this section, we use the
following notations.
Notation 4.1. We denote the set of positive examples (t, c) as D, where t, c ∈ V. The set of negative
examples D0 is defined similarly, via the construction described below. Furthermore, we denote
the number of
Ptimes a positive example (t, c) can
Pbe observed in D as count(t, c). Analogously,
count(t) := c∈V count(t, c) and count(c) := P
c) represent the number of times t
t∈V count(t,
P
or c occurs in the corpus, respectively. Then |D| = t∈V c∈V count(t, c). We emphasize that this
construction of positive examples can be thought of as a term–context (or specifically, a term–term)
matrix, making it possible to explore underlying relationships among models.
Then, for each positive example, we create k negative examples (t, cj ) (j = 1, . . . , k) by sampling
a random word cj from the vocabulary (for which cj 6= c) and labeling them as D = 0, thus creating
the set D0 . Negative samples are drawn from the noise distribution P (noise) , whose estimate for term
t is simply its relative frequency in the corpus:
P̂ (noise) (t) =

count(t)
|D|

(24)

The choice for the noise distribution is a hyperparameter to be set in the model, and we discuss it in
Section 4.4.3.
Now that we have both positive and negative examples, we construct a classifier whose goal is to
maximize the likelihood of positive pairs being drawn from the real data and, at the same time, to
maximize the likelihood of negative pairs coming from the negative samples. The parameters of
the model are still the rows of the embedding matrices U, V, collectively denoted by θ (cf. Section 4.1.1). Furthermore, modeling probability with the logistic function here as well, we can establish the new objective function in accordance with the above goals (Goldberg & Levy, 2014):
Y
Y
θ̂ = arg max
Pθ (D = 1 | t, c)
Pθ (D = 0 | t, cj ) =
θ

= arg max
θ

X

(2)

X
(t,c)∈D

= arg max
θ

Pθ (D = 1 | t, c)

Y

(1 − Pθ (D = 1 | t, cj ))

(t,cj )∈D 0

log Pθ (D = 1 | t, c) +

X

log(1 − Pθ (D = 1 | t, cj ))

(t,cj )∈D 0

(t,c)∈D

= arg max
θ

Y
(t,c)∈D

= arg max
θ

(t,cj )∈D 0

(t,c)∈D

(1)

1
+
log
1 + exp −v(c) · v(t)

X
(t,c)∈D

X
(t,cj )∈D

1
+
log
1 + exp −v(c) · v(t)

1

log 1 −
1 + exp −v(cj ) · v(t)
0

X
(t,cj )∈D 0

log

!

1

1 + exp v(cj ) · v(t)

where in (1) we used that {D = 0} and {D = 1} are complementary events; and in (2) we used that
1 − σ(x) = σ(−x). To remain consistent with the notation of vectors corresponding to words t and
c, respectively, we define:
 (t) (t+i)
(u , w
)
if Skip-gram
(t) (c)
(v , v ) :=
(u(context) , w(t) ) if CBoW
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Ultimately, after negating to be able to minimize, the negative sampling version of the negative
log-likelihood objective function becomes:
X
X
1
1
−

`(NS) (θ; t) = −
log
log
(25)
(cj ) · v(t)
1 + exp −v(c) · v(t)
1
+
exp
v
0
(t,c)∈D

(t,cj )∈D

From (25) to get the objective function for the whole corpus, we can average the losses for target
words t at every position in the corpus, as in (18):
X
1
`˜(NS) (θ; t) = −
`(NS) (θ; t),
(26)
|corpus| t∈corpus
Example 4.2. Specifically, if we focus only on one (t, c) ∈ D pair from the positive examples and
the associated k pairs of negative examples of the form (t, cj ) ∈ D0 (j = 1, . . . , k) in the Skipgram version of equation 25, we get the negative sampling counterpart of equation (15) (after taking
logarithm and negating):
"
#
1
1
(NS)
 − kEcj ∼P (noise) log
 =
`(Skip-gram) (θ; t) = − log
1 + exp −w(t+i) · u(t)
1 + exp w0(j) · u(t)


h

i
= − log σ w(t+i) · u(t) − kEcj ∼P (noise) log σ −w0(j) · u(t) ,
(27)
where w0(j) is word embedding corresponding to the context word in the j-th negative example pair
(i.e., cj ) sampled from the noise distribution P (noise) . As Ruder (2016) notes, however, computing
the expected value in the second term would still mean a loop over the whole vocabulary, which is
exactly what we set out to circumvent:
h

i



X
Ecj ∼P (noise) log σ −w0(j) · u(t) =
P̂ (noise) (cj ) log σ −w0(j) · u(t)
(28)
cj ∈V

Therefore, the Monte Carlo method can be used to approximate it, thus (27) becomes:
k




X
1
(t+i)
log σ −w0(j) · u(t) =
`(NS)
· u(t) − k
(Skip-gram) (θ; t) = − log σ w
k
j=1
k

 X


= − log σ w(t+i) · u(t) −
log σ −w0(j) · u(t)

(29)

j=1

The key observation here is that instead of calculating the dot product over the whole vocabulary as
in the standard softmax (even for one (t, c) pair as in equation (15)), we only need to calculate k + 1
dot products. As Mikolov et al. (2013b) report, the value of k may generally be between 2 and 20,
depending on the size of the text collection. Finally, Ruder (2016) highlights an important subtlety
regarding sampling-based approximations of softmax – they can only be used at the second phase
of training; that is, when going through the steps of both versions of word2vec described above, we
still need to calculate the softmax of the score vector in order to obtain the vector ŷ.
4.2

GloVe: a mixture of “global matrix factorization and local context window methods”

Global Vectors (GloVe) is a model from 2014 which attempts to combine the advantages of the
preceding two model families that are commonly used to generate word vectors – the count-based
models (such as the SVD-based LSA discussed in Section 2.2.4) and the window-and-predictionbased models (such as word2vec, Section 4.1). As we will see, GloVe starts off by constructing a
word–word matrix, and uses a weighted least squares objective to predict the most probable word in
the context of a given word.
Let us start the derivation of the model with denoting the word–word matrix as X ∈ R|V|×|V| . Then,
P (j | i) is used to denote the probability of word j appearing in the context of word i, whose
ML-estimate is the following co-occurrence ratio:
xij
(30)
P̂ (j | i) = P|V|
l=1 xil
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The assumption underlying GloVe is that these co-occurrence ratios between words j and i can be
used to get information about their meaning. The original example used in the paper is about words
i = ice and j = steam. Semantically, “ice” and “steam” have similar attributes (e.g., they are water
but in different states) and also distinguishing features. As a consequence, on examining the ratio of
P̂ (k | i)

(31)
P̂ (k | j)
for some probe word k, we could make inferences about the meaning of k (given the words i and
j). The authors used empirical evidence from a 6-billion-word large corpus to support this line of
reasoning, see Table 2.
k = solid
−4

k = gas
−5

k = water

1.7 · 10−5

P̂ (k | ice)

1.9 · 10

6.6 · 10

P̂ (k | steam)

2.2 · 10−5

7.8 · 10−4

2.2 · 10−3

1.8 · 10−5

8.9

8.5 · 10−2

1.36

0.96

P̂ (k|ice)
P̂ (k|steam)

3.0 · 10

k = fashion

−3

Table 2: Empirical evidence illustrating the relationship of meaning and co-occurrence ratios. Table
reproduced from Pennington, Socher & Manning (2014).
The intuition seems to be justified (in this example, at least), because the word “solid” is more
like “ice” (making the ratio (31) large), the word “gas” is more like “steam” (making the ratio (31)
small), and for words that are related to both “ice” and “steam” as well as those that are unrelated to
them, the ratio is close to 1.
This observation motivated the authors to base their model on predicting the ratio of conditional
probabilities. The idea is that there is a function F that somehow depends on word embeddings u(i)
and u(j) (of dimension d) corresponding to target words i and j, respectively, and word embedding
w(k) (similarly, of dimension d) corresponding to context word k and perhaps some other parameter(s) π, and that this F function is able to approximate the ratio P (k | i)/P (k | j). In formula
form:
P (k | i)
P̂ (k | i)
≈
(32)
F (u(i) , u(j) , w(k) , π) =
P (k | j)
P̂ (k | j)
The authors note that there are some requirements that are expected of F to be able to satisfy the
above equation. In the following, we delineate them through some provisional formulations and thus
arrive at the final form of the model.
• As one of the principal goals of GloVe is to keep word2vec’s advantageous feature of being
able to capture linear relationships between words via their corresponding word vectors (cf.
v(king) − v(queen) = v(man) − v(woman) , discussed further in Section 5.1), the first criterion for
F is that it should depend only on the difference of the target word embeddings. In other
words, let F be restricted to some map F1 which exhibits this feature in question:
F (u(i) , u(j) , w(k) , π) := F1 (u(i) − u(j) , w(k) , π)
• By equation (32), we want F to be a map whose outputs are real numbers, so it is natural
to further restrict F to a map F2 that depends on the dot product between the difference of
the target word embeddings and the context word embedding:
F (u(i) , u(j) , w(k) , π) := F2 ((u(i) − u(j) ) · w(k) , π)
• Since word–word matrices are inherently symmetric, the choice for target and context
words is, in this case, arbitrary. This means that if we first choose the word i to be the
target word and then word k to be the context word, we can freely swap their roles as long
as we do it consistently for other embeddings too, which in fact means that we transpose
X. However, in the currently supposed formulation of F (that is, F2 ), we cannot perform
this role exchange. To resolve this, we need to restore this symmetric property. The authors
propose that we do this in two steps.
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– We want F to be a homomorphism from R with addition to R>0 with multiplication
so that
F2 ((u(i) − u(j) ) · w(k) , π) = F2 (u(i) · w(k) − u(j) · w(k) , π)

F3 u(i) · w(k) , π

:=
F3 u(j) · w(k) , π

(33)

Such a homomorphism is the exponential map, so we choose F3 to be the exp function. Furthermore, notice that if we equate (33) with the right-hand side of equation (32), then a solution for F3 arises:


xik
F3 u(i) · w(k) , π = P (k | i) ≈ P̂ (k | i) = P|V|
l=1 xil
These last two observations give that


|V|

X
u(i) · w(k) , π ≈ log P̂ (k | i) = log xik − log
xil

(34)

l=1

– At this point we are almost done, because if it was not for second term in the righthand side of (34), then it would have the symmetric property. But, as the authors note,
this term does not depend on k, so we can incorporate it in a bias term bi . To retain
symmetry, we should add a bias term belonging to w(k) as well; let us represent this
with bk . With these modifications, the hitherto mysterious parameters π are revealed
– as it turns out, they are the bias terms. Altogether we have:
u(i) · w(k) + bi + bk ≈ log xik

(35)

With (35) in mind and by exponentiating and substituting back to (30), we can reconstruct the
function F :
F (u(i) , u(j) , w(k) , π) =

P̂ (k | i)

P̂ (k | j)

(i)
(k)
exp u · w + bi + bk

= P|V|

l=1

=
P|V|

exp u(j) · w(l) + bj + bl

exp u(j) · w(k) + bj + bk

l=1

exp u(i) · w(l) + bi + bl




(36)

The formula seems to resemble (15), which is not a coincidence. We will expand on the relationship
between GloVe and other models (including word2vec) in Section 4.2.1.
Since xik may very well be 0 (in fact, since X is a sparse matrix, most of its entries are zero), a slight
modification is needed. According to the authors, we could apply an additive shift to the term log xik
and have log(xik + 1). While this would eliminate the ill-defined nature of the logarithm at 0 as well
as maintain the overall sparse structure of X, it would still be suboptimal because it would assign all
entries the same weight. However, as we have seen in Section 2.2.4 (in particular, in the subsection
on tf-idf weighting), there is a dichotomy when it comes to working with raw frequencies. Instead,
the author have reformulated (35) to a weighted least squares regression model, which gives the
objective function to be minimized:
|V| |V|
X
X


2
f (xij ) u(i) · w(j) + bi + bj − log xij

(37)

i=1 j=1

The weighting function f is suggested to satisfy the following criteria:
1. f is continuous, x = 0 is a fixed point and if x → 0, f should tend towards 0 faster than
the log approaches −∞ at 0 so that limx→0 f (x) log2 (x) stays finite,
2. f should be monotonically non-decreasing, because we want more frequent co-occurrences
to get more weight,
3. f should be regularized for large values of x, because at the same time we do not want very
frequent co-occurrences to get too much weight.
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Empirically, the following function was found to work well:

(x/xmax )α if x < xmax
f (x) =
1
otherwise

(38)

The parameters in the definitions of f were set to be xmax := 100 and α := 0.75 by the authors after
some experimentation. As we will describe it in Section 4.4.3, a similar scaling parameter is used
with PMI and with word2vec.
For a minimal working example of how the GloVe model works, we refer to our implementation
using the deep learning library PyTorch. The notebook and source code can be accessed via this
repository.
4.2.1

Relationship to other models

Relationship to PMI
Jameel, Bouraoui & Schockaert (2017) show that if we reparametrize the objective function (37),
we get the PMI matrix in the model, instead of the element-wise log of X. This in turn would mean
the factorization of the PMI matrix (up to addition of the bias terms), which is discussed in the next
point.
P|V|
P|V| P|V|
To see the above claim, all we need to do is to set bi to bi − log l=1 xkl + log k=1 l=1 xkl ;
P|V|
and bj to bj − log k=1 xkl . After considering the estimates used in the construction of PMI (i.e.,
(1), (2), (3)), we get
|V| |V|
X
X


2
f (xij ) u(i) · w(j) + bi + bj − PMI(i, j) ,

i=1 j=1


since the estimate for PMI(i, j) is equal to log


P|V| P|V|
xij · k=1 l=1 xkl
.
P|V|
P|V|
l=1 xkl ·
k=1 xkl

Relationship to matrix factorization
As Levy, Goldberg & Dagan (2015) point out, the key equation of GloVe (that is, (35)) is precisely
the factorization of the log-count matrix, up to a shift with the bias terms. If we denote the matrix
of target embeddings as U ∈ R|V|×d and that of context embeddings as W ∈ R|V|×d (cf. the same
notation used in the Skip-gram model, Section 4.1.1), then for all i and k, (35) can be re-written as
log X ≈ UWT + b(u) + b(w) ,
where the logarithm of the matrix is taken element-wise, and b(u) ∈ R|V| is the bias vector whose
components are the biases associated with the target words and b(w) ∈ R|V| is defined similarly,
only that they are the biases associated with the context words.
Relationship to word2vec
In word2vec, the softmax function is used to model the probability of a context word occurring in the
neighborhood of the target word (in the case of the Skip-gram version, formula (15) expresses this
modeling assumption). Although training in word2vec happens iteratively, we can nevertheless write
out the global objective function (i.e., the negative log-likelihood function (18), but only summing
the log-likelihood values and not averaging them) compactly as:
X
X
−
log P̂θ (t + j | t)
(39)
t∈corpus −h≤j≤h,
j6=0

Here, we can observe that the number of times we add the summand together is equal to how many
times the word pair (i, j) occurs in the corpus. This is because of a double counting argument –
adding up the summand in (39) for all positions in the corpus and for all positions in the surrounding
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context is the same as adding up the same summand for all unique words and associated contexts
the number of times they are observed in the corpus. Consequently, we can establish the following,
equivalent formula (where xij is the entry of X in the i-th row and j-th column):

−

|V| |V|
X
X

xij log P̂θ (t + j | i)

(40)

i=1 j=1

Using (30), we can re-write (40) to get
|V|
X

−



|V|
|V|
X
X

xil 
P̂ (j | i) log P̂θ (t + j | i)

i=1

l=1

j=1



|V|
|V|


X
X

xil  H P̂ ( · | i), P̂θ ( · | i)
=
i=1

l=1

That is, the objective function of Skip-gram is precisely a weighted sum of the cross entropy between
conditional distributions P̂ ( · | i) (which is the ML-estimate of the probability of words appearing
in the context of word i using the co-occurrence ratio, see (30)) and P̂θ ( · | i) (which is the softmaxbased estimation of the same probability using word vectors, see (15)).
As Pennington, Socher & Manning (2014) imply, to be able to compute the above cross entropy (i.e.,
the objective function of Skip-gram), we would need to deal with the “computational bottleneck” of
the denominator of the softmax-estimation (p. 5). In fact, this was what motivated the approximation
strategies for the softmax function that we described in Section 4.1.3 and Section 4.1.4. Whereas the
creators of word2vec used those strategies, Pennington, Socher & Manning (2014) decided to apply
a different dissimilarity measure instead of cross entropy. As they suggest in the article, “a natural
choice would be a least squares objective” (p. 5); that is:


|V| |V|
|V|

2
X
X X

xil  xij − exp(u(i) · w(j) )
i=1 j=1

l=1

Since xij can be very large, it is practical to take the logarithm of the expression within the brackets
before squaring it:


|V| |V|
|V|

2
X
X X

xil  u(i) · w(j) − log xij
i=1 j=1

l=1

Lastly, Pennington, Socher & Manning (2014) claim that there might be more adequate weighting
P|V|
factors than the factor l=1 xil . While Mikolov et al. (2013a) suggest using subsampling of frequent
words (see Section 4.4.2), in GloVe the weighting factor is taken to be the function f , defined in (38).
This ultimately gives the objective function of the GloVe model:
|V| |V|
X
X


2
f (xij ) u(i) · w(j) − log xij ,

i=1 j=1

which is – up to the additive biases – the same as (37).
4.3

fastText: character-aware word2vec

FastText was invented by the Facebook AI Reasearch group, and, according to its website,14 it is “a
library for efficient learning of word representations and sentence classification”. These are two of
14

https://fasttext.cc
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the most important tasks in NLP, and fastText builds on previous models to deal with them. In the
following, we describe how fastText transforms texts into continuous vectors.15
Similar to the word embedding models described so far, fastText also learns embedding vectors for
words in an unsupervised manner. However, the word2vec and GloVe models treat words as the
smallest units in the text and, as a result, they do not take into account the internal structure of
words (such as prefixes and suffixes). In contrast, fastText is able to use subword information by
considering character N -grams. As it is reported by Bojanowski et al. (2017), this feature allows
the model to learn a vector representation for words that have not been encountered in the text
during training (so-called out-of-vocabulary words, such as misspelled words, neologisms, slang
expressions etc.), as opposed to assigning the null vector to them or not updating their components,
leaving them with randomly initialized values (which is, at best, what word2vec and GloVe can do).
Furthermore, due to the focus on character N -grams, fastText can also deal with morphologically
rich languages, such as Hungarian, Finnish or Turkish by sharing parameters between words that
have the same root word. For instance, the word “madár” and its plural form “madarak” have many
N -grams in common, so instead of representing them as two distinct word embeddings only, the
model learns a representation for each of their N -grams. But since they potentially share many, it is
enough to learn the representations of these N -grams once. Of course, learning N -grams in addition
to words is more computation-heavy, but this can be counterbalanced as explained below.
Technically, in the fastText models we represent each word w as a bag of character N -gram, as seen
in the following example.
Example 4.3. With N = 3 and beginning-of-word and end-of-word symbols < and > attached,
the
word
“madár”
will
be
represented
by
the
character
N -grams:
{<ma, mad, adá, dár, ár>} ∪ {<madár>}. The bag for the word “madarak” looks
like as follows: {<ma, mad, ada, dar, ara, rak, ak>} ∪ {<madarak>}. We can see
that two trigrams are in the intersection of these bags, so it is enough to learn the corresponding
embedding once. As Bojanowski et al. (2017) note, the sequence <ma> corresponding to the word
“ma” is distinct from the the trigram <ma from the word “madár”.
As a direct extension of word2vec, fastText can use both the Skip-gram and the CBoW architecture.
Comparing this model first to Skip-gram (Section 4.1.1), we can observe the following modifications. Regarding the notations, we follow Bojanowski et al. (2017) in denoting the bag of N -grams
appearing in word w as Gw , which is the subset of the dictionary G := {1, . . . , G}, which contains
the keys to all N -grams (as values) occurring in the corpus.
0. Hyperparameter setting: Set context window size h and the number of hash buckets K.
1. Define embedding matrices A ∈ R(|V|+K)×d and W ∈ R|V|×d , whose entries are randomly initialized from U (−1/d, 1/d). These will be the parameters of the model, which
will get updated during training. Generate the one-hot vector x(t) ∈ R|V| for (input) target
word t. Similarly, generate vectors representing the N -grams that can be found in t. A
brute-force approach, akin to one-hot word representation, would be to represent an N gram g with a one-hot vector of dimension G (that is, over all possible N -grams in the
corpus). But the number of N -grams over a vocabulary of size |V| is equal to O(|V|N ),
which for a modest vocabulary of 10,000 words would mean a trillion-long vector in the
case of a trigram model. Consequently, storing all the corresponding embeddings would be
impractical. Therefore, the authors suggest using the hashing trick, which is another strategy for reducing dimensionality. Then we get the vector n(t) ∈ RK , whose components
are all zeros except for the hashes of N -grams appearing in t. Afterwards, we essentially
concatenate x(t) and n(t) to get the input vector of indices. We provide a more detailed
treatment of how the hashing trick works in this scenario below.
2. Look up the word embedding and N -gram embeddings for t in A and then sum them by
calculating
h
i
AT x(t) , n(t) =: h(t) ∈ Rd .
(41)
15
Our resources in this regard are Bojanowski et al. (2017), Grave et al. (2018) and the source code of the
library. We refer the interested Reader to Joulin et al. (2016a,b) to learn more about how fastText handles
supervised text classification.
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In other words, the target word is represented by the sum of vector representations of its
constituent N -grams, including the word itself.
3. Calculate the score vector z ∈ R|V| :
z := Wh(t) ∈ R|V| .

(42)

The rest of the model (i.e., Steps 4 and 5) as well as the training and optimization strategies are the
same as in Skip-gram. We highlight that the components of the score vector in this model are not
simply the dot products between two word embeddings (i.e., corresponding to the target and context
words) as in Skip-gram, but the dot products between the sum of N -gram embeddings found in the
target word and the word embedding corresponding to context words.
In this context, the hashing trick, popularized by Weinberger et al. (2010), is about applying a hash
function φ : G → RK that maps high-dimensional N -gram vectors into a lower dimensional space.
The image of an N -gram is thus a one-hot vector (one-dimensional array) of dimension K. The
non-cryptographic hashing function used by Bojanowski et al. (2017) is called the Fowler-Noll-Vo
(FNV) function, version 1a, whose pseudocode is as follows Fowler, Noll & Vo (2018):
Algorithm 1 FNV hash function, version 1a
1: procedure FNV-1 A(data):
2:
hash = offset basis
3:
for byte in data do
4:
hash ← hash XOR byte
5:
hash ← hash × FNV prime

return hash

The hash parameters hash, offset basis and FNV prime are detailed in this link. In practice,
FNV-1a has been reported to be fast and can achieve good dispersion (for an informal discussion,
see this thread). For the implemented version in fastText, please consider the function hash in the
code.
In a similar way, CBoW can also be extended to consider subword information. This idea was
introduced by Mikolov et al. (2017) along with the application of position-dependent weighting,
originally formulated by Mnih & Kavukcuoglu (2013). First, enriching CBoW with subword information is conceptually the same as what we described previously with Skip-gram (that is, the input
word is represented as the sum of its embedding plus the corresponding N -gram embeddings), the
only difference being what is between the original versions of CBoW and Skip-gram (namely, we
try to predict the target word given a set of context words). Second, as we have seen in Step 2 in the
original CBoW, we obtained a single embedding for the context by averaging the embeddings corresponding to the context words. Because this averaging technique discards any information about
word order in the context, a natural generalization could be assigning weights to different positions.
However, as Mikolov et al. (2017) note, “explicitly encoding a representation for both a word and
its position would be impractical and prone to overfitting” (p. 2), because this would mean that for
each word, we would encode three embeddings: when it is in the context, when it is the target and
one for its position. Instead, a more space-efficient way is to learn a vector for each position t + i
of the context (for some i such that −h ≤ i 6= 0 ≤ h), thus adding a weight matrix of dimensions
2h × d to the parameters of the model. Then, we can apply these position embeddings (denoted
d(t+i) ) as weights to rescale context embeddings through element-wise multiplication:
X
1
d(t+i) u(t+i)
u(context) :=
2h
−h≤i≤h,
i6=0

We note that if we set d(t+i) to be the all-one vector, then we indeed get back (20) as a special
case. Although Mikolov et al. (2017) have found that adding position-dependent weights improved
the accuracy on semantic and syntactic analogy tasks, this feature has not made it to the public
implementation of fastText yet.
28

4.4

Technical details

There are several hyperparameters in each of the three word embedding models presented in the
sections above which can have considerable effect on the performance of respective models (Levy,
Goldberg & Dagan, 2015). Also, they can be interesting to consider both from a modeling and an
implementation-related point of view. In the paragraphs below, we discuss some of these design
choices as well as look at how they are implemented in the code version of the models.
4.4.1

Weighting of context words

Considering the context window, it makes intuitive sense that the farther a context word is from
the target word, the less relevant it becomes. Accordingly, there are several strategies that can be
employed to assign different weights to context words at different positions of the context window.
Sahlgren (2006), for example, lists linear weighting (i.e., “where the weight decreases with some
constant (e.g. 0.1) for every step away from the [target] word” (p. 78.)), inverse weighting (i.e.,
if i denotes the position away from the target word, then the assigned weight is 1/i) and so-called
aggressive weighting (where the weighting formula is 21−i ). Specifically, in the word2vec models,
this intuition is realized with the help of reducing effective context window size from a pre-set value
of h to a random value between 1 and h. This way, immediate neighbors (i.e. words that are 1
position away from the target word) are always part of the context, while words beyond these may
or may not become context words. In the original word2vec code, the variable b refers to this
random integer that is used to reduce the context window size (cf. line 434). In addition to using
an inverse weighting scheme (line 397), GloVe allows for setting the context to be asymmetric as
well (e.g., considering words from either side of the target word). In the case of fastText, we already
described the strategy of position-dependent weighting above, based on Mikolov et al. (2017).
4.4.2

Subsampling of frequent words and deleting rare words

Mikolov et al. (2017) cites Zipf’s law (loosely speaking, a few of the most frequent words account for
a considerable fraction of the corpus, while there is a long tail of rare words; or to put it differently,
frequency decreases rapidly with rank, cf. Manning, Raghavan & Schütze (2008)) to explain that
there are generally more than enough occurrences of high-frequency words in the corpus to train the
corresponding word embeddings if we consider all occurrences of words equally, so there is no need
to consider all of them. In addition, we can recall one of the reasons that we used to motivate the
tf-idf weighting scheme – namely that high-frequency words are less informative than rare words.
Taken these together led Mikolov et al. (2013b) to apply a subsampling approach to counterbalance
these effects, which can be summarized as follows. For each word w in the corpus, calculate the
following probability of keeping the word:
s
t
P (w) :=
,
f (w)
where t is a pre-set threshold and f (w) denotes the ratio of the frequency of w to the total number of
words in the corpus. Then, we generate a random number from the interval (0, 1). If the calculated
probability is less than the generated number, discard w. This results in “aggressively subsampling”
words whose frequency ratio is greater than t, but leaving the frequency ranking untouched (Mikolov
et al., 2013b, p. 5). Obviously, for the expression to make sense as a probability, t should be set
such that for all w, t ≤ f (w) (in the paper, t is claimed to be “typically around 10−5 ”). In the code,
however, the following, slightly different formula is applied:
!
r
f (w)
t
P (w) :=
+1 ·
t
f (w)
For the implementation of this formula and subsampling in general, see line 409 with
vocab[word].cn / train words being f (w) and sample being t and having been set to
10−3 . Levy, Goldberg & Dagan (2015) highlight another interesting implementation detail. To be
precise, the subsampling code block discards high-frequency words before they could have been
added to the set of processed (t, c) pairs either as target word or as context word. As they note, this
makes the effective context window wider, simply because subsampled words are not part of the
original context window.
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4.4.3

Context distribution smoothing

As implied in the section about negative sampling (Section 4.1.4), there is a noise distribution to
be specified from which negative samples are drawn. A common choice is to use the unigram
distribution of words (as estimated by (24)); however, in practice, it is often the case that a smoothed
version is used:
(count(t))α
P̂α(noise) (t) = P
,
(43)
α
c∈V (count(c))
where α is set to 0.75 in the code (cf. the variable power). As Jurafsky & Martin (2018) explain,
this smoothing has the effect of assigning rare words a somewhat higher probability so that they are
more likely to be sampled during negative sampling.
Regarding the implementation of negative sampling, we draw the attention to the function
InitUnigramTable. This function initializes an array of size larger than the vocabulary (108 in
the code), and looping over all positions of the array, it stores the index of a specific vocabulary item
in such a portion of the array that is equal to the probability of sampling that specific vocabulary
item. Then to sample a random word in order to create negative examples (t, cj ), all we need to do
is to generate a random number between 0 and the size of the array, at which position will be the
negative context word to be sampled (i.e., cj ). Finally, we label the negative examples with D = 0
(see code blocks 465–475 for CBoW and 521–531 for Skip-gram).
Interestingly, if we compare the formula of the smoothed unigram distribution to the weighted version of PMI (formula (4)), we find that they are analogous and describe a similar phenomenon,
namely that smoothing the context distribution can result in adjusting the bias towards rare words,
both with regard to PMI and negative sampling (Levy, Goldberg & Dagan, 2015).
4.4.4

Summing word vectors

In all the word embedding models we discussed, for every word in the vocabulary, there are two
word embeddings being trained – when the word is a target word and when the word is in the
context around some other target word. These are stored in the matrices U and W. As Pennington,
Socher & Manning (2014) explicitly note, apart from their random initialization, the word vectors
embed words in a conceptually equivalent manner, so either ui: or wi: can be used in downstream
tasks (such as text classification) to represent the i-th word of the vocabulary.
Once training is finished, we have then some degree of freedom over which representation to choose.
Pennington, Socher & Manning (2014) propose summing up the two embeddings to get a “small
boost in performance” (p. 8), but we could equally choose to take the average of the embeddings or
to concatenate them to form a word vector of dimension 2d (Jurafsky & Martin, 2018).
In the word2vec code, when saving the trained word vectors, only the target embedding matrix U is
considered (denoted syn0 in the code, see code block 575–580), whereas in GloVe the parameter
model is used to control whether to concatenate word vectors, just save the target embeddings or
to sum up the two embeddings corresponding to each word (see code block 238–245).

5

Evaluating word embeddings

As a result of their training, word embedding models can at best, by their construction, predict
where words (to be precise, their corresponding word embeddings) are located in the embedded
vector space. In other words, depending on the model, there are multiple ways to represent a word
as a vector, therefore the quality of different representations needs to be measured. Traditionally,
there are two major approaches that are used for evaluating word vectors – these are intrinsic and
extrinsic evaluation schemes. In the following, we succinctly present them and provide an example
of an extrinsic evaluation task.
5.1

Intrinsic evaluation

Intrinsic evaluation means that word vectors are tested for their inherent syntactic or semantic relationships on a small sub-task (Schnabel et al., 2015). As we have implied above, word vectors can
be used to measure similarity between words or documents (Section 2.2.4). As a typical intrinsic
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evaluation task, the correlation between the cosine of two word vectors and the average similarity scores produced by humans is used to determine similarity (Baroni, Dinu & Kruszewski, 2014).
Common datasets for this task include WordSim-353, SimLex-999, the TOEFL dataset and the Stanford Contextual Word Similarity dataset (Pennington, Socher & Manning, 2014; Jurafsky & Martin,
2018).
Another, commonly used intrinsic task is to use word analogies, which was introduced by Mikolov
et al. (2013a). In this task, given word vectors x(t1 ) , x(t2 ) , x(w1 ) (corresponding to words t1 , t2 , w1 ,
respectively, from a vocabulary V), the objective is to find the word w2 ∈ V \ {t1 , t2 , w1 } so that
the cosine similarity below is maximized:


cos x(w2 ) , x(t2 ) − x(t1 ) + x(w1 )
Intuitively, we want to answer the question What is w2 so that t1 is to t2 as w1 is w2 ? Following
Mikolov et al. (2013b), we note that the word analogy task can be used to find both syntactic and
semantic analogies, such as quick : quickly = slow : w2 or Germany : Berlin = France : w̃2 .
There are many more aspects of intrinsic evaluation (including hyperparameter settings (Levy &
Goldberg, 2014) and different tasks, such as word clustering (Baroni, Dinu & Kruszewski, 2014)),
for a comprehensive overview, see Schnabel et al. (2015). To illustrate these tasks, we refer to this
notebook, which explores the most notable properties of word vectors.
5.2

Extrinsic evaluation

As Schnabel et al. (2015) put it, extrinsic tasks “measure the contribution of a word embedding
model to a specific task” (p. 303). That is, while intrinsic tasks are used to evaluate word embeddings and the model that produced them on small-scale, typically syntax- or semantics-driven tasks,
extrinsic tasks are usually more complex, real-world tasks, possibly with many sub-tasks. These
sub-tasks are tackled by several sub-systems, making up a whole pipeline. Ideally, if we improve
the performance of one subsystem (in the case below, initializing the classifier with different word
representations), it is expected that the performance of the whole system improves. However, there
might be two issues with this assumption. One is if we take an already flawed pipeline (in some
sense), then even if the performance of a sub-system improves, this may not improve the performance of the whole system. The other practical problem is that running the whole pipeline just to
test the change in the performance of subsystem can be a slow and computation-heavy procedure,
with a vast amount of parameters to tune. For more on the practical side of building and debugging
machine learning models in general, see Ng (2019).
In NLP, extrinsic tasks commonly include a classification problem, in which there is a training dataset of input–output (also known as input–label) pairs of the form {(xi , yi ) : yi ∈
{1, . . . , c} and i = 1, . . . , n}, where c denotes the number of classes and n the number of training examples. The goal is to learn a so-called hypothesis function fˆ given training data which
approximates an assumed underlying function f that maps training examples to labels. The goal of
learning is that when we feed in a novel (i.e., not in the training dataset) input to the model, it can
predict its label with the highest possible probability (which is often referred to as the generalization
ability of the model) (Murphy, 2012). To measure the goodness of the model, accuracy score as a
common performance metric is used, which is the fraction of correct predictions (Manning, Raghavan & Schütze, 2008). Such classification problems in NLP include document classification, named
entity recognition and part-of-speech tagging. In the following, we restrict our focus to a special
type of document classification, namely sentiment analysis.
5.2.1

The task of sentiment analysis (SA)

Sentiment analysis (also known as opinion mining) refers to the sub-field that analyzes people’s
opinions, sentiments and emotions through user-generated discourse, most notably coming from
social media platforms, such as reviews, tweets, blog posts and comments on social networks (Liu,
2015). SA has also wide-spread applications in industry – in marketing (e.g. market research,
social media analytics, business intelligence), in public relations, in politics and even in the financial
industry (Bollen, Mao & Zeng, 2011). Posing the task of SA as a classification problem, we can say
that the input data are the user-generated pieces of discourse (such as movie reviews, which we will
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focus on in the following), and the goal is to predict their polarity or sentiment level (Jurafsky &
Martin, 2018).
As suggested above, SA as an extrinsic task has many sub-tasks, such as linguistic preprocessing of
words, converting them to word vectors (with one of the models described in the first part of thesis),
using word vectors as inputs to a classifier model (which can have more sub-systems, depending
on the model), training the classifier, then outputting the predicted labels. In the following, we
go through such a procedure, starting with describing the dataset which will be used to train the
classification model, whose presentation will be provided subsequently.

5.2.2

Dataset

The Stanford Sentiment Treebank, originally introduced by Pang, Lee & Vaithyanathan (2002),
later extended by Socher et al. (2013), is a dataset that contains movie reviews by users of the
review aggregator site Rotten Tomatoes. The dataset consists of 11,855 single sentences, which
were parsed with the Stanford parser (Klein & Manning, 2003) to obtain a total of 318,582 phrases
in a binary parse tree format (see Figure 2). Sentences in the dataset are 19.53-word-long in average,
and contain 15,481 vocabulary items altogether. The dataset was annotated by humans both at the
phrase level and at the sentence level in the same way. Each node in the binary tree (that is, one
of the phrases) was labeled using a scale with 25 distinct values, ranging from very negative to
very positive. After averaging these values, phrases were assigned the corresponding value from the
[0.0, 1.0] interval.
The dataset has two commonly used versions: the 5-way fine-grained (SST-1) and the 2-way coarsegrained (SST-2), based on how many discrete labels the reviews were grouped into. To be precise,
in SST-1, there are 5 classes of labels: from very negative (i.e. reviews with sentiment values in
the [0, 0.2] interval) through negative, neutral, positive to very positive (i.e. those in the (0.8, 1.0]
interval). In SST-2, neutral sentences are excluded, and very negative and negative as well as positive and very positive sentences are merged into one category, respectively. The Stanford Sentiment
Treebank comes with predefined train/val/test splits, containing 8,544/1,101/2,210 sentences, respectively. The distribution of reviews according to their sentiments in the training, validation and
test sets are shown in Figure 3. In the following, we consider the SST-1 version of the dataset.

5.2.3

The classification model

To demonstrate how word embeddings are used for SA (and not necessarily to evaluate the quality of
word embeddings or to provide a comprehensive evaluation scheme), we train a classifier, namely
a feed-forward neural network (also known as a fully-connected neural network or a multi-layer
perceptron) in order to classify users’ movie reviews according to their sentiment level.
In more detail, first we take the one-hot term–document matrix F ∈ R|V|×n and the embedding
matrix E ∈ R|V|×d , and look up the embeddings corresponding to the words in a given review in
E by multiplying FT by E. Then to get an embedding corresponding to a review, we take the mean
of the word embeddings that are associated with the words in the given review (we note that this
constructions resembles averaging context words in the CBoW version of word2vec, see Step 2).
As a result, we have an matrix of size n × d with an embedding for each review in its rows, let us
denote it with Ẽ.
To get a prediction for each review, we use two linear layers with additive biases and apply a nonlinearity in between. That is, we take two random matrices W1 ∈ Rd×h , W2 ∈ Rh×c (where h
is an arbitrary hyperparameter, often called the dimension of the hidden layer)
√ and
√ so-called bias
matrices B1 ∈ Rn×h , B2 ∈ Rn×c , whose entries are initialized from U (− m, m) (where m is
another hyperparameter; in the PyTorch implementation, it is chosen so that it equals the inverse
of the number of rows of the matrices). The non-linearity is a non-linear function (also known as
activation function), which is applied element-wise to matrices. In this model, we used the rectified
linear unit function, whose formula is ReLU(x) := max(0, x).
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Figure 2: Example sentence #17 from SST in a binary parse tree format

Figure 3: Distributions of reviews in the training, validation and test sets
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Z1 :=ẼW1 + B1

(44)

Z̃1 :={ReLU(z1ij ) : 1 ≤ i ≤ n, 1 ≤ j ≤ h}

(45)

Z2 :=Z̃1 W2 + B2

(46)

Finally, we apply the softmax function to each row of Z2 to get a probability distribution ŷ ∈ Rc
over the classes. As in word2vec, we calculate the cross-entropy loss objective function between ŷ
and the one-hot vector of the true label y.
Learnable parameters of the model are the embedding vectors (but see discussion below), the matrices of the linear transformations W1 , W2 and the biases B1 , B2 . Training the model means
calculating the partial derivatives of the objective function with respect to these parameters using
the backpropagation algorithm (Rumelhart et al., 1986), then iteratively updating them in with an
optimization algorithm in order to minimize the objective function. In the model, we use the adaptive Adam optimizer (Kingma & Ba, 2014) with a learning rate of 0.0001 and run the training for
25 iterations (or epochs). For a more in-depth presentation and analysis of feed-forward as well as
more advanced neural networks and other topics (such as regularization, hyperparameter settings
etc.), see Goodfellow, Bengio & Courville (2016).
Our model, accessible here, can be summarized as follows:
feed_forward_nn(
(embeddings): Embedding(15481, 50)
(linear1): Linear(in_features=50, out_features=32, bias=True)
(activation_fn): ReLU()
(linear2): Linear(in_features=32, out_features=6, bias=True)
)
In particular, we experiment with the following initializations of the embedding matrix E based on
the following scheme.
1. random (Mikolov et al., 2013a)
As in the word2vec models, we sample random values from U (−1/d, 1/d), where d is the
dimension of word embeddings. We note that there are other random initialization schemes
(e.g., Xavier initialization (Glorot & Bengio, 2010), sampling from a zero-mean Gaussian
distribution (He et al., 2015)); however, for simplicity, we confine ourselves to sampling
from the uniform distribution.
2. pre-trained embeddings, frozen (GloVe)
These embeddings were trained on a corpus composed of Wikipedia and Gigaword data
from 2014, with 400,000 unique words (altogether 6 billion words). For more information,
see the web page.
3. pre-trained embeddings, re-trained (GloVe)
4. pre-trained embeddings, frozen (fastText)
The source corpora on which these embeddings were trained are Wikipedia 2017, UMBC
webbase corpus and statmt.org news dataset, with 1 million unique words (altogether 16
billion words). For more information, see the web page.
5. pre-trained embeddings, re-trained (fastText)
If we initialize the embedding matrix randomly, then we essentially learn the embeddings based
on the corpus (as dataset) along with training the classifier, resulting in a vector representation for
each word. As Jurafsky & Martin (2018) explain, this can be beneficial when the classification
task “places strong constraints on what makes a good representation”, such as in the cases of SA or
machine translation (p. 16). Similarly, training the word embeddings parallel to running the classifier
can also be advantageous for specialized domains (such as legal or medical texts), since these texts
generally exhibit such linguistic relationships between words that pre-trained embeddings trained
on domain-general corpora are likely to lack. On the other hand, we have seen that apart from being
domain-general, pre-trained embeddings are generally trained on corpora consisting of billions of
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words. Comparing these numbers to the size of the SST dataset that we used, we hypothesize that
pre-trained embeddings can capture more syntactic and semantic information than our randomly
initialized embeddings on the SST dataset. Consequently, a reasonable assumption is that models
initialized with pre-trained word vectors will achieve higher accuracy on the classification task (with
the caveats discussed above in connection with evaluating systems on extrinsic tasks).
Furthermore, it is possible to re-train already pre-trained embeddings by treating them as parameters
of the classification model. As Goldberg (2017) explains, this choice also seems to depend on the
size of the training dataset. If we use a small training dataset compared to those on which pre-trained
embeddings were trained, we risk updating only those of them that are present in our dataset, leaving
the rest as-is. For example, if we have a cluster of pre-trained word embeddings which correspond
to words with similar meaning, but only a small fraction of them occur in our training dataset, retraining might overwrite their underlying relationship (e.g., re-trained embeddings might get farther
from the cluster). Nevertheless, for the sake of illustration, we examine how the feed-forward neural
network performs if we re-train the already trained word vectors versus if we leave them as they are.
5.2.4

Results and discussion

In the following, we report on the accuracy scores of the model variants with different initializations
(see Table 3). What is readily apparent from these figures is that initializing the embedding matrix
with pre-trained embeddings led to higher accuracy scores, which is what was expected prior to
running the models. It is primarily due to the fact suggested above – the size of corpora on which
pre-trained embeddings were trained (in both cases, it is in the billions) is much larger than the
size of the SST corpus (some 250,000 words altogether), which means better word representation
in this case. Another observation based on this result is that taking pre-trained embeddings and
updating them as the model is being trained (and thus adapting embeddings to the SST corpus) can
give a slight boost in accuracy. Third, in terms of the word embedding model used for obtaining
pre-trained embeddings (i.e., GloVe or fastText), there seems to be only a minor difference based
on the accuracy scores, but it might be because of the differences between the corpora used in the
pre-training process.
We have to emphasize though that these results per se can be used to gain some intuition about
using pre-trained embeddings, and in general, should be taken with a grain of salt. As implied
above, the evaluation of word embeddings using extrinsic tasks contains so many variables (e.g.,
size and domain of corpus, word embedding model used, base performance of main – in this case,
classification – model etc.), making the evaluation highly problem-specific.

random

frozen embeddings,
pre-trained with GloVe

accuracy on test set: 0.3756

accuracy on test set: 0.4208

Initialization of embedding matrix
re-trained embeddings,
frozen embeddings,
pre-trained with GloVe
pre-trained with fastText
accuracy on test set: 0.4339

accuracy on test set: 0.4086

re-trained embeddings
pre-trained with fastText
accuracy on test set: 0.4466

Table 3: Results of different initializations of the embedding matrix

In the code, part of the classification report is a confusion matrix, which provides information about
the number of correctly and incorrectly classified data points of the test set. In Figure 4, we can
see the confusion matrix belonging to the feed-forward neural network, initialized with pre-trained
word embeddings (with fastText) and with the option of re-training embeddings. The performance
of the model can easily be computed from the values in the main diagonal of the confusion matrix:
254+338+93+200+102
= 0.4466 .16
2210
16
We note that while this is a fairly decent result, current state-of-the-art accuracy score of the same problem is 0.547 (Peters et al., 2018), which was obtained with word representations trained as part of a deep
bidirectional language model.
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Figure 4: Confusion matrix as a result of re-training fastText embeddings

6

Conclusion

To answer the motivating question in the Introduction of the thesis, we can say that representing
words as points in a(n either high-dimensional or embedded) Euclidean vector space turns out to be
quite convenient. The main benefit is that we can quantitatively measure similarity between words
and documents through dot products and similarity measures, such as the cosine of the angle between
two word vectors. If we accept the hypotheses listed at the beginning, then several routes open up to
handle large bodies of naturally occurring texts and to produce word vectors. We can build different
types of word frequency matrices and get word vectors with latent meaning after processing them
(VSMs with truncated SVD). Alternatively, we can process the text through a sliding window, with
a target word in the middle and some context words around it, in order to predict either the context
given the target word or, vice versa, given the context, make predictions about what the target word
could be (word2vec). Furthermore, we can even combine these methods (GloVe), or, for that matter,
extend them to the sub-word level (fastText).
There are, of course, several other possibilities and tasks in connection with word embeddings in
NLP. One can decide and focus on the optimizational aspects of existing models (e.g., What are the
most optimal configurations of hyperparameters?). Another option could be to extend word embedding models with the representational power of other deep learning models, such as convolutional
and recurrent neural networks, their hybrid as well as specific versions. Equally important could be
to focus on downstream tasks in NLP that use word embeddings – one example is text classification
or sentiment analysis in particular. All in all, in our data-driven century, it is of crucial importance
to be able to process discourse in the most efficient and accurate way. Constructing good word
representations is one of the first steps in that process.
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