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1.1
1.1.1

Introduction
A different point of view
What measure is an intelligent machine?

In the XX. century, with the introduction of computers with a high computing capacity, lots of previously unsolvable problems got feasible solutions. Many
centuries worth of mathematicians’ work came to fruition: with a machine to calculate millions of operations in the nick of time, numerical methods are thriving.
The general approach is as follows: identify the problem, devise an algorithm
with realistic run-time, and let the computer do the dirty work.
The question follows naturally: what if we can not come up with an efficient
algorithm, or, worse, with any sensible algorithm at all? For example: we need
a program that can read handwriting and can quickly digitalize the sentences
written by the user. How do we tell the machine what the letter ”A” looks like,
if every person writes it differently? Why can’t a machine solve a task than any
eight-year-old can?

Figure 1: A set of handwritten digits. A neural network trained to recognize
them can be found at [1].
The problem lies in the difference between how humans and computers solve
problems. The latter view everything as data, while the former view everything
as patterns. Humans have difficulty memorizing data that does not ”make
sense” such as telephone numbers, or dozens of dates for a History test. It
shouldn’t come as a surprise that many learning techniques for students consist
of making up some artificial relations between bits of information. Computers,
on the contrary, can store, sort, or summarize without much effort, but they lag
behind when it comes to classic AI problems: speech and handwriting recognition, and vision. [2]
The issue is a bit more general: we do not know nearly enough about how our
brains work, how information is stored, organized and recalled, and this leaves
us helpless in the face of teaching a computer to complete the aforementioned
tasks. That aside, we are not completely unarmed: what neuroscience gave us
is the concept of artificial neural networks (ANN).
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Figure 2: A biological neuron and its mathematical representation [3]
1.1.2

Neurobiological inspirations

Animals and humans interact with the world through their nervous systems,
which consists of cells called neurons. They are star-shaped with a long tail
called axon, and they function by transmitting signals to one another, creating
complex systems capable of guiding our senses, controlling our body and processing information. Our central nervous system, which lets us think and solve
problems, is located in our spine and our head. (Through decades of research),
neuroscientists have managed to find correlations between certain parts of the
brain and their activity. The patterns in which the neurons are interconnected
are probably responsible for our memories, but there are lots of theories on the
subject.
A neuron receives signals from the ones connected to it through gates called
synapses, and these signals either excite or inhibit its activity, and if the collected signals reach a certain threshold, the neuron sends an electrochemical
pulse called action potential through its axon, alerting other cells.
The nervous system’s adaptiveness and its ability to learn gave rise to the
concept of ANNs. The basic premise is that instead of a huge, linear algorithmic
solution, we could use many parallel ”cells” arranged in layers, that each evaluate their input and send it the ones connected to it, with a decision function
at the end to combine them.
The most interesting feature of these networks is their ability to learn. A
human infant is equipped with millions of neurons when she is born, all ready
to grow connections with each other to let her understand the world. If we
could arm our computers with the same ability, they could solve unimaginable
problems.

2

Figure 3: Frank Rosenblatt with the image sensor of the Mark I Perceptron [4]

1.2

A brief history of artificial neural networks

As early as 1943, Warren McCulloch and Walter Pitts, a neurophysiologist and
a logician came up with a computational model that consisted of neurons, which
they believed to be the base logic units of the brain. McCulloch and his team
examined the structure of the frog’s visual system, and the way it not only
transmitted, but organized information.
Alan Turing has proposed the idea as early as 1948, under the name ’unorganized machines’. He thought of the neural model as the simplest way to
imitate a child’s learning.
In 1949, psychologist Donald O. Hebb sought to understand the brain’s learning process, and he proposed a theory that became known as ’Hebbian learning’.
His premise is as follows: if two neurons often fire at similar moments, in response to similar stimuli, their connection becomes stronger. A catchy phrasing
of this theory is ”neurons that fire together, wire together”.
The first researcher to actually endeavor to build a neural machine was
Nathanial Rochester, working at the IBM laboratories in the 50s. These attempts failed, at first, but similar efforts have succeeded afterwards, for example
B. G. Fairley’s and Wesley A. Clark’s Hebbian network at MIT.
In 1956, at the famous Darthmouth Summer Conference, which became
known as the inception of modern artificial intelligence research, neural networks
were a prominent topic, among language processing and many other classic AI
problems.
Frank Rosenblatt built the perceptron in 1960 at the Cornell Aeronautical
Laboratory in Buffalo. Inspired by the eye of the fly, it was capable of binary
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classification in linearly seperable cases.
In the same year, at Stanford University Bernard Widrow and Ted Hoff built
the adaline, a linear network with similar abilites. They have also proposed
a multi-layer network called madaline, but without backpropagation, they resorted to less effective learning algorithms.
All of this early success, and the general hype led to expectations that the
machines of the era could not live up to. Traditional von Neumann models
proved more useful, and neural reasearchers lost both interest and funding.
In 1969, Marvin Minsky and Seymour Papert wrote Perceptrons, an infamous
book known for diminishing the last grains of belief in neural networks. In this
work, they’ve proved that the XOR function couldn’t be learned by a singlelayer machine, as it is linearly non-separable. They have left the chance for
multi-layer networks to succeed in this simple task, but their book was heavily
misinterpreted, and neural research halted for almost two decades.
The renewed interest in the field in the 80s could be attributed to numerous
factors: the discovery of the backpropagation method and thus the advent of
generally applicable networks such as the multi-layer perceptron, the competition with Japanese researchers, and increased computational power.
Another decline in popularity came in the 90s through the early 00s, as simpler
models such as the support vector machine were found to be more effective,
easier to inperpret, and computationally more feasible.
Nowadays neural networks live their third renessaince, under the umbrella
name deep learning. Deep neural networks are multi-layer networks in which
the layers act very differently. They are believed to circumvent the classic data
mining step of feature extraction, a method which is more art than science.
Instead, these machines are fed extreme amounts of raw data, and left alone to
figure out the rest themselves.
Of course, the success of these systems higly depends on the underlying hardware, as they consume massive computing resources. Contemporary networks
use GPUs, as they are built to handle the vast amounts of matrix and vector
calculations demanded by the deep learning algorithms.
Another area of recent interest are the so-called recurrent neural networks, which
possess their own sort of internal memory, for example the long-short term memory (LSTM) machine.
These modern networks, and hybrid solutions using them perform best in
pattern recognition problems such as handwriting, traffic light and voice recognition, and they find their uses in numerous other fields, such as biology, medicine,
or financial forecasting.
This is a rapidly developing field, with many unanswered questions and mysteries to explore, and learning machines may play a very important part in the
future of computing in general.
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2

Artificial Neural Networks

2.1
2.1.1

Structure and function
How to build an artificial brain

While there is no single definition of what an ANN is, it can be defined as a
parallel information processing machine with the following characteristics:
1. An ANN is composed of mostly uniform processing units called neurons,
which are connected according to a previously defined order.
2. An ANN approximates a non-linear function of its input vector.
3. An ANN is capable of learning by tuning a set of adaptive weights, and
this process is defined by a learning algorithm.
There are two stages of life that all ANNs go through: the learning phase,
and the recall phase.
In the learning phase, of which one may think as the ANN’s childhood, it
is fed the learning set, a set of data we usually have some information about.
During this stage the ANN sets its weights using its learning algorithm. This is
often a slow and memory-consuming process.
After fine-tuning itself on the learning set, the recall phase begins, in which it
uses the knowledge it learnt to solve the actual problem, now working fast and
efficiently. It should be noted that these stages are often mixed, as the ANN
can continue its learning. When its environment changes over time, it is able to
reevaluate itself over and over again.
There are three different learning methods in use: supervised, unsupervised,
and reinforcement learning. The first one, also called ’learning with a teacher’
is the one we will discuss in detail in the following chapters, as all of ANNs
described here use it. Supervised learning means we, the ’teachers’ are smarter
than the machine: for example, this is the case in image recognition. We know
very well which of the pictures depict people and which do not. The untrained
machine makes guesses, and after each guess, we tell it if it was right, and it
learns - modifies its weights - based on our answers.
Unsupervised learning, or ’learning without a teacher’ means we are just as
befuddled with the input as the machine. We have little idea what kind of result do we expect. This is the case in data mining and statistics: the machine
should look for patterns in enormous amounts of data, or preprocess it somehow to make it more digestible for other methods. This involves clustering the
information, or rooting out redundancies in large databases.
Reinforcement learning differs greatly from the previous ones as there is no
ready-made data set to learn from. The machine is placed in an environment
and offered some courses of action instead; think of a mouse in a labyrinth.
After performing an action, it experiences a reaction from the world around it,
and weights its choice depending on the reaction. In this case, we expect the
machine to optimize its own behavior in the selected environment, for example,
it should learn to control a robot, or play a game effectively.
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An ANN is composed of processing units called neurons, arranged in one
or more layers, which are sorted into one of three categories: the input layer,
the output layer, and the hidden layer(s). There can be as many of these
as convenient, but there should be at least one input layer, since it mostly
just serves as a buffer for the information the ANN receives, performing some
simple linear function. Maybe the easiest way to visualize the ANN’s structure
is as a digraph, with the neurons as nodes and the directed edges denoting the
interconnections between them. If the resulting graph is a Directed Acyclic
Graph (DAG), then we are looking at a feedforward network. Otherwise it is
called a recurrent network.
I will examine the following structures in detail:
1. the most basic single-layer networks (the perceptron and the adaline)
2. the multilayer perceptron (MLP)
3. the radial basis function (RBF) network
4. and, of course the support vector machine (SVM).
While there are numerous other models in use, those are beyond the limits
of this paper.
The ANN’s capabilities highly depend on its structure, on its complexity.
The simplest ANN model, composed of a single neuron, calculates a non-linear
function of the input vector x, taken from the input space X, which is usually
some subset of Rn , by first multiplying it with their weight vector w ∈ Rn , and
then feeding the product to their decision function f : R → R. The latter, sometimes called the activation function is a monotonically increasing function. A
simple slope or a non-continuous function like the Heaviside function can serve
as a decision function, but in later example we will mostly use continuous sigmoid functions such as the hyperbolic tangent and the logistic function, because
in multilayer networks their easily computable derivatives make them more convenient. If we refer to the elements of the input vector as x = {x0 , x1 , ..., xn },
and to the elements of the weight vector as w = {w0 , w1 , ..., wn }, then the
answer a neuron gives us is as follows:
n
X
w i xi )
y = f (wT x) = f (
i=0

Usually the actual input only begins from the first index, and w0 is used to
change the activation function’s threshold, with x0 as constant 1.
In this form, an ANN can be viewed as a non-linear function f (w, x), whose
values depend on both the parameter and the input, so it is really only an element of a function class defined by its parameter. As we will see in the following
chapter, its learning simply means finding an optimal parameter w*.
But let us not forget that choosing the function class and the number of the
parameters is up to us, too, and this is what we will refer to as the machine’s
complexity: the size of the function class to choose from, the size of the vector
w. This correlates to the structure of the ANN, but their exact relationship,
and the methodology of choosing a function class with ideal complexity is not
at all trivial.

6

2.1.2

Trial and error: teaching our machine

As I have mentioned before, in this paper we will take a closer look on the
supervised learning model. This means that for each input vector xi , we have
a desired response di , so the training set consists of pairs of (xi , di ). In classification problems, when we are expecting a yes-or-no answer, di has a value of 0
or 1. We want the machine to give a correct answer to as much of the xi inputs
as possible, or, in other words, to minimize the following:
=

m
X

yi − di

i=1

,
granted that we have m elements in the training set.
Since the machine’s answers and thus its error is defined by the parameter w,
we should include w in the function to be minimized. This is called the loss
function, or the cost function L(d, f (x, w)), which can be chosen according to
the task at hand. In classification problems, for a (x, d) element of the training
set it is simply 1 or 0 depending on whether d = f (x, w) or not. In regression
problems it means some kind of distance between d and f (x, w), for example
the square of their difference:
L(d, f (x, w)) = (d(x) − f (x, w))2
The empirical risk is the mean of the machine’s errors on the training set,
m

Remp (w) =

1 X
L(di , f (xi , w)).
m i=1

If the loss function is continuous and differentiable, then finding its minimum
in w is equal to looking for the global minimum point of a function of many
variables, w*, which is a formidable problem on its own. If we set the input
vector x as a constant, the loss function defines an n-dimensional surface on the
parameter space. In case this surface has a convenient shape, for example it
is convex, or better, quadratic, then the local minimum is easily approximable
with gradient-based numerical methods. The basic premise is calculating the
loss function’s gradient in a starting w, and then going the opposite direction,
where the function descends the steepest. We can choose the amount we move
in each step arbitrarily, thus defining the ”learning speed”.
Of course there are smarter ways to do this, for example one of the most popular
methods is the conjugate gradient method. In each iteration of this algorithm
we calculate the best amount to descend in the gradient’s direction, by solving
a one-dimensional minimization problem. There are many variations to this
method that result in faster convergence on problematic surfaces, like narrow
canyons or banana-shaped trenches.
We are in much deeper trouble if the loss function has local minima. There
are lots of heuristic methods of avoiding these pits on the loss surface, but in
this case we might try our chances with a so-called stochastic search algorithm.
These algorithms wander the parameter space randomly or according to some
agenda.
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Figure 4: The non-linear conjugate gradient method falls into one of the local
minima, depending on its starting point. [5]
A popular class of these is called the genetic algorithms. These methods utilize another biological phenomenon, the principle of the survival of the fittest.
First, some sufficiently diverse elements of the parameter space are chosen, these
vectors are the starting population. Then, using each of them the value of
L(d, f (x, w)) is calculated to evaluate their fitness. Finally, the fittest of them
are ”bred”, by mixing some of their coordinates and thus producing offspring,
some part of the population is randomly mutated, and the least fit are retired,
and the whole process starts again with the new population until an adequate
specimen is produced. The size of the population, the percentages corresponding to the amount of breeding and mutations are all chosen arbitrarily, tailored
to the actual problem.
Generally, there are as many minimization methods in use as many ANNs, but
in any case we should end up with an optimal w*, or at least a sufficient approximation, an we can take comfort in the fact that our network has in fact
learnt the training samples.
However, now we encounter a problem inherent in our teaching method: we
can train the machine on the training set as much as we want, but how can
we guarantee that it will perform just as well on unknown inputs? Aside from
the learning capability, we should introduce a new, desired trait of the ANNs:
generalization.
Generalization is one of the key elements of human learning. Although only
being exposed to a small set of experiences, we are able to react accordingly
to a vast number of events, for example, after being bitten by a stray dog at
the age of 5, we will be cautious with animals of all kinds. Or having tasted
apple tea, we are eager to drink other fruit infusions as well. While prejudices
can be both beneficial and harmful, our reliance on them makes assessing new
information somewhat easier.
Let’s see what we expect from our machines. At this point, it is useful to
introduce the R risk function separately from the empirical risk function, be8

Figure 5: Separating all possible colorings of three points on the two-dimensional
plane, and the linearly non-separable XOR problem
cause we can only measure the latter, but would prefer to minimize the former.
The risk function is the expected value of the loss function on the unknown probability distribution of the possible inputs, p(w, d), which we hope to estimate
by calculating the empirical risk.
R(w) = Ex,d (L(d, f (x, w))),
where the loss function is defined as above.
Generally, supervised learning would be useless if it only meant that the
machine can predict information we already know, albeit doing that with extreme precision. We would like to assume that by using larger training sets,
meaning when m → ∞, the Remp → R, but for more certainity, we should turn
to Statistical Learning Theory.
Russian statisticians Vladimir Vapnik and Alexey Chervonenkis proposed the
empirical risk minimization (ERM) principle, defining the conditions of consistency, calculating bounds on the risk, and making predictions on the convergence
speed.
They introduced the so-called VC-dimension to measure the complexity of
learning machines, or, as I have mentioned before, the underlying function
classes. While there are more than one ways to define this number, I will
use the one I have found easiest to understand, one used only for classifying
machines.
A function class’ VC-dimension is h, if there exists an arrangement of h elements of the input space of which each labeling (associating them with 0 or 1,
or coloring them black or white) is separable by an element of the function class,
but there are no h+1 such elements. For example, if we are using n dimensional
hyperplanes to separate point in a n + 1 dimensional space, this function class’
VC-dimension is n + 1. At the same time, it is not true that we can separate
all the colorings of all the n + 1 points in the space, for example, if the points
are not linearly independent, then there are colorings that can not be linearly
separated. The definition only demands the existence of one totally separable
9

set of points.
There are function classes with ∞ VC-dimension, for example the multi-layer
perceptron is one of them. In these cases the following results are mostly useless,
but this does not mean that these systems are useless too. It only means that
their analysis demands a different approach.
The connection of a function class’ complexity and its generalization abilities
is best illustrated with the example of polynomial interpolation.
In interpolation, the complexity is simply the degree of the interpolating polynomial. This should match the number of base points (or be less than that, in
curve fitting), or else the polynomial is not unique: it can be random outside
the base points, generating an arbitrarily big error while fitting perfectly on the
training values.
Vapnik and Chervonenkis calculated the following upper bound on the actual
risk, which holds with a probability of 1 − η, called the level of confidence:
s
4Remp (w)
ε(h)
1+
R(w) = Remp (w) +
2
ε(h)
and ε(h) denotes
η
h(ln( 2m
h ) + 1) − ln( 4 )
m
This formula shows how the real risk depends on two values: the empirical
risk, as we expected, but also on the model’s VC-dimension, or, rather, the ratio
of the VC-dimension h, and the number of training points, m. As the latter
increases, the upper bound depends more and more on the empirical risk, just
as we hoped it would. If the second part is sufficiently low, we can be sure that
the w* found by the learning algorithm on the surface defined by Remp (w) is
close to the minimum point of the R(w) as well.
However, a more complex machine can learn a training set with more precision,
producing a lower empirical risk, but its VC-dimension is higher, and it needs
more training points to keep the m
h ratio in balance.

ε(h) = 4

While it seems like using as many training points as possible is the best
solution to all of these problems, in reality this is not a feasible solution. In real
problems our training sets are finite, and broadening them is costly or otherwise
inadvisable.
Vapnik and Chervonenkis suggested a technique called structural risk minimization (SRM) to find the optimal function class for an actual problem with a given
training set. It involves using more and more complex systems to solve the same
problem, with monotonously increasing VC-dimensions, and in each step calculating both parts of the upper bound, looking for the ideal function class. The
bound will first decrease, as the system becomes capable of learning the training
set, but after a point it will start increasing, at which point we should stop, and
use the system with the lowest bound.
This is a fine idea, but in most cases determining the VC-dimension of a
function class is very difficult, and we only have rough estimates.
10

Another problem is that this upper bound is not very tight either, the actual
performance of a machine can be considerably better. This is especially true
in case of models with an infinite VC-dimension, where this upper bound is
meaningless.
Still, the SRM method is a good idea, and its founders formulated the Support Vector Machine in accordance to it. Its whole purpose is lowering both
parts of the bound simultaneously, as we will see in the next chapter.
All in all, choosing the right model, and the best number of parameters
and neurons is just as interesting a problem as choosing the exact parameters.
This is usually an empirical process, and it involves trying many different methods until we find an appropriate one for the problem at hand. Let’s finish this
topic with a few useful tips on how to make do with a finite set of training points.
For the reasons described above, the value of the empirical risk in its minimal point is not very reliable in itself. To measure the machine’s abilities more
precisely, we should separate a subset of the training set, and create a so-called
validation set. Then we teach the network on the remaining points, and then
test it against the validation set’s points, thus getting a more realistic picture
about how well it would perform on unknown input.
For an even more thorough examination, we could divide the training set into k
small sets, and teach it using k − 1 sets, then test it on the remaining one; then
repeat the whole process leaving out another small set. This method is called
cross-validation. If the training set’s size is extremely limited, we could leave
only one point out in each iteration. Of course, this means going through the
whole training process k times, which may take lots of time.
This method could also be applied when we need to compare algorithms impartially. According to the ”no free lunch” principle, in machine learning there
is no single solution that works in all of the cases; the problems we are trying
to solve are too diverse. One model may triumph victoriously over another in
one field, and lag behind embarrassingly in another. Universal solutions are
trumped by specialized ones. Therefore, if we encounter a new problem, the
best we can do is try, fail and learn ourselves, too.

2.2
2.2.1

Basic feedforward networks
Perceptron and Adaline

The two networks I present in this section, Frank Rosenblatt’s perceptron and
Bernard Widrow’s adaline (adaptive linear neuron) have been invented independently, only a few years apart. Both function as classifiers, so if we divide
the learning set X into subsets X1 and X2 , these machines will learn how to
distinguish the training vectors belonging to each, and they are capable of sorting new, unknown input vectors into their respective categories as well. This
problem could also be formulated as a yes-or-no question, where one subset represents the inputs for which the answer is positive, and the other as the inputs
where the answer is negative.
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While they are very similar in their structure, their learning algorithms are
very different, giving them different abilities. They both look like the simple
network I’ve defined in the previous chapter, calculating a weighted sum of the
input vectors’ elements, and they both use the step function as their decision
function.

Figure 6: The perceptron gives its answer y by calculating a weighted sum of
the input vector, and then feeding it to a step function
Rosenblatt’s perceptron, invented in 1956, is a simple linear classifier. It
gives yes-or-no answers by calculating a weighted sum of the input vector, wT x,
and then checking whether it is positive or negative with its decision function f .
Its learning algorithm looks for a hyperplane in the n-dimensional input space
that separates the vectors of the two subsets, or rather the normal vector of one
such hyperplane. This w* vector is usually not unique, and, if the classes are
not linearly separable, may not even exist.
The latter is a serious drawback of the perceptron model. The good news is,
however, that there is concrete proof that the learning algorithm I will describe
always finds a sufficient hyperplane in a finite amount of steps, and with a convergence speed only affected by the dimensionality of the input.
The learning algorithm is as follows: in the k-th learning step, we change
the weight vector according to
w(k+1) = w(k) + α(k) x(k) ,
where (k) is the classification error and α is the learning rate, a positive
value, usually between 0 and 1. This learning algorithm is as simple as it gets:
if the perceptron got the answer right, then w remains unchanged, if it made a
mistake, then w is altered by a signed amount of the misclassified vector.
The teaching must go on until all the training vectors are learned, and while
the algorithm may need to process the whole training set repeatedly to get it
right, it will eventually find an optimal w*.
The adaline, conceived in 1959, while similar in structure, learns very differently. While it also has a step function as a decision function, it evaluates
its error and corrects itself according to the weighted sum wT x instead of a
yes-or-no answer. It minimizes a cost function which is the mean of the squared
errors:
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C(w) =

m
1 X
(
dk j − wT xj )
m j=0

Minimizing this function is relatively easy, since it is equal to solving a system of linear equations.
The adaline is not limited to linearly separable cases, it finds the optimal
w* that minimizes the error. However, the cost function’s value in its minimum
point may be greater than zero, and this means the machine can not learn every
training set perfectly.
There are many variations to these simple networks, for example the training
rate in the perceptron can be defined as a function of k, this way the algorithm
could take smaller steps as it processes the training set again and again.
While these networks, especially modern versions of the perceptron are still in
use, their applicability is very limited. Most of their limitations can be negated
with introducing more layers, as it is seen in the next part. Of course, this
increase in complexity creates new problems in itself.
2.2.2

Multilayer perceptron and the backpropagation algorithm

The multilayer perceptron’s (MLP) name is a bit misleading: instead of a more
complex perceptron, it is actually a network of perceptrons arranged in at least
two layers. Its elements, usually referred to as nodes or neurons, are linked together to form a feed-forward network, where each layer’s neurons receive all the
outputs of the nodes in the previous layer, combine them with their weights,
feed the sum into their activation function, and send the results to the next
layer.
This is the part where the indices get out of control.

Figure 7: The graph representation of a MLP with l layers
If there are l layers, composed of k0 , k1 , ..., kl neurons, and each layer’s neurons are connected to all of the previous layer’s neurons, then we can denote
(r)
the r-th layer’s i-th neuron’s j-th weight as wij . In some notations the i and
the j may change place, to better resemble a DAG edge.
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If we denote the r-th layer’s input vector as x(r) , which is composed of the
outputs of the previous layer, then the r-th layer’s i-th neuron’s output is
kr−1
(r)

yi

(r)

(r)T

= fi (wi

(r)

(r)

x i ) = fi (

X

(r) (r)

wij xij ),

j=0

where the f functions are the sigmoid activation functions, and the first layer’s
input vector is the actual input vector.
As classifiers, these networks are capable of classifying not linearly separable data, resolving the problem presented above. In place of exact proof, I will
present an example of how increasing the number of layers can help solve more
complex problems.
In this example scenario let us have some points in the two-dimensional space,
some colored red, some colored blue. Our goal is to have a network that can
divide the whole two-dimensional plane into two parts, an accepted set and a
rejected set, neither of them necessarily bounded nor connected. All the red
points should be accepted, and all the blue ones should be rejected.
A single neuron, a perceptron described above looks for a hyperplane to separate the points, or, in this case, a straight line. In general, there is no such line,
illustrating the limitations of the perceptron.
However, if we take a few perceptrons like this, and combine their results with
an AND logical function, ideally we will end up with a network that divides the
plane into two connected sets, at least one of them unbounded. This applies if
the intersection of the accepted sets of the neurons isn’t empty. This network,
using one hidden layer and an output layer to combine them, can discriminate
some not linearly separable cases, for example, if all the red points are within a
circle, and all the blue ones are outside of it. It still fails if the points are mixed
too well.
Let us introduce more AND neurons in the second layer, and a final OR output
layer to aggregate them. In this model, the AND neurons select some bounded
regions of the plane, and then the OR neuron decides if the point under investigation falls into any of them. Thus, this three-layer network can perfectly
classify all non-degenerate cases.
While this example is very over-simplified, and generally there is no simple
way to interpret a trained network’s decision making process, it nicely shows
how the number of layers needed correlates to the complexity of the training
set. Simply put, a complex case requires a complex network.
MLPs with at least one hidden layer and sigmoid activation functions are universal approximators. It has been shown that they are capable of approximating
any continuous function, but the proof is not constructive, so we still don’t know
how to construct or teach a network for a given function.
As MLPs can increase in size arbitrarily, the only serious limit is computational power. Both teaching and evaluating a many-layered network takes too
much time to be feasible in real-life cases.
Teaching the MLP utilizes the same gradient descent method as described
previously. All the weight modifications are calculated by partially differenti14

ating the loss function by the weight at hand. This is simple enough for the
output layer’s weights, but if the weight belongs to a neuron in a hidden layer,
the calculation becomes significantly more complicated, as we need to calculate
partial differentials of a composition of non-linear functions.
The backpropagation algorithm shows us how, if we choose the right activation
functions, this problem is much less scary than it looks.
Let the output layer’s error’s derivative - the amount we should change their
weights - be
(l)
0(l)
(l)T (l)
(l)
δi = fi (wi xi )(di − yi ),
where di is the expected output of the output layer’s i-th neuron. These are
values we can easily calculate. Then, using these δs, we can infer the deeper
layers’ errors:
kr
X
(r)
0(r)
(r)T (r)
(r+1) (r+1)
δi = fi (wi xi )
wij δi
,
i=0

where r = l − 1, ..., 1.
Backpropagation of the network’s error means that in each learning step, we
begin by first calculating the correction of the output layer’s weights, and then
use these modification values to calculate the change in the penultimate layer’s
weigths, and then going backwards layer to layer. This means that teaching
additional layers only multiplies the learning time by the number of the layers.
Also, the logistic function and other popular sigmoid functions have easily calculable differentials.
Building MLPs present new and exciting problems, because they give great
freedom to the designer. There are no exact methods to determine how many
layers are needed, for example, only tips and tricks.
It may be a good idea to start with a big network, which can learn the problem
well enough, and then trim it by removing redundant parts, for example if a
neuron’s outputs all have weights close to zero then it can not be all that important. Or, the other way round, we may build only a small network first and
add neurons one by one to see if it is complex enough.
Although MLPs are versatile tools, they have some serious drawbacks which
resulted in their popularity fading in the ’90s. One of the problems is the vast
amount of time they need for learning, as teaching an MLP can take weeks,
which makes them useless in problems that change over time, and demand constant readjustments.
Another serious issue is a result of the great number of layers. In 1991, Sepp
Hochreiter called the problem the ’vanishing gradient’. It basically means that
in the process of backpropagation, the error gets exponentially smaller, thus the
deepest layers learn very slowly.
Still, the MLPs inspired many contemporary ANN structures, each successful in their respective applications. One of these are the so-called deep neural
networks (DNN). They are basically multi-layered networks that use different
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teaching methods for different layers.

2.2.3

Radial basis function networks

Basis function networks can be considered a special case of the MLPs. They
have two active layers. The hidden layer’s neurons apply their basis functions
on the input vector, and the output layer calculates a linear combination of the
basis functions’ values.
These basis functions are continuous real-valued multivariate functions, so if the
input vectors’ are n-dimensional, and there are m neurons in the hidden layer,
then the hidden layer as a whole maps the input vectors from the n-dimensional
space to the m-dimensional space.
Let us denote these basis functions as φi where i = 1, 2, .., m, and an input vector as x, so the transformed input vector is composed of φ1 (x), φ2 (x), .., φn (x) =
Φ(x), where Φ is an Rn → Rm vector field.
If we forget for a moment about the hidden layer, and think of the transformed input vectors as the input vectors of the now one-layered network, then
we are looking at a basic perceptron (or an adaline, depending on how we measure its error) that is searching for a separating hyperplane in the m-dimensional
space. As we have seen at the perceptron, it only works in linearly separable
cases, but in those cases it learns quickly and efficiently. So the basis function
networks’ great trick is the way they can transform the linearly not separable
vectors into another, possibly higher dimensional space, where they are linearly
separable, and then search for the separating hyperplane there.
They have the same universal approximation abilities as the MLPs, but they
work quite differently. Here I will only discuss the radial basis function (RBF)
networks in detail, as they provide a good introduction to support vector machines.
These networks use radial basis functions, functions whose values only depend
on the input vector’s distance from their centers: φi (x) = ϕi (kx − ci k) = ϕi (r).
The ϕi (r) function here could be a number of functions, the most popular of
−

r

2

these is called the Gaussian function: ϕi (r) = e 2σi , where σi is called the
width parameter. Usually these width parameters are the same for all the basis
functions.
As with the MLPs, constructing the network is just as much a challenge as
teaching it. MLP had the number of layers and the number of neurons to choose,
with RBFs, the arbitrary parameters are the radial basis functions’ centers and
widths. There are no universal answers here either.
Choosing the centers is the tougher part, as they should somehow represent the
learning set adequately but still cover the input field as much as possible, since
the machine will be practically clueless about inputs beyond the basis functions’
boundaries.
If the training set is relatively small, then we can choose all the training vectors as centers. This method results in a system of linear equations and should
work just fine.
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Figure 8: The linearly non-separable XOR problem becomes linearly separable
in the transformed space. The transformations φ1 (x1 , x2 ), φ2 (x1 , x2 ) measure
the distance of a point from the accepted points
The problem gets interesting if the training set is too abundant to use them
all as centers, then we can apply some unsupervised learning method to create clusters of the input vectors, and find a representative center for all these
clusters, which may or may not be an input vector in itself. The k − means
clustering method is one of the simplest solutions.
If we are adamant about using a subset of the traning set as centers, then the
OLS method yields an arbitrarily optimal solution in feasible time.
There are only heuristic methods for choosing the optimal width parameters
too. As these parameters have a smaller influence on the network’s performance,
it is harder to go wrong with them, as long as they are not too small. A simple
method for choosing σi is calculating the mean of the distances of the other
centers from ci .
Finally, there is a popular modification to the RBF networks, in which we
divide each basis function by the sum of all the basis functions, so the sum of
the basis functions’ values on any input vector is equal to 1. This is called the
normalized architecture, and this version usually outperforms the original one.

3

Support Vector Machines

As capable as they might be, there are many practical problems with the advanced ANN structures I have described above: the MLP and the RBF. Both
require trial and error methods to determine their structure, let it be the number of layers or the center of the basis functions.
In this part of my thesis, I will describe an ANN that makes these decisions
mostly automatically. It combines ideas that arose in the previous chapter, and
at the same time it offers a novel approach that is simple both to understand
and to implement.
Let us meet the Support Vector Machine (SVM).
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3.1
3.1.1

Linear SVM
The linearly separable case

First, we will solve the linearly separable classification problem. This is something even the most simple ANN, the perceptron could have done, but this time
we will put some extra constraints on the task.
Let X+ and X− be the two disjoint subsets of the training set X, which
is itself a finite subset of the input space X ⊆ Rn , so both the accepted and
the rejected subsets are composed of n-dimensional vectors. Let us denote the
elements of X+ as x+ and the elements of X− as x− . We are looking for an
n − 1 dimensional hyperplane to separate these vectors. Finding the hyperplane
is equal to determining a normal vector w so the following holds:
wT x > c
for every x+ from X+ , and
wT x < c
for every x− from X− for some constant c. This could be rephased as
wT x + + b > 0
wT x− + b < 0
for some consant b. This b is called the bias, as it determines the decision
treshold where the machine changes its opinion about the input vector. In our
example, of course, b = −c.
The machine will accept an unlabeled x input vector if its wT x+b is positive,
and it rejects it if this value is negative. So its decision function is a step function,
and its decision making process can be summarized as
yi = sgn(wT xi + b),
where yi is the machine’s answer to the xi input.
Finding such a w means that the machine can classify the learning set perfectly. This time, however, we are not satisfied with any such separating hyperplane. We want the classifier to generalize what it has learnt as well as possible,
and this means the hyperplane should separate the training points with the
widest margin possible.
Since we can assume that there are no vectors on the actual hyperplane,
with careful scaling we can modify these inequalities so they amount to
wT x + + b ≥ 1
wT x− + b ≤ −1
This means that instead of only being on either side of the hyperplane, there
should be at least distance of 1 between the sets and the hyperplane, so all of
X+ is on the other side of a hyperplane parallel to the separating one, and all
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Figure 9: The optimal w vector corresponds to the separating hyperplane that
leaves the widest margin between the two training sets
of X− is on the other side of an another parallel hyperplane. The area between
these auxiliary hyperplanes is called the margin.
To avoid having to juggle two sets of inequalities, we will now introduce yi
modifiers for each xi from X. For xi -s from X+ , di = 1 and for xi -s from X+ ,
di = −1. Using these new variables, the above inequalities can be summarized
as
di (wT xi + b) ≥ 1
Maximizing the margin is one of the key ideas of SVMs, and this will be our
goal throughout this chapter. To this end, we should first express the margin’s
width r in terms of factors we can modify.
First, for all the training vectors located on either of the auxiliary hyperplanes
the above inequality is actually
di (wT xi + b) = 1.
The distance between these x+ -s and the x− -s is equal to their difference’s
length in the direction of the normal vector w, and this distance is also the
margin’s width, which is the value we are interested in. We can calculate it like
this:
w
r = (x+ − x− )
kwk
Now, by using the equality above for the training vectors on the hyperplane,
it is easy to see that
r = (x+ − x− )

w
1
=
(xT w − xT− w) =
kwk
kwk +

1
2
(1 − b − (−1 − b)) =
,
kwk
kwk
so in order to maximize the margin’s width, r, we have to minimize kwk. Since
a formula with roots is quite inconvenient to differentiate, we should try minimizing 12 kwk2 instead.
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Let us alter the inequalities one last time, to gain a form better suited for
multivariate minimization:
di (wT xi + b) − 1 ≥ 0
Now we are ready to face the problem: we are looking for the minimum of a
function with n variables, on a set bounded by the inequalities. The best tools
to use here are the Lagrange multipliers.
Generally, if we have some differentiable function f (x1 , x2 , ..., xn ) = f (x),
and we want to find its extreme points, a minimum or a maximum, then we
calculate its partial derivatives, arrange them in a vector called the gradient,
and look for an x∗ where the gradient is equal to zero. This point is a fine
candidate for a local minimum or maximum, but there is a chance that it is
neither, that it is a saddle point, and further evaluation is needed. However, if
the function’s domain is the whole Rn , then all the minimums and maximums
have a gradient of zero.
Sadly, this is not the case if we look for the function’s extreme point on a region
bounded by differentiable restriction functions g(x)i . This point may fall either
inside the region, which is the less interesting case for us, since then the gradient
should still be zero there. What makes our life hard right now is the fact that
when the minimum or the maximum is on the border of the region, where (some
of )the g(x)i s are equal to zero, the gradient in that point could take any value.
This is the part where we turn to Lagrange multipliers.
This handy method utilizes the fact that the possible extreme point x∗ on
the boundary of the region enclosed by the restriction functions g(x)i = 0 is
characterized by a peculiar feature. On that point, the gradient of f (x) is a
linear combination of the gradients of the g(x)i s.
To better understand why this is true, let us consider the case where n = 2
and there is only one constraint, g(x). Let the border be a circle, for example.
Now the search for the extreme point x∗ is equal to looking for a contour line
of f (x), a curve defined by f (x) = c, which touches the circle, but does not
intersect it. In the point where the two curves meet the gradient of f (x) and
the gradient of g(x) are parallel to each other, or, in other terms, there exists
a λ that ∇f (x∗ ) = λ∇g(x∗ ) (we do not care about the case where any of them
are null vectors). In other words,
∇f (x∗ ) − λ∇g(x∗ ) = 0
This train of thought also holds in n dimensions and for k restrictions, with
the λi s as coefficients for a linear combination. Thus, in the extreme point x∗ ,
the following must hold:
L(x) = ∇f (x∗ ) −

k
X

λi ∇g(x∗ )i = 0

i=1

Let us use this knowledge to create the Lagrangian form of our problem.
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The function to minimize, with the boundaries included, is as follows:
L(w, b) =

l
X
1
kwk2 −
αi (di (wT xi + b) − 1),
2
i=1

where αi are non-negative values. This formula is called the primal optimization
problem.
Since we want to minimize this function with respect to the w vector and
the b value, we will now differentiate it separately according to these variables.
We will then look for the optimal w∗ and the optimal b∗ where this derivative is
0. Fortunately this function is quadratic in w, so we will not get stuck in local
minima.
Let us differentiate L(w, b) by the vector w. This is equal to partially differentiating the multivariate function by all but one of its variables. By assembling
∂L
for j = 1, ..., n in a vector, we get the gradient
these partial derivatives, ∂w
j
vector of L(w, b),
l
X
∂L
(w, b) = w −
αi di xi .
∂w
i=1
To find the minimum in w, let us see where this gradient is equal to zero.
w−

l
X

αi di xi = 0

i=1

w∗ =

l
X

αi di xi

i=1

This means that the ideal weight vector w∗ is a linear combination of the training
vectors. If we knew the Lagrange multipliers’ exact values, our problem would
be solved.
On the other hand, the derivative of L(w, b) by its variable b is much simpler:
l
X
∂L
=−
αi di .
∂b
i=1

To find the minimum in b, let us equate this expression to zero.
0=

l
X

αi di

i=1

This might be helpful down the road.
Now let us substitute this sum form of w∗ into L(w, b), and also let us expand
it to gain the dual form of L(w, b), which only depends on the α vector.
L(w, b) =

l
X
1
kwk2 −
αi (di (wT xi + b) − 1) =
2
i=1
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l
l
l
X
X
X
1 T
T
w w−
αi di w xi −
αi di b +
αi di =
2
i=1
i=1
i=1
l
l
l
l
l
l
X
X
X
X
X
1 X
(
αi di xi )T (
αi di xi ) −
αi di
αi di xTi xi − b
αi di +
αi
2 i=1
j=1
i=1
j=1
i=1
i=1

Since the first two expressions are the same amount multiplied by 21 and −1,
and the third one is equal to zero according to the derivative by b, the dual form
of the problem is
L(α) = −

l
l
l
X
1 XX
αi di αi di xTi xi +
αi
2 i=1 j=1
i=1

Pl
with the conditions of αi ≥ 0 for i = 1, ..., l and 0 = i=1 αi di . These constraints are called the Karsh-Kuhn-Tucker conditions, which guarantee us that
maximizing the dual form is equal to minimizing the primal form.
At this point we are free to solve this quadratic programming problem as
we see fit, usually by using some numerical software. The solution’s αi∗ coefPl
ficients determine the ideal weight vector w∗ = i=1 αi∗ di xi . The ideal bias,
b∗ is calculable by, for example, substituting this w∗ into one of the inequalities that contain a training vector located on one of the auxiliary hyperplanes:
di ((w∗ )T xi + b) = 1. This results in a simple equation for b∗ .
Having acquired the ideal w∗ and b∗ parameters, our now complete SVM
will make its decisions as follows:
l
X
y = sgn((w∗ )T x + b∗ ) = sgn(
αi∗ di xTi x + b∗ ),
i=1

where x is an unlabeled element of the input space.
This decision rule shows how similar the SVM is to the basis function networks, with the basis functions xTi x. In the SVM’s case, however, we do not
choose the number of basis functions arbitrarily, with a trial and error method:
the αi∗ coefficients determine the number of them, since many of these αi∗ s will
be zero. It is apparent from the QP problem’s conditions that the only αi∗ s with
a chance of being positive are those corresponding to xi s on the auxiliary hyperplanes, that is, the ones for which the inequality holds sharply. This means
the number of required basis functions may be much lower than the number
of training vectors, and this speeds up the SVM’s decision making process immensely. This favorable trait of the SVM is called sparsity. The training vectors
with positive coefficients, the ones who play a real part in the decision making
are called the support vectors.
Another notable characteristic of the SVM is also apparent from the decision function: it only demands the unknown input vector’s dot product with the
support vectors for its calculations, not the actual input vector itself. While it
may not be obvious at first glance why this is so significant, this feature makes
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the SVM the powerful tool it is in real-world applications.
Note how we only solved the linear classification problem in this chapter, something we already have done with a much less sophisticated construct. This
dependence on the dot product guarantees that the non-linearly separable case
will not be that different a problem.

3.1.2

Soft margin: the linearly mostly separable case

The SVM’s heart is the wide margin it provides between the accepted and the
rejected vectors. This margin lets it minimize both parts of the general error
we discussed in the previous chapter, as it learns the training set and keeps its
complexity low simultaneously.
But what if some of the training vectors of the two sets are too close to each
other, so even the widest margin is too narrow, or, worse, if the training vectors
are not linearly separable? In this chapter we will relax the constraints a bit,
letting some of the training vectors slip inside the margin, or even fall on the
wrong side of the separating hyperplane. These methods are called soft margin
SVMs, and while there are various versions in use, we will only discuss the most
simple solution, sometimes called the C-SVM.
Let us modify the constraints on the training vectors’ desired answers with
these ξi ≥ 0 slack variables:
di (wT xi + b) ≥ 1 − ξi ,
for i = 1, ..., l. As we want these slack variables to remain relatively small,
because the machine should still classify as well as possible, we will include
these slack variables in the function to minimize:
l

L(w, b, ξ) =

X
1
kwk2 + C
ξi ,
2
i=1

where C ≥ 0 is some constant that determines how much we penalize the misclassifications and the vectors wandering into the margin. It is chosen arbitrarily,
and it represents how much are we willing to sacrifice in order to keep a wide
margin. Note how for C = 0, meaning we do not compromise, the problem is
the original linear classification.
Now let us use Lagrange multipliers once again:
l
l
l
X
X
X
1
2
T
L(w, b) = kwk + C
ξi −
αi (di (w xi + b) − 1 + ξi ) −
γi ξi
2
i=1
i=1
i=1

This time, in addition to the first two, we have to differentiate this function by
its third group of variables, the ξi s.
∂L
= C − αi + γi
∂ξi
for i = 1, ..., l. This yields the following optimality criteria:
0 = C − αi + γi
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C = αi + γi
This means that by calculating the αi s, we also get the corresponding γi s
through the simple formula γi = C − αi .
In this case the dual form only differs in one of the constraints: instead of simply
looking for any αi ≥ 0, we put a cap on these αi s, so the new constraint is
0 ≤ αi ≤ C
for i = 1, ..., l. The non-negativity of the γi s demands this constraint, but this
is the only way the relaxation affects the dual form.
Now we should solve this quadratic problem as we see fit. In this case, however, the support vectors are not necessarily those on the auxiliary hyperplanes.
This time they are those for which
di (wT xi + b) = 1 − ξi
holds.
Choosing an appropriate C for relaxation is a problem in itself. It requires
some kind of heuristic method, trying many C-s until we find one that leaves a
sufficiently wide margin without letting too many training vectors go astray.
Despite these further complications in training, soft margin SVMs are just as
popular as they are useful. In most implementations, built-in SVMs have two
defining parameters to choose arbitrarily by the user, and one of these is the
relaxation parameter. We will discuss the other one, the feature that lies in the
heart of the SVM in the next part.

3.2
3.2.1

Nonlinear SVM
Feature map: transforming the problem

Let us assume that the training vectors are very non-linearly separable, that they
are so intertwined that simply softening the margin would distort the problem
beyond recognition, for example if all of X+ is located inside a sphere, and all
of X− is scattered outside of it, in all directions. This is a very realistic scenario
in classification problems, so our model should be ready to tackle it.
First, we should recall an idea we have discussed in the previous part: basis
functions. Their primary role was to transform the input vectors into a space
where they are linearly separable, even at the cost of increasing their dimension.
So, this time, instead of working with n-dimensional xi s, we apply some basis
function Φ = (φ1 , φ2 , ..., φm ) : Rn → Rm on all of them, and use the resulting
m-dimensional Φ(xi )s.
This possibly dimension-expanding function is called the feature map, and its
range is the feature space. This name suggests how the function should somehow
emphasize the input vectors’ important features, for example, if our machine
should somehow prefer shorter vectors, and reject longer ones, then the feature
space could be R+ , and the feature map is Φ(x) = (kxk. In this special case,
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the dimension actually shrinks, contrary to the usual.
Let us see how this transformation changes the constraints from the last
chapter:
di (wT Φ(xi ) + b) ≥ 1.
Using these transformed vectors, the problem is equal to a linearly separable
one in the feature space, which is also know as the feature space. This means
the optimal - now m − 1 dimensional - separating hyperplane’s normal vector
w∗ is a linear combination of the transformed training vectors:
w∗ =

l
X

αi∗ di Φ(xi ).

i=1

We can find the optimal αi∗ coefficients the same way as before, through
solving the quadratic optimization problem, and this will yield the following
decision function for the unlabeled vector x:
l
X
y = sgn(
αi∗ di Φ(xi )T Φ(x) + b∗ ).
i=1

αi∗ s

Of course, most of the
will be zeros this time too, and the support vectors’
Φ(xi ) forms will lie on the auxiliary hyperplanes in the feature space, and in
the input space they will fall on the border of the non-linear margin.
Note how the decision function above only uses the Φ transformation implicitly, through the inner products: we only need the inner product of the
transformed Φ(xi ) and Φ(x) vectors, not the transformed vectors themselves.
This observation makes solving the non-linear case immensely easier, because
it means that if we had a function K(xi , x) = Φ(xi )T Φ(x) that calculates the
transformed vectors’ inner products directly, then we could save both computational power and a significant amount of headache caused by trying to appraise
the characteristics of the feature space.

3.2.2

Kernel trick

These K(xi , x) functions are called kernel functions. While the feature space
may be very complex, and even of infinite dimension, the corresponding kernel
function could be simple and easily calculable. This benevolent effect of using
kernel functions instead of the basis functions is referred to as the ”kernel trick”.
The decision function using the kernel trick is:
y = sgn(

l
X

αi∗ di K(xi , x) + b∗ ).

i=1

Now let us see what functions are fit to be used as kernels. Of course, they
should stand for a dot product in some space, but how do we determine about
a given function if there exists such a space?
To get more familiar with kernel functions, let us arrange the K(xi , xj ) values
for all elements of the training set X in the kernel matrix K. According to the
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Figure 10: The two-degree polynomial kernel in use [6]
assumption that this kernel function stands for a dot product in some unknown
space, endowed with all of its dot product traits, K is symmetric. If it satisfies
Mercer’s condition, that is, it is also positive semi-definite, then K(x, y) is a
dot product for some space, and thus a valid kernel function.
Mercer’s theorem also provides us with a theoretical method of identifying
the underlying feature map Φ(x), for which K(x, y) = Φ(x)T Φ(y), for a given
positive semi-definite kernel function.
Let the input space X be a closed subset of Rn . If a symmetric, continuous
K(x, y) function is positive semi-definite, meaning for all x1 , x2 , ..., xk elements
of the input space and any c1 , c2 , ..., ck real numbers
k X
k
X

K(xi , xj )ci cj ≥ 0,

i=1 j=1

and also

Z Z
X

K(x, y)2 dxdy,

X

then we can define an integral operator
Z
LK (f (x)) =
K(x, t)f (t)dt
X

for all f (x) from L2 (X). This is a self-adjointed, non-negative compact operator on L2 (X), so, according to the spectral theory of compact operators, its
eigenvalues λi are non-negative and square-summable, and its eigenfunctions
φ(x)i are orthonormal and they form a base in L2 (X).
Mercer’s theorem states that the kernel function can be represented with these
eigenfunctions as
∞
X
K(x, y) =
λi φ(x)i φ(y)i ,
i=1

and the converge is absolute and uniform on each compact subset of X.
In practice, a kernel function should measure some kind of similarity between
its variables. This means it should be
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• symmetric: K(xi , xj ) = K(xi , xj )
• non-negative: K(xi , xj ) ≥ 0
• maximal if the variables are the same: K(xi , xi ) ≥ K(xi , xj )
One of the simplest kernels are the polynomial kernels. In their most basic
form, called homogeneous polynomial kernels, they are
K(x, y) = (xT y)d ,
where d ≥ 1 is a natural number. For d = 1 this kernel is the dot product of its
inputs, so using it results in the linear SVM. Let us expand this expression for
d = 2:
n
n
n X
i−1
X
X
X
2
2 2
K(x, y) = (x y) = (
xi yi ) =
xi yi +
2xi yi xj yj
T

2

i=1

i=1

i=2 j=1

They are called homogeneous because all of its terms are the same degree. To
include all terms up to d in the kernel, one must use an inhomogeneous kernel:
n
X
K(x, y) = (xT y + c)2 = (
xi yi + c)2 ,
i=1

where c is a positive real parameter, and it defines how much influence we would
like the lower degree terms to have compared to the higher degree terms.
Let us backtrack the Φ(x) feature map this one time, for the homogeneous
d = 2 case:
√
√
√
Φ(x) = (x21 , x22 , ..., x2n , 2x1 x2 , 2x1 x2 , ..., 2xn−1 xn ).
It is easy to see how rapidly the feature space’s dimension grows: if the input
space’s dimension is n, then it increases to nd . This case illustrates how even
when computing the actual Φ(x)s is not feasible, the kernel function K(x, y)
can be well within our reach. With homogeneous polynomial kernels, it means
that instead of nd computations to map the vector into the feature space, and
executing the dot product there, we need only to calculate the original dot product an then raise it the power d.
Another popular kernel is the RBF kernel, also called the Gaussian kernel.
It depends on the Euclidean distance between its variables, and while its feature
space is of infinite dimensions, in practice it’s useful and readily calculable. It
is usually written as
kx − yk2
K(x, y) = exp(−
),
2σ 2
for some real parameter σ. Note how similar the SVM becomes to the RBF
network if we use this kernel, hence the name. We can also imitate the MLP
with another special kernel, the sigmoid kernel:
K(x, y) = tanh(kx)T Φ(y + θ).
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This kernel is not positive semi-definite for every combination of its parameters,
so they must be chosen carefully.
The truly marvelous thing about kernel functions is the fact that they can
be generalized into any similarity measure, as long as it makes sense and is
easily computable on the elements of the input space. For example, the socalled string kernels are extremely useful in text processing. Their feature maps
extract words, phonemes, or shorter word combinations with respect to their
order in the original strings, and the kernels themselves measure how hard it is
to transform one of the strings to the other. This method can compare strings
of different lengths.
Similarly, there are graph kernels that measure the difference between two
graphs, and tree kernels specialized on rooted trees.

4
4.1
4.1.1

Implementations & Applications
Implementations
ANN Software

There are numerous approaches to implementing neural methods.
One of these are the simulator softwares, whose primary purpose is to illustrate
what the machine looks like, and to gain a better understanding of how it works.
They have graphical user interfaces and they are more intuitive to learn and use.
One of such simulators is the Stuttgart Neural Network Simulator (SNNS), developed at the University of Stuttgart.
Usually they are self-contained, and programs produced using them cannot be
integrated very well into grater projects. This unfortunate trait made them lose
their popularity over time.
Still, such an isolated approach could be used to simulate a biological network. Programs dedicated to this effort include Neuron and GENESIS.
If our goal, however, is only to exploit the data mining abilities of neural
networks, we should turn to more generic machine learning software.
Very extensive ANN implementations can be found in the Neural Network Toolbox of Matlab, but if one is looking for open-source programs, the OpenCV
library is free, multi-platform collection of learning algorithms. Developed by
Intel, it is mainly focused on computer vision, hence the name.
A similar open-source project is OpenNN, currently developed by Intelnics, with
a focus on neural networks. It has won two awards in 2014 for being an efficient
data mining tool.

4.1.2

Hardware implementations

In the ’60s two engineers, Bernard Widrow and his doctoral student Ted Hoff
built the adaline, the first neural network to exist as more than a theoretical
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tool. Liquid-based memristors represented the adjustable weights, and the machine was able to discriminate crude geometric shapes, translate speech into
text, forecast weather, balance a broom standing on its head, and even to play
blackjack.[7]
Recently, modern memristor-based implementations are under development.
IBM Research, Hewlett-Packard and HRL Laboratories are working on project
SyNAPSE, funded by the DARPA, a US military research agency. The project’s
goal is to create neuromorphic computer chips with the characteristics of a mammalian brain: low energy consumption paired with high performance.
While generally neuromorphic programming’s aim is to imitate the human brain,
SyNAPSE takes a step towards abstraction: the researchers concern themselves
less with simulation, as they would rather take hold of the advantages a biologic
processing system enjoys.
The chip they have constructed, TrueNorth, contains a million neurons,
each with 256 synapses, grouped into 4096 cores.[8] All of these nanometer scale
synapses have adjustable weights, which makes the chip capable of learning.
The cores are arranged into a two-dimensional array, and they communicate in
an event-driven manner, unlike the traditional clock-based von Neumann systems.
SyNAPSE’s long-term goal is building a neuro-synaptic system of billions of
neurons that still consumes one kilowatt of power.
They also plan on fusing traditional computer technology, based on analytical
thinking, with neuromorphic chips, representing pattern recognition, thus creating a new intelligence whose abilities surpass both.

4.2
4.2.1

Applications
Traditional and modern uses

The ANNs have made their way into many computational tasks, with varying
success.
Their classical applications, the tasks they were created for are problems
pertaining to artificial intelligence. They include pattern classification, clustering, function approximation, forecasting, optimization, associative memory and
control.[9]
Nowadays, biology and medicine have discovered ANNs and the SVM.
In modern biology, information technology and mathematics have a greater role
than ever, as new research methods produce vast amounts of data to analyze.
This data is often disorganized, and interpreting the results demands elaborate
new methods.
One of the greatest challenges of biologists is protein classification. Proteins
have received great attention in the recent decades, as they are responsible for
almost all things our cells do. They serve as carriers and catalysts in living crea-
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Figure 11: The different levels of protein structure. Ideally, at some point we
may be able to predict the three higher forms from the primary sequence, and
maybe even backtrack the sequence from the higher forms. [10]
tures’ biological processes, and understanding them could help cure diseases and
develop more efficient ways to tame nature.
Their versatility and diversity, however, makes them hard to study. In simple terms, each protein consists of a few hundreds or thousands of amino acids,
arranged in a given order. This sequence of amino acids is called the primary
structure. Researchers are more interested in the higher level structures, as they
correspond to the shape the protein takes when it is synthesized and ready to
work. Another point of interest is the correspondence between a protein’s amino
acid sequence and its 3-dimensional structure. This is more of a mathematical
problem than a biological one, and a very difficult one at that.
Protein classification is the problem of determining a given protein’s function and location in the cell from some research data, such as its amino acid
sequence, amino acid composition (how many of the 20 kinds of amino acids
does it consist of, or in what ratio does it contain them), or some vague information about its shape.
This is a field where ANNs, and the SVM could be deployed, as we have massive
amounts of noisy data and yes-or-no questions, such as: could this protein be
located in the nucleus? Could it work as an enzyme in this reaction?
SVMs are at work in determining protein structure from their amino acid
composition. [11]
An online functional classifier that makes its assumptions based on amino acid
sequence can be found at [12].
Neural networks have found their uses in modern medicine, too. As an advanced data mining method, they help the doctors in diagnosis and prognosis
in case of illnesses with no effective diagnostic tools.[13]
ANNs have been used to diagnose cancer, and the SVM to diagnose psychiatric
diseases.
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4.2.2

Interpreting the model

As a counterpoint to their versatility, the difficulty of their interpretation is a
serious drawback of using neural networks. Simply put, they do their work,
they draw their mostly correct conclusions from the input, but they do not tell
how they do it.
We may be lucky enough to use a software that visualizes the complex system
of weights the machine is made of, and we could look for important nodes and
edges, but in a multi-layered network that is little consolation.
SVMs are a bit more helpful in this respect: by selecting the support vectors,
they highlight some data points for us. In the psychiatric study I have mentioned
previously the researchers have tried training the SVM with multiple subsets of
the data at hand, to decide which features yield the most precise classifier. They
theorized that these features and their relation to diseases should be examined
more thoroughly.
This example shows how there is a natural need for an interpretation of the
machine’s results: it is helpful to have a network to make guesses for us, but
we would like to know on what basis does it make its decisions. What are its
regions of interest, what patterns does it notice that eludes human observers?
Without a sufficient answer to these questions, the network remains a black
box, a magic oracle to consult. Such an adviser is hard to trust, even if it is
right most of the time.
Let us finish with a cautionary tale about a failed experiment with artificial
neural networks.
In the 1980s, the Pentagon has tried to build a network that could recognize
enemy tanks hiding behind trees. The computer scientists who were tasked with
creating this machine went out, and took photos of trees with or without tanks
lurking behind them.
They first trained the network with half of these photos, until it has learned to
classify them sufficiently. Afterwards, for testing, they used the remaining pictures. They were relieved to see that the machine has not only learned the test
examples, but was able to generalize its knowledge to the previously unknown
data. They submitted their creation to the Pentagon.
The Pentagon, suspicious as always, took new pictures, and tested the machine
with them. The results were embarrassingly random. It took a while for the
ashamed computer scientists to find out what was the problem.
They looked at all the photos they used to teach and to test their system: the
pictures with tanks in them were taken on a cloudy day, and on all the others
the sky was clear, and the sun was shining. They have accidentally taught the
network to tell what the weather was like.[14]

4.3

A conclusion

Machine learning’s aim is to recreate the living organism’s superior ability of
learning, of generalizing its knowledge and adapting to its environment.
Doing so is equal to letting go of the certainty of a classic, high level, instruction-
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based computational model in favor of a probabilistic one. It means that we
cannot predict what the intelligence we create will end up like, of how it will
see best to operate, and how well it will be able to negotiate the obstacles we
put in its way.
While there is a great danger in this approach, it also opens up myriads of
possibilities: a deep-learning architecture could see patterns where we cannot,
could solve problems that we can hardly formalize.
The recent successes of such machines show that the field merits out attention. Computer science companies such as Google and Microsoft initiate deep
learning research in vision, speech recognition and drug discovery.
Even though artificial intelligence has a reputation of going through cycles of
hype and disillusionment, machine learning may very well play a huge part in
the future of computing.
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