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Chapter 1

Introduction

Our every day life is becoming more and more easier thanks to several applications which
are available. Behind a lot of applications is Artificial Intelligence (AI) more precisely
it’sDeep Learning (DL). DL is the subset of AI. DL is used in various regions, like games
such as Go, forecasting stock prices, recognising images on picture, diagnosing illnesses
sometimes more precisely than doctors, self driving cars, Waze, which is a GPs navigation
software application, Google Translator, Amazon Alexa, which is a virtual assistant AI
technology developed by Amazon and many more.

DL uses neural- and deep neural networks. Later we will detail what are these
networks and how are they built. The intuitive idea of neural network can be given as
an example of a child playing in a sand with some random shells (blue and red) and we
ask the child to separate these shells according to their colors, he will draw a line which
separate these shells. This is what neural networks do, given some data it will look to the
best line that separates different elements, see figure 1.1. If the data is more complicated
then deep neural network will do the job to find the best boundary to separate the points.
Which in general is a nonlinear boundary.

Figure 1.1: The intuitive idea of neural network
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Note 1. In this thesis we will use simply “neural network” instead of “artificial neural
network” but we are not discussing the biological case!

One can ask how does the computer find this line/ boundary? We know that a line can
be written as

w1x1 + w2x2 + b = 0

which we will abbreviate in a vector notation as

wx+ b = 0,

where w = (w1, w2), x = (x1, x2) and we take the product of the two vectors. This line
/boundary will be our model! Of course, this model makes couple of mistakes.

x will be our input data. These data can be an image, text, etc. but in this thesis we
will consider our data as images. An image is interpreted by the computer as a matrix,
and each of its element contains a number, which shows the intensity of that pixel. In a
(8-bit) grey-scale image each picture element has an assigned intensity that ranges from 0
to 255, where 0 represents black and 255 represents white and all between these are “grey”,
for further check my BSc thesis [1]. w shows the weights and b is a bias (we will detail
them later).

Note 2. If our input data is not a number then we can use one-hot encoding to convert
them into numbers. One-hot encoding is a long vector full of zeros and ones. It puts 1
only in the corresponding class and everywhere else it is 0. This vector is often used for
processing data.

Note 3. Higher dimension goes in analogue way. So if we are in N dimensional space
then our boundary will be N − 1 dimensional hyperplane. This boundary is non-linear!

Here arises some question:

• How do we find how badly our line/boundary is doing?

• How to find the best line/boundary? And where to start it from?

We will show algorithms that finds this line/boundary and later we will answer the
above questions. First, we will speak about the basic concepts of Machine Learning. Then,
we introduce what Artificial Neural Network is and how it is built. After that we will speak
about Convolutional Neural Network. Next we will discuss the mathematical background
of Gradient Descent (GD). Finally, we will speak about Armijo rule and steepest descent.
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Chapter 2

Basic Concepts of Machine Learning

(ML)

Deep learning is the subset of ML. To understand deep learning well we must have a
solid understanding of the basic of ML. We start with defining what learning algorithm
is. After that we will explain what do we mean by “learning” and define two classes of it.
Then we will show different kind of learning algorithms namely supervised, unsupervised
and reinforcement learning. Then we will proceed to some problems that can occur during
the learning and a sketch to solve these problems. Finally, in this chapter we will speak
about evaluating ML algorithms.

Note 4. Most ML algorithms have settings called hyperparameters, which must be deter-
mined outside the learning algorithms itself. Later in convolutional neural network chapter
we will detail what kind of hyperparameters exist.

Definition 2.0.1 (Learning algorithm). A machine learning algorithm is an algorithm
that is able to learn from data.

But what do we mean by “learning”?

Definition 2.0.2. Learning is a process of improving the performance of the model!

Intuitively, it means what we already mentioned in the introduction part. If we are
given some data and we try to separate these data according to their class, we will always
try to get the best line/boundary which separates these data. So if our model won’t give
us a satisfying solution then our goal will be to improve the performance of the model.

The form of the function is unknown, so our job is to evaluate different machine learning
algorithms and see which is better at approximating the underlying function.
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Different algorithms make different assumption about the form of the function and
how it can be learned.

There are two types of learning: parametric and non-parametric algorithms.

2.1 Learning Algorithm

2.1.1 Parametric ML Algorithms

Making assumptions simplifies the learning process but it makes limitations about what
can be learned.

Definition 2.1.1. Algorithms that simplify the function to a known form are called para-
metric machine learning algorithms.

The algorithms involve two steps:

• Select a form for the function.

• Learn the coefficients for the function from the training data.

To understand it more clearly we give an example, which is used in linear regression.
Let’s take the following equation.

w1.x1 + w2.x2 + b = 0

Where b, w1 and w2 are the coefficients of the line that control the intercept and slope,
and x1 and x2 are two input variables.

The functional form in this case, is a line! This simplifies the learning process! Now
the only thing we need is to estimate the coefficients of the line equation! We will see later
how the computer deals with this kind of problem.

In general, the assumed functional form is a linear combination of the inputs, which is
linear! But in real world application, this is generally not true, since our problem is much
more complicated! It’s often non-linear!

Some examples of parametric machine learning algorithms include: Perceptron, Ar-

tificial Neural Network (which we explain later in the next chapter).
Parametric learning is usually solved as an optimization problem!
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Definition 2.1.2. The problem of finding optimal θ values with respect to a cost func-
tion/error function E : Θ→ R and dataset D can be defined as:

minθ∈ΘE(θ,D)

In the next chapter we will see what kind of error functions exist. Later we will also
detail the above optimization problem.

2.1.2 Non-parametric ML Algorithms

An example of non-parametric algorithms is the k-nearest neighbors algorithm (KNN),
that makes predictions based on the k most similar training patterns for a new data. This
method does not assume anything about the form other than patters that are likely to
have similar output variable. In practice this is used for example in Recommender Systems.
For further information check [14]. Another popular non-parametric machine learning al-
gorithm is Decision Trees.

Definition 2.1.3. Algorithms that do not make strong assumptions about the form of
the function are called non-parametric machine learning algorithms.

Learning algorithms can be classified generally into Supervised and Unsupervised

learning, although sometimes this boundary is too vague. Apart from that, there is also
Reinforcement learning, in which learning algorithms interact with dynamical systems
“in real time” and receive feedback to evaluate the successfulness of their actions [9].

2.2 Supervised, Unsupervised and Reinforcement Learn-

ing

In Supervised learning, each data point has a target value, which provides information
for learning and which the model tries to estimate when a new, unseen input is given. We
will denote the target value/label by y. We denote the model’s output by ŷ. The aim will
be to have ŷ resembling y as close as possible! Which in some sense is equivalent to finding
the best line which separates different elements in the best possible way!

In other words, the task is to estimate (predict) one or more outputs (targets) based
on one or more inputs using dataset that are collected beforehand! Supervised Learning
deals with two types of problems, classification problems and regression problems.
In this thesis we will concentrate on supervised learning algorithms.
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Classification problems: this algorithm helps to predict a discrete value. For exam-
ple, taking up the photos of the fruit dataset, each photo has been labelled as a mango, an
apple, etc. Here, the algorithm has to classify the new images into any of these categories.
Other examples are: Naive Bayes Classifier, Support Vector Machines, Logistic Regression.

Regression problems: these problems are used for continuous data. For example,
predicting the price of a piece of land in a city, given the area, location, number of rooms,
etc. The input is sent to a machine for calculating the price of the land according to
previous examples. Other examples are: Linear Regression, Nonlinear Regression, Bayesian
Linear Regression.

In Unsupervised learning the learning algorithm is completely opposite to Super-
vised Learning. In short, there is no complete and clean labelled dataset in unsupervised
learning. Unsupervised learning is self-organized learning. Its main aim is to explore the
underlying patterns and predict the output. Here we basically provide the machine with
data and ask to look for hidden features and cluster the data in a way that makes sense.
Examples: K-Means clustering, Neural Networks, Principal Component Analysis.

Reinforcement Learning is widely used in many applications e.g. in self-driving car,
Atari games etc.

We give a toy example to understand the idea of reinforcement learning, let’s say we
have a newborn puppy who doesn’t know anything about the world, we will call him an
agent. When the puppy receives a command from its owner it doesn’t know how to behave,
it randomly picks an action and waits for a response. In response to his action, it receives
feedback from its owner. In each action it receives single feedback either encouraging or
discouraging. We will assume that in general his only goal is to maximize rewards. In
case of a bad, discouraging feedback the puppy doesn’t know that it is bad in general
or that the action for that concrete command was not appropriate. It can discover this
just through interacting more with its owner through systematically proposing and testing
hypotheses. The process continues where at each point in time the puppy takes an action
and simultaneously receives feedback and an updated observation from his owner. Each
time it does the best to make its owner happy. We call the position of the agent at each
time a state. Therefore, whenever an agent performs an action the environment (in our
toy example is the puppy’s owner) gives the agent reward and a new state where the agent
reached by performing the action. For further check [12].
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2.3 Generalization and Regularization

Generalization refers to the model’s ability to adapt properly to new, previously unseen
data, drawn from the same distribution as the one used to create the model. But how
do we know if a model is performing well or not? In the next chapter, we will discuss
this in detail. If the model is not good, then some problem might happen, e.g. ovefitting
or undefitting. There are different ways to solve the above problem. Later, we will detail
these.

Definition 2.3.1. Regularization refers to a set of different techniques that lower the
complexity of a neural network model during training, and thus prevent the overfitting.

There are three very popular and efficient regularization techniques called L1, L2, and
dropout which we are going to discuss in the Convolutional Neural Network chapter.

2.4 Evaluating ML Algorithms

Evaluating a ML algorithm is an essential part. Our model may give satisfying results
when it’s evaluated using a metric say accuracy score but may give poor results when
it’s evaluated against other metrics such as logarithmic loss or any other such metric.
Most of the times classification accuracy is used to measure the performance of a model,
however it is not enough to truly judge a model. In this subsection, we will cover different
types of evaluation metrics, some examples are: Classification Accuracy, Logarithmic Loss,
Confusion Matrix, Area under Curve, F1 Score, Precision and recall, Mean Absolute Error,
Mean Squared Error. We will discuss just few of them, for further reading check [7].

• Classification Accuracy: it is the ratio of number of correct predictions to the
total number of input samples. More formally, it can be written in the following
way:

Accuracy =
Number of correct predictions
Total number of predictions

It works well only if there are equal number of samples belonging to each class.

• Confusion Matrix: as the name suggests, it gives us a matrix as an output and
describes the complete performance of the model. Let’s assume we have a binary
classification problem. We have some samples belonging to two classes : yes or no.
And our model gives us a prediction. After testing our model on e.g. 165 samples,
we get the following result.
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n = 165
Predicted:

NO

Predicted:

YES

Actual:

NO
50 10

Actual:

YES
5 100

Table 2.1: Confusion matrix

There are 4 important terms :

– True Positives: The cases in which we predicted yes and the actual output was
also yes.

– True Negatives: The cases in which we predicted no and the actual output was
no.

– False Positives: The cases in which we predicted yes and the actual output was
no.

– False Negatives: The cases in which we predicted no and the actual output was
yes.

Accuracy for the matrix can be calculated by taking average of the values lying
across the “main diagonal” i.e.

Accuracy =
True positive+ True negative

Total samples

• Mean Absolute Error: is the average of the difference between the original values
and the predicted values. It gives us the measure of how far the predictions were
from the actual output. However, they don’t give us any idea of the direction of
the error i.e. whether we are under predicting the data or over predicting the data.
Mathematically, it is represented as :

MeanAbsoluteError =
1

N

N∑
j=1

|yj − ŷj|,

where yi is the label and ŷj is the prediction.

• Precision and Recall: sometimes we use a binary classifier to detect some rare
event. E.g.testing a rare diseases. Let’s suppose that only one in every million people
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has this disease. We can achieve 99.999% accuracy on the detection task, by simply
hard coding the classifier to always report that the disease is absent. In this case,
accuracy is a poor way to characterize the performance of such a system. One way to
solve this is to measure precision and recall. Precision is the fraction of defections
reported by the model that were correct, while recall is the fraction of true events
that were detected. A detector that says no one has the disease would achieve perfect
precision, but zero recall. A detector that says everyone has the disease would achieve
perfect recall, but precision equal to the percentage of people have the disease.
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Chapter 3

Artificial Neural Network (ANN)

In this chapter we will speak about the basic concept of the neural network. Firstly, we
will speak about the building block of ANN, the perceptron. After that, we will discuss
the perceptron algorithm. Next, we will show that maximizing the probability will be
equivalent with minimizing the error function. After that, we will speak about Multilayer
perceptron. Finally, we will speak about how can we train the ANN.

3.1 Basic Concepts of Neural Network

Let’s recall from the introduction that for separating different kind of data the computer
draws a line/boundary. This line/boundary will be our model and we call this (linear)
equation as score. Finally our output gives us a prediction. Which we denote by ŷ. And
our aim is to have y (label) resembling ŷ. The perceptron is the building block of neural
network. We can encode our equation into a small graph. One way to plot the perceptron
can be seen in figure 3.1.

The perceptron can be seen as combination of nodes where in the first node, we get
the linear equation from the inputs and the weights. And in the second node we place e.g.
a step function. And in this way we obtain the prediction ŷ.

Note 5. Later in this chapter we will discuss several kind of so-called activation func-
tions instead of the step function. These functions will be much more useful than the step
function since this gives a big jump, however we will need much smoother function.

Formally we can write the perceptron as:

ŷ =

1 if Wx+ b ≥ 0

0 otherwise
(3.1)
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Figure 3.1: A perceptron

where W ∈ Rn×m is a weight matrix, x ∈ Rm×1 is the input, b ∈ Rn×1 is a bias. Weights
and the bias are parameters and their values are determined during the learning process!

Why are they called neural networks? Because the perceptrons are kind of neurons
in the brain, and what the perceptron does it calculates some equation on the input and
decides to return 0 or 1. In a similar way dendrites are projections of a neuron (nerve cell)
that receive signals (information) from other neurons. The transfer of information from
one neuron to another is achieved through chemical signals and electric impulses that there
are electrochemical signals. The information transfer is usually received at the dendrites
through chemical signals, then it travels to the cell body (soma), continues along the
neuronal axon as electric impulses, and it is finally transferred onto the next neuron at the
synapse, which is the place where the two neurons exchange information through chemical
signals. At the synapse meet the end of one neuron and the beginning—the dendrites—of
the other [17]. See figure 3.2.

The way we will create neural network later, is by concatenating the perceptron, so we
will mimic the way the brain connects neurons by taking the output from one and turning
to input for another one.

How does the computer find the line that separates the different data in the best
possible way? The computer doesn’t know where to start, it might start randomly, by
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picking random linear equation which defines 2 regions, a positive and a negative one, and
let’s suppose we have two kind of points, red and blue. The computer will look how badly
this line is doing and move it around to get better and better result (to classify the points
in the appropriate region). But how does the computer know how badly the line is doing?

Figure 3.2: A neuron in a brain [17]

Now let’s look at an algorithm, which can find a line.
The Perceptron Algorithm is the following:

For every missclassified point (x1, x2, x3, ...xm): (Let’s suppose that x1, . . . , xm1 are miss-
classified points such that ŷ = 0 instead of ŷ = 1. Moreover, let’s suppose that xm1 , . . . , xm

are missclassified points such that ŷ = 1 instead of ŷ = 0.)

If ŷ = 0

For i = 1, . . . ,m1

wi := wi + α xi

b := b+ α

If ŷ = 1

For i = m1 + 1, . . . ,m

wi := wi − α xi

b := b− α

17



We repeat the above until we get no errors or until the number of error is small or for
a fixed number of steps e.g. for 1000 steps.

Where α is called learning rate, it is a small number e.g. 0.1, it’s a small step which
we take to get closer to the correct boundary. A rule in the thumb, if the model is bad,
then we should decrease the learning rate.

Note 6. This algorithm is indeed the gradient descent algorithm which we will discuss
later in detail.

wx+ b is our line which will separate the data. If we take the derivative of wx+ b with
respect to w and b we obtain the following:

(wx+ b)′w = x (3.2)

(wx+ b)′b = 1 (3.3)

The indices in the above formulas denote the derivative with respect to w, b respec-
tively. And if we multiply both of the above equations with α we get a multiple of the
gradient. In 3.1 if we are in the positive region then it’s one. However, if we are in the
negative region it’s zero. Furthermore in 3.1 if ŷ = 0 it means that wx + b is negative,
however we need ŷ to be one. Therefore, it is reasonable to take a step in the gradient
direction. Hence, we add the gradient, which means in 3.2 and 3.3 we add x and 1 with
some weight. Meanwhile, in 3.1 when ŷ = 1 (which means that wx+b is positive), we need
ŷ to be zero, to make wx + b be in the negative area. Therefore, we take 3.1 we multiply
by −1.

Now our question is how does the computer know how far our model is from the perfect
solution? What will be a “good” error function? What will the weights be? One of the
algorithms which we will use to decrease the error function is called Gradient Descent. We
will detail it later and speak also about its convergence when we have some assumptions
on the function. But for now we will give a sketch about it. We will pick a direction that
makes the error function decrease the most! But of course this does not necessarily solve
our problem. What happens if the algorithm get stuck in a “valley”, in a local minimum,
which is not our perfect solution?

Note 7. It happens many times in DL that the algorithm gets stuck in a “valley”, but
many times even this can give a pretty good solution to the problem.

18



Note 8. One more thing that worth mentioning is that Gradient Descent can’t be used
with discrete function, it should be a continuous and differentiable function.

The question is how to construct such an error function? Intuitively if we penalize
misclassified points with “large” values and correctly classified points with small value
that gives us a “good” solution.

So far we have seen that models calculate a linear function which we called scores and
as an output we obtained yes/no (in case of step function). The question is how do we
turn this into probability? The step function gives 0 or 1 which satisfies the “probability
condition”, but it’s a too big jump! What if we need a “smoother” value? Here different
kind of activation functions come up.

We know that the probability need to add to 1. Some problems could arise here! What
if we get a negative number for the score (it might happen that we can’t divide by 0).
So we always need a positive number for the score! Since the exponential function is an
increasing function we will use this! Let’s say we have n classes and a linear model that
gives us the following scores: z1, . . . , zn each score for each of the classes. To turn them
into probability we do the following:

p(classi) =
ezi

ez1 + ez2 + . . .+ ezn

So the Softmax function is the following:

Softmax(x) =
exi∑
j

exj

A special case of this, is the Sigmoid function, when we have 2 classes!

Sigmoid(x) =
1

1 + e−x

This is usually used if we want our output to be in the particular range. The range of
this function is in [0, 1].

However one of the main drawback of this function is that it creates vanishing gradient
problem! Which means, that the gradient is small, that is for every ε > 0 if |x| is big enough
then ‖∇f(x)‖2 < ε. If ε is small enough, then the computer consider it zero, because of
the rounding error. (Later, we will speak about this problem in more detail, and see how
can we overcome it!)

Another type of the activation function is Tanh andRectified Linear Unit (ReLU).
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Tanh(x) =
ex − e−x

ex + e−x

The range of this is [−1, 1]. And it also leads to vanishing gradient problem. The ReLu
function is as follows.

ReLU(x) = max(0, x)

The problem of vanishing gradient doesn’t happen here. That’s why this one is better then
other activation functions.

These functions can be seen in table 3.1

Table 3.1: Sigmoid,Tanh, ReLu

3.2 Maximizing the Probability and Minimizing the Er-

ror Function

Let’s say we have several models for the same problem! How does the computer decide
which one is better? The better model will be more likely to associate a higher probability
to the event that actually takes place. This is called maximum likelihood! So we will
be interested in models that give the existing label the highest probability! ŷ was our
probability.

A question might arise here: How do we maximize the probability? We discussed before
that minimizing the error function is a good idea for getting the best possible solution! Is
maximizing the probability equivalent to minimizing the error function?

If we assume that different data points are independent events then when we take the
probability of the whole arrangement it will be a product of all these data points! And if
the dataset is large then this product will be very tiny, because all of them are between
[0, 1]. And if we change one of them, it will drastically change! So it’s not the best possible
option! How to overcome this problem? We will use the logarithm function because it
turns the product into sum.

log(ab) = log(a) + log(b)
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Note 9. Since our numbers are between [0, 1] the logarithm will always be negative. For
this reason we take the negative of the logarithm to get a positive number this will be called
Cross-Entropy (CE)!

Good models will give us low CE, while bad models will give us high CE. The reason
for this is that good models give high probability and the negative of the logarithm of a
large number is small and vice versa!

We can think of the CE as an error. And our aim will be to decrease this error!
The formula for CE in case of one class is:

−
m∑
i=1

yi ln(pi) + (1− yi) ln(1− pi),

where pi denotes the probability! So pi = ŷ. In probability theory this is called Log-
likelihood.

So the CE tells us when 2 vectors are similar or different. E.g.

CE[(1, 1, 0), (0.8, 0.7, 0.1)] = 0.69

When we took the probability we took the product because they are independent
events.

By convention we will consider the average and not the sum. The error function can
be defined as :

E(W ) = − 1

m

m∑
i=1

yi ln(ŷi) + (1− yi) ln(1− ŷi) (3.4)

since ŷ is given by the Sigmoid of linear function Wx+ b, so the total formula is:

E(W, b) = − 1

m

m∑
i=1

yi ln(σ(Wx(i) + b)) + (1− yi) ln(1− σ(Wx(i) + b))

yi is the label of xi, so now the goal is to minimize the error function.
Now the goal is to minimize this error function, and for that we will use GD to minimize

this function. At the beginning the error function is E(W,b). Then, after using the GD we
will get E(W’,b’), which will give us a better prediction σ(W ′x+ b′).

An error function is a function of weights and biases. The inputs of the function are
w1, w2 and the error function is given by E then the gradient of E is given by the following.

Definition 3.2.1. The gradient of the error function:

∇E = (
∂E

∂w1

, . . . ,
∂E

∂wn
,
∂E

∂b
)
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this gradient tells us the direction in which we want to move with the error function
the most. We can think of this as wanting to descend from a mountain. Thus we need to
take the negative of it, to maximize the rate of decrease.

As we mentioned before one way for learning neural network will be Gradient Descent.
Later we will detail why we choose this among all the optimization methods! And we will
prove convergence too! For now we just give a sketch about this.

3.3 Learning Neural Network

3.3.1 The Gradient Descent Method

Let’s say we have an initial prediction ŷ = σ(wx + b) and suppose that this is a bad one
because the error is large. We want to minimize this error. The following algorithm is to
minimize the error function.

1. It starts with random weights:
w1, ..., wn, b

This gives us a prediction

For i = 1, . . . , n

wi := wi − α ∂E
∂wi

b := b− α∂E
∂b

where ∂E
∂wi

= (ŷ − y)xi and ∂E
∂b

= (ŷ − y) and α is the learning rate.

2. Repeat this process until the error is small (or for a fixed number of times). The
number of times is called epochs.

Note 10. This algorithm is similar to the perceptron algorithm.

Proof. In the perceptron algorithm if a point is misclassified, then{
ŷ − y = 1, if it’s positive
ŷ − y = −1, if it’s negative

Comparing the GD and the perceptron algorithm
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1. In the perceptron algorithm not every point changes the weights only those that are
misclassified. However, in GD each point updates the weights.

2. In addition in the perceptron algorithm the labels are 0, 1 and the predictions are
also 0, and 1, but in GD ŷ can take any value between [0, 1].

3.4 Multilayer Perceptron

So far we have been discussing cases when the score was a linear function. But what if we
have more data? We have mentioned before that in this case our boundary won’t be a line
anymore but a boundary, which is a non-linear boundary. We usually get this non-linear
boundary by combining 2 or more linear models. How to do this mathematically?

A linear model is a whole probability phase. Let’s say we have two models and we
want to combine these two. We take the probability of each of them and add these two.
However, in this case it won’t be a probability anymore, since it might happen that the
value which we get is bigger than 1. So we need to apply a Sigmoid function for the result
to get a value in [0, 1]. We have seen a similar case in the perceptron when we took the
linear combination of the inputs, the weights and the bias to get the output! In the non-
linear case it is also the same but here we take the linear combination of two or more
models. We can set which of these models get involved more in the algorithm. It depends
on our task.

Indeed combining two or more models is the same as saying that we combine more
perceptrons. We call this Multilayer Perceptron (MLP).

Definition 3.4.1. Multilayer Percepton has multiple layers. A MLP usually has an input-,
a hidden- and an output layer. Neural networks are built from MLPs. See figure 3.3

The first layer is called the input layer. The next layer is called the hidden layer,
which is a set of linear models created with these first input layers. And the final layer
is called the output layer, where the linear models get combined to obtain a non-linear
model.

Note 11. We can have a different architecture depending on the size of the input- hidden-
and output layers.

Note 12. If we have multiple layers between the input and the output layer we call that
deep neural network!
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Figure 3.3: Multilayer perceptron

3.5 Training the Neural Network

Training the neural network means what parameter they should have on the edges in order
to model our data well. In order to train them well, we need to look carefully at how they
process the input to get the output.

Definition 3.5.1. Feedforward is the following in case when we have one hidden layer

σ

(
w11 . . . . . . wn1

w12 . . . . . . wn2

...
...

... . . . ...
w1m . . . . . . wnm




x1

x2

...
xn


)

=


h1

h2

...
hm

 (3.5)
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σ

([
w1 . . . . . . wm

]

h1

h2

...
hm


)

= out (3.6)

where in 3.5 xi are the inputs, wij are the weights which connect the input with the hidden
layer and hi are the values in the hidden layer. In 3.6 wij are the weights which connect
the hidden layer with the output and hi are the values in the hidden layer. In both 3.5
and 3.6 σ is an activation function.

Note 13. If we don’t apply any activation function to the hidden layer, then we obtain a
network with a single layer, since it will be just a sequence of matrix multiplications. That
is the reason why we need non-linear functions!

In order to train the neural network we need the error function! We already defined the
error function in 3.4. In feedforward we start from the input layer, and then we continue
to the hidden layers we go layer by layer till we reach the output layer. When we want to
update the weights and the biases we need to start from the output layer and go layer by
layer till we reach the input layer. This is the opposite direction as it was in feedforward
and it is called backpropagation.

We are going to calculate the derivative of the error function with respect to each of
the weights and the bias using the Chain Rule! Let’s take the following:

Jm,b =
1

N

N∑
i=1

(Errori)
2,

where Errori = (Y ′ − Y ) where, Y ′ = mx + b is the prediction and Y is the label. For
simplicity we get rid of the summation.

Now let’s calculate the partial derivative w.r.t m and b.

∂J

∂m
= 2Error

∂

∂m
Error (3.7)

∂J

∂b
= 2Error

∂

∂b
Error (3.8)

Now let’s calculate ∂
∂m

Error and ∂
∂b

Error

∂

∂m
Error =

∂

∂m
(Y ′ − Y ) = (mx+ b− Y )
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∂

∂b
Error =

∂

∂b
(Y ′ − Y ) = (mx+ b− Y )

Plugging back in 3.7 and multiplying with the learning rate we get:

∂J

∂m
= 2Errorxα

(α denotes the learning rate)
Plugging back in 3.8 and multiplying with the learning rate we get:

∂J

∂b
= 2Errorα

In the next chapter we are going to speak about a special kind of Neural Network, that
is called Convolutional Neural Network!
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Chapter 4

Convolutional Neural Network (CNN)

CNN achieves state of the art results in a variety of problems e.g. Natural Language
Processing, Computer Vision, WaveNet, where you can train the computer to learn your
voice, and games such as GO, one of the most complex games. CNN is also used to teach
AI agents to play video game like Atari.

In Natural Language Processing they use Recurrent Neural Network (RNN), which
are special kinds of networks since they have memory, they learn from the history of the
events. For further reading check [8].

Neural Networks can also be used for classification problems, however CNN achieves
much better results. In this chapter we will see the reason behind this.

In this chapter, first we are going to discuss the convolution operation, then the problem
that might occur during the training. After that, we will speak about convolution network
architecture and finally we will touch upon the CNN architecture.

First let’s see why CNN is better than MLPs.

• MLPs take only vectors as an input, whereas CNN also takes 2D images. So if
we would like to feed an image to MLP first we have to flatten the matrix into a
vector. However, MLPs treat this flattened vector as a simple vector with no special
structure, without knowing that these numbers were originally spatially arranged in
a grid. CNN on the other hand, can understand that those pixels, which are close to
each other are heavily related as opposed to those pixels which are far apart.

• MLPs use a lot of parameters, since there are fully connected (dense) layers. In con-
trast CNN use sparsely connected layers. (Later, we will detail what is the meaning
of densely and sparsely connected layers).
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• They differ in some types of hidden layers (we will introduce what special kind of
hidden layers does a CNN have).

4.1 Convolution Operation

When dealing with images it’s common to use filters. In general it is used to “filter”
unnecessary information from the image, like noise. There are two types of filters, linear and
non-linear. For further check [1]. Here I will just briefly summarise that which is necessary
to know in order to understand the upcoming part. Linear filters use an “auxiliary matrix”,
the so-called kernel for generating a new image. The values of this kernel are obtained
by taking the linear combination of the neighborhood pixels. Two common filters belong
to this class, the Gauss filter and the average filter. Since we are dealing with a discrete
problem, we define the convolution operation in the discrete case!

Definition 4.1.1. The convolution is defined as follows:

h(i, j) =
m∑
1

n∑
1

f(i−m, j − n).g(m,n).

In notation,
h = f ∗ g,

where f denotes the original image and g is the kernel, and * is the convolution operation.

Note 14. In DL terminology f is called input and g is called kernel. The values of the
kernel are called weights as in traditional ANNs.

We can think of this convolution operation as an “moving window”, moving on the
original image from left-to right and from up to down. We assume that the necessary
information of an image lies “inside” it, not on the edge of the image.

It is worth mentioning that most DL libraries use Cross-Correlation instead of con-
volution, the only difference is that the former doesn’t “flip” the kernel.

h(i, j) =
m∑
1

n∑
1

f(i+m, j + n).g(m,n),

This makes our result better, since it doesn’t influence the learning process. If the
kernel is flipped then the weights learnt by CNN would have different indexes. As we
have mentioned before, convolution is widely used in image processing. CNN uses this
operation for feature detection. In deep learning terminology the output of convolution
is sometimes denoted as the feature map [7]. See figure 4.1 to better understand the
convolution operator.

28



Figure 4.1: Sliding a kernel over the input [16]

Convolution in Image Processing

Convolution in image processing is used e.g. for detecting edges, sharpening or blurring
images. For further see table 4.1 and check [1].

Table 4.1: Original image and Prewitt operator with different thresholds [1]

CNN also uses convolution, but here the weights of kernels are learned through an
optimization algorithm, which allows Neural Networks to learn special filters depending
on our task. Meanwhile, in image processing these kernels are given beforehand!

4.2 Problems that can Occur During the Training

Generally we break the dataset into three parts. Training set, validation set and test set.
Each of them is treated separately by the model. The model look only at the training
set when deciding how to modify its weights, so they use this set to modify patterns (each
filter can detect a single pattern). At every epoch the model checks how it’s doing by
checking its accuracy on the validation set. It is important to note that it doesn’t use
any part of the validation set for the backpropagation step. We use this set to check if our
model is performing well. Since the model doesn’t use the validation set for deciding the
weights, it can also tell us if it’s overfitting (see later) for the training set. A bit later we
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will speak about how we can overcome this problem. And the test set is used for testing
the model on unseen images.

There are several kinds of problems that might occur during the training. The most
common problems are: overfitting, vanishing gradient problem and if we get stucked
in a local minimum. We will see what do these mean and how to handle these problems.

• Overfitting is when the model has over-trained itself on the data that is fed to train
it. It could be because there are too many features in the data or because we have
not supplied enough data. When overfitting happens we can notice that the training
error starts to decrease but the validation error starts to increase. In this case they
are not good at predicting unseen data. We just mention a few ways to handle this
problem.

1. reduce features, by computing the correlation matrix of the features and reduce
the features that are highly correlated with each other

2. feed more data. If we have enough data and we split the dataset into train,
validation and test sets, then it should not be a problem. The aim is to give
60% of the data to train the model, 20% of the data to test and 20% of the
data to validate the model.

3. Regularization. The aim of regularization is to keep all of the features but im-
pose a constraint on the magnitude of the coefficients. Two common regularizers
are L1 and L2.
L1 regularization = error function + λ(| w1 | +...+ | wn |)
L2 regularization = error function + λ(w2

1 + ...+ w2
n)

where λ is a number, it depends on us how to choose it, and wi are the weights
as before. This is preferred because we do not have to lose the features by
penalising the features. When the constraints are applied to the parameters,
then the model is less prone to overfitting as it produces a smooth function.

4. adding dropout layers. Dropout layers must be supply a parameter between
[0, 1]. This value corresponds to the probability that any node in the network
is removed during training. When deciding its value, it’s recommended to start
small and see how the network responds, then we can increase it if we deem it
necessary.
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• The vanishing gradient problem is what we mentioned before, that the gradient
is small, that is for every ε > 0 if |x| is big enough then ‖∇f(x)‖2 < ε. If ε is
small enough, then the computer consider it zero, because of the rounding error.
The solution for that is to replace the Sigmoid with another activation function
like the ReLU.
Since the Sigmoid function is in the range of [0, 1] therefore, a large change in the
input of the Sigmoid function will cause a small change in the output. Hence, the
derivative becomes small, when computing it in the backpropagation algorithm.

Backpropagation finds the derivatives of the network by moving layer by layer from
the final layer to the initial one. By the chain rule, the derivatives of each layer
is multiplied down the network (from the final layer to the initial) to compute the
derivatives of the initial layers. However, if we have n hidden layers, then when
we use the Sigmoid function, n small derivatives are multiplied together. Thus, the
gradient decreases exponentially as we propagate down to the initial layers. A small
gradient means that the weights and biases of the initial layers won’t be updated
effectively with each training session. Since these initial layers are often crucial for
recognizing the core elements of the input data, they can lead to overall inaccuracy
of the whole network. There are several ways to solve this problem. One way is to
replace Sigmoid with ReLu, which doesn’t cause a small derivative. Another way is
batch normalization. The basic idea of batch normalization is the following: if we
normalize the input, it doesn’t let the length of the input vector to be large, hence
the output vector won’t be large too. Hence it can’t be in on interval of the Sigmoid
function where the derivative of this function is zero. For further check [4].

Figure 4.2: Sigmoid function with its derivative [4]

• Another problem that might occur during the GD is if we don’t find the global
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minimum (just the local minimum), because we get “stuck” there. To solve

this kind of problem we introduce a momentum (a small value between (0-1)). The
essence of it, is to average the previous steps. A step can be written as:

Step(n) = step(n) + βstep(n− 1) + β2step(n− 2) . . .

where β is the momentum. This can help to "go over" the local minimum as we take
into consideration the steps and speeds we used earlier.

4.3 Convolutional Network Architecture

There are several types of hidden layers in CNN. We will detail three types of these hidden
layers, namely the Convolution layer, Pooling layer and Dense Layers.

4.3.1 Convolutional Layer

We called the output of the convolution a feature map. The main goal of using convolution
is to get a special structure of the input and learn how to transform it into its most
informative form. The Convolutional layer is controlled with several hyperparameters, like
the number of filters, the filter (kernel) size, and the stride. With filters we can learn
patterns. Different filters learn different patterns. For instance if we pick a small area from
an image of a dog, then one of the filters will be responsible for detecting teeth, another
one for detecting the tongue, and so on. Each of these filters has different values!

Note 15. Convoultional layers are locally connected layers, where the nodes are only
connected to a small subset of the previous layers nodes. By contrast, fully connected layers
are connected to every node in the previous layer. Hence the computational complexity can
get out of control very fast. This is also a reason why CNN shines over MLPs.

Note 16. Both in CNN and in MLP the weights and the bias are initially randomly
generated.

Now let’s see some kind of hyperparameters:

1. filter size defines the dimensions of the filter. It depends on our dataset how to
choose this size.

2. number of filters controls the number of dimension of the layer output, since each
filter would produce a distinct feature map. To increase the number of nodes in a
convolutional layer we increase the number of filters.
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3. stride this is the amount by which the filter slides over the image. For example,
if the stride is one, that means that we move the filter horizontally and vertically
across the image one pixel at a time. This makes the convolutional layer roughly
the same width and height as the input image. We say roughly since we don’t know
how it will behave exactly on the edge. For example, if the stride is two, then the
convolutional layer is half of the image, although it might happen that it falls out of
the image when convolving it with the filter. There are several ways to overcome this
problem. One way could be to skip those pixels which fall out of the image. Another
way is to pad those areas which fall out of the image, by zeros. Both have its own
advantages and disadvantages. For more details check [1].

Let’s summarize the section above. The convolutional layer is a stack of feature maps. One
feature map for each filter! A complicated dataset with many different object categories
will require a large number of filters, each one of which is responsible for finding a pattern
in an image. More filters means a bigger stack which means the dimensionality of the
convolutional layer can get quite large. Higher dimensionality means that we use a lot of
parameters which can lead to overfitting (as we’ve discussed it earlier). Thus, we need a
method for reducing this dimensionality. This is the role of pooling layers within CNN.

Note 17. Before pooling layers they usually apply the ReLu function. So after the convo-
lution it is usually ReLu that comes, followed by the pooling layers.

4.3.2 Pooling Layers

They usually serve as an input to a convolutional layer. We will focus on two different
types of pooling layers. The max pooling layer and the global average pooling layer.

1. Max pooling replaces the input region with its maximum value:

p(A) = max(A) = max({ai,j|i ∈ 1, ..., n, j ∈ 1, ...,m})

It takes a stack of feature maps (patterns) as input. We define a moving window as
we’ve seen it before in the convolutional layer, but in this case we take the maximum
value of each block. We work with each feature map separately. The output is a stack
of the same number of feature maps but each feature map has been reduced in width
and height! (It’s common to choose the filter size to be a 2× 2 matrix and the stride
to be two. In this case the output will be half of the previous convolutional layer).
See 4.3.
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Figure 4.3: input (left) and output of max pooling layer (right)

2. In the global average pooling layer we don’t specify neither filter size nor stride. This
type of pooling is a more extreme type of dimensionality reduction. It takes a stack
of feature maps and compute the average value of the nodes for each map in the
stack. As before we work with each feature map separately. In figure 4.4 we take the
average of those values and obtain a single number, 5.

Figure 4.4: the input image and after taking the global average we get 5

Summary: we can think of the convoultional layer as a stack of pancakes with one
pancake for each feature map. Pooling layers takes that stack and gives us back a stack
with the same number of pancakes except that the output pancake is smaller in width
and height. The Max pooling layer represents a model reduction in pancake size where
each pancake is generally half as tall and half as wide as its corresponding input pancake.
Global average pooling layers reduce each input pancake to essentially an output crumb
but we still have one crumb for each input pancake.

Note 18. There are of course other types of pooling layers. For further check [6].
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4.3.3 Dense Layer

Dense layer means each node is connected to the previous layer’s node. They usually come
at the end of an architecture, often used for classification task.

Note 19. We always get an “array” although the gray scale image can be interpreted as a
“2D” matrix, but in fact it’s a 3D “array” with depth one.

See figure 4.5 for an example of convolution- pooling and densely connected layers (an
example of CNN architecture). When the network is learning features it uses Convolution,
and Pooling layers. But when it comes to e.g. a classification task it uses dense layers and
in general the Softmax function.

Figure 4.5: Example of convolution- pooling- and densely connected layers [15]

4.4 Popular CNN Architectures

There are many CNN architectures, such as LeNet, AlexNet, GoogLeNet, VGGNet, ResNet.
We will briefly speak about these. For further details, see [3].

1. LeNet is an architecture which is performing well on computer vision tasks. In 1989,
LeCun published the first study on the successful training of CNNs via backpropa-
gation.

2. AlexNet is an architecture which is used in object-detection tasks and computer
vision. AlexNet uses ReLu and dropout to avoid overfitting.

3. GoogLeNet is used for other computer vision tasks such as face detection and recog-
nition, adversarial training etc.
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4. VGGNet is used in image classification tasks, it has 2 types VGG-16 and the VGG-
19 with 16 and 19 total layers respectively, both of them has simple architecture, a
long sequence of convolution layers, broken up by pooling layers and finished with
fully connected layers. (See figure 4.6).

Figure 4.6: VGG-16 [18]

5. ResNet, short for Residual Networks, is a classic neural network used as a backbone
for many computer vision tasks.

In this chapter we spoke about CNN. First, we introduced the convolution operation which
is crucial in CNN, next we spoke about problems that can occur during the training and
for that we show some solution to solve these kind of problems. After that, we introduced
what kind of layers does a CNN have and with these knowledge we summarized briefly
the most popular CNN architectures.

In the next chapter we are going to detail the mathematical background of gradient
descent algorithm and see the running time of different gradient descent algorithm when
we have special assumptions on the function and on the derivative of the function.
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Chapter 5

The Mathematical Background of

Gradient Descent Algorithm

In this chapter we will discuss the mathematical background of the Gradient Descent (GD)
algorithm. We will discuss and prove a convergence time bound on the GD method when
the gradient of the function is Lipschitz continuous. And we will also discuss an algorithm
when the gradient is bounded but not Lipschitz. Furthermore, we will see how can we
construct bounded function using regularizers and using the Bregman divergence as a
regularizer. Moreover, we will discuss some property of the Bregman divergence, and see
a special case of it, the so-called Kullback-Leibler divergence and with this knowledge we
discuss the exponential gradient descent algorithm. First, we will consider an unconstrained
version of a minimization problem and next we will discuss the case when the problem is
considered over a convex set. For this chapter we used mainly book [10].

Note 20. Very important is to note that in real world applications the function in general
is not differentiable and we can’t give an exact mathematical theory of the convergence of
these algorithms. However, in case of a simple “smooth” and “nice function” we can speak
about the convergence of these methods. We deal with this topic to give a feeling why this
methods work. It also worth mentioning if the function is strictly convex and if we can
calculate subgradient ([13]), then if we have a minimum, it will be the global minimum.
And in this case the algorithm will converge although we can’t really speak about the speed
of the convergence.

Let’s suppose we are given a convex function and we have first-order oracle to this
convex function. Which means we can ask for the gradient at any given point x of the
function. Our task is to minimize this function over the whole space, first we will consider
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unconstrained version of the problem. Later we will see how we can modify the algorithm
if we take the minimization over a convex set instead of the whole space.

Note 21. In this thesis we speak just about first-order oracle algorithm. But of course
there are other algorithms which have access to higher order oracles e.g. second-order
methods like Newton method which requires much fewer iterations than gradient descent.
However, in high dimensions, second-order methods become computationally expensive at
each iteration. For further detail check [2], [10].

5.1 Unconstrained Version of the Problem

Our task is a minimization problem,

minx∈Rf(x),

when only a first-order oracle to a convex function f is given. We want to find the optimal
value (y∗). We will denote one of the optimal solutions by (x∗) since it might happen that
we have several optimal solutions.

We would like to design an algorithm, which might be randomized (so it might happen
that we are making random decisions in the algorithm e.g. stochastic GD, check [10]) such
that given access to f, ∇f and ε > 0, outputs a point x ∈ Rn with

f(x) ≤ f(x∗) + ε,

where ε is a small positive number.
The running time depends on the bit complexity (the bit complexity refers to the

number of operations on bits that are needed for running an algorithm) of x and ∇f(x).
The running time should be polynomial in the bit complexity of ε. That is polynomial in
log 1

ε
but the algorithm which we will discuss soon will be proportional to some polynomial

of 1
ε
.

5.1.1 Gradient Descent Algorithm (GD)

The gradient descent algorithm is a family of algorithms. The general idea of it is the
following:

1. choose a starting point x1 ∈ Rn
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2. For some t ≥ 1, suppose x1, . . . , xt have been already computed, choose xt+1 as a
linear combination of xt and ∇f(xt)

3. stop once a certain stopping criteria is met and output the last iterate.

The running time of this algorithm is O(TM), where T is the total number of iterations,
which is usually given as an input or it’s implied by a stopping criteria. And M is an upper
bound on time of each update, including finding the starting point.

The main goal is to design methods with T as small as possible.
One can ask why do we descend along the gradient? We can use only local information

about f since we have access only to a first-order oracle. That is, it makes sense to pick
a direction that locally maximizes the rate of decrease of the function. This direction is
called the steepest descent. Figure 5.1 is an illustration of GD on a series of level sets.
Formally, we want to pick a unit vector u for which the rate of the function decrease is
maximized. We can write this as:

max
‖u‖=1

[
−limδ→0

f(x)− f(x+ δu)

δ

]
⇒

max
‖u‖=1

(−〈∇f(x), u〉) ≤

≤ max
‖u‖=1

‖∇f(x)‖.‖u‖ = ‖∇f(x)‖

We used Cauchy-Schwarz inequality (check book [10] theorem 2.15) For u∗ = −∇f(x)
‖∇f(x)‖

we have equality. Thus, we obtain a continuous-time dynamical system:

dx

dt
=
−∇f(x)

‖∇f(x)‖

We have to discretize this approach. One possible way to do this is discretize using the
Eulerian discretization (check book [10] def. 2.19):

xt+1 = xt − α
∇f(xt)

‖∇f(xt)‖

where α > 0 is the step length. Since 1
‖∇f(xt)‖ is only a normalization factor we can omit

it and arrive at the following:

xt+1 = xt − η∇f(xt),

where η > 0 (this might depend on t or on the point xt), they call η in ML learning rate.
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Figure 5.1: Illustration of gradient descent on a series of level sets

Therefore, moving in the direction of the negative gradient seems to be a good idea,
but what can we say about the step size? We have to be very careful with it. It is one of
the crucial point of all these algorithms. Intuitively, the advantages of big steps is that it
will decrease the number of iterations we have to make. On the other hand, making large
steps can result in large error. While making small steps is more precise since we make
smaller errors when computing the function but it might be slow. Hence, we have to find
the right value which will provide some approximation guarantee for the solution that we
want to output. In the next chapter we will see how we can choose this step size properly.

Based on the information that we have so far (the gradient and the function itself) it
would be pretty difficult to do anything, we don’t even know where to start the algorithm.
Of course, we can pick an arbitrary x1 but this might be pretty far away from the optimal
solution and maybe we have to make huge number of steps to get close enough to the
optimal solution. And if we have some “crazy” function that makes unexpected bands so
the value of the gradient changes dramatically just on a small interval then when we make
a step we can get pretty far away from the function value and that may result in large
error. Therefore, we usually make some assumptions on the function f, how “complicated”
it is and we will also give an assumption on the initial condition.

Let’s see these assumptions!

5.1.2 Lipschitz Continuous Gradient and Bounded Gradient

1. One quite common assumption is to say that the gradient is Lipschitz continuous.
Before that we need a definition.

Definition 5.1.1 (Lipschitz continuity). For arbitrary norms ‖.‖a and ‖.‖b on Rn

and Rm respectively and L > 0, the function g : Rn → Rm is L-Lipschitz continuous
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if ∀x, y ∈ Rn

‖g(x)− g(y)‖b ≤ L‖x− y‖a,

L is called Lipschitz constant.

Note 22. The Lipschitz constant of the same function can vary dramatically with
the choice of the norms. Unless specified, we assume that both the norms are ‖.‖2.

Definition 5.1.2 (Lipschitz continuous gradient). Suppose f is differentiable and
∀x, y ∈ Rn we have

‖∇f(x)−∇f(y)‖ ≤ L‖x− y‖,

where L > 0 is possibly large but finite constant. Sometimes we refer to this as
L-smoothness of f.

In words, the gradient changes in a controlled manner around x. If the gradient is
not zero, then the trajectories of the gradient flow can’t bend too much.

2. Another assumption is to say that the function has a bounded gradient.

Definition 5.1.3 (Bounded gradient). ∀x ∈ Rn we have

‖∇f(x)‖ ≤ G,

where G ∈ Q is a constant.

In words, the function can’t go to ∞ too quickly. The smaller G is, the slower this
growth is.

Note 23. This condition implies that f is G-Lipschitz continuous.

The proof can be found in appendix A.
The above two assumptions were on the complexity of the function itself. Now let’s
make an assumption on the starting point.

3. Assumption on the starting point. We assume that the initial point is a good
initial point which means it’s not too far from an optimal solution. A point x1 ∈ Qn

is provided such that
‖x1 − x∗‖ ≤ D

holds. Where D is a constant which can be large, but it’s still bounded, and x∗ is
some optimal solution.
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Note 24. There might be more than one optimal solution, here it is enough that the
distance to any one of them is bounded by D.

One can ask is it reasonable to make such assumptions? It’s usually possible to bound the
distance between the starting point and the optimal solution. Therefore, the assumption
on having good initial point is reasonable. However, bounding the other two parameters
L or G that might be difficult. One way for solving this is to try to set these parameters
adaptively which means to start with some guess, e.g. guess the value of L (L = 1) and
run the algorithm but it can happen that the algorithm which uses L is not converging or
the convergence is slow. Then we can change our initial guess on L to get convergence or
quicker convergence. We can e.g. double or half it depending on what we want to achieve
and repeating this. In this way we can get reasonably good solution.

Now let’s discuss an algorithm when we have Lipschitz continuous gradient (we are
not considering the bounded case now). First, we need a lemma that shows how to upper
bound the Bregman divergence using our assumption on the gradient of f.

Definition 5.1.4 (Bregman divergence). The Bregman divergence of a function f : K →
R at x, y ∈ K is defined to be:

Df (x, y) := f(x)− f(y)− 〈∇f(y), x− y〉.

Lemma 1 (Upper bound on the Bregman divergence for L-smooth functions). Suppose
that f : Rn → R is a differentiable function, that satisfies

‖∇f(x)−∇f(y)‖ ≤ L‖x− y‖

∀x, y ∈ Rn. Then ∀x, y ∈ Rn the following holds

f(y)− f(x)− 〈∇f(x), y − x〉 ≤ L

2
‖x− y‖2 (5.1)

See figure 5.2 for illustration.

See the proof in appendix B.

Note 25. This lemma doesn’t assume that f is convex! However, if f is convex, then the
distance in the left-hand side of equation 5.1 is non-negative.

Now we can formalize our theorem when we have Lipschitz continuous gradient.
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Figure 5.2: Equation 5.1 [10]

Theorem 2 (Guarantee on gradient descent for Lipschitz continuous gradient). There is
an algorithm which, given first-order oracle see the definition ([10] def. 4.5) access to a
convex f : Rn → R, a bound L on the Lipschitz constant of ∇f , an initial point x1 ∈ Rn,
a value D such that max

{
‖x− x∗‖ | f(x) ≤ f(x1)

}
≤ D (where x∗ is an optimal solution

to minx∈Rn f(x)) and an ε > 0, outputs a point x ∈ Rn such that f(x) ≤ f(x∗) + ε.
The algorithm makes T = O(LD

2

ε
) queries to the oracle and performs O(nT ) arithmetic

operations.

Proof. We will prove that the following holds.

1. Set T = O(LD
2

ε
)

2. Set η = 1
L

3. For t = 1, . . . , T : xt+1 = xt − η∇f(xt)

4. Return xT

First, we examine the evolution of the error as we iterate. For this we use lemma 1

f(xt+1)− f(xt) ≤ 〈∇f(xt), xt+1 − xt〉+
L

2
‖xt+1 − xt‖2

= −η‖∇f(xt)‖2 +
Lη2

2
‖∇f(xt)‖2
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We want to maximize the drop in the function value, so we should choose η to be as large
as possible. The right-hand side (RHS) is a convex function of η. This function is quadratic
and the coefficient of it, is positive, so finding the minimum in this case is equivalent with
⇔ −‖∇f(xt)‖2 + ηL‖∇f(xt)‖2 = 0⇔ η = 1

L
.

Substituting this back, we get

f(xt+1)− f(xt) ≤ −
1

2L
‖∇f(xt)‖2 (5.2)

Intuitively 5.2 means if ‖∇f(xt)‖ is large, then we can make good progress. And if
‖∇f(xt)‖ is small then we are close to the optimum.

Let Rt := f(xt)− f(x∗). This measures how far the current objective value is from the
optimal value. Rt is non-increasing, and we would like to find the smallest t for which it
is below ε.

Rt = f(xt)− f(x∗) ≤ 〈∇f(xt), xt − x∗〉 ≤ ‖∇f(xt)‖‖xt − x∗‖

≤ D‖∇f(xt)‖

The first inequality is by the convexity of the function, the second one is by Cauchy-
Schwarz and the last one is by the definition of D. Taking t = 1 we get

R1 ≤ ‖∇f(x1)‖‖x1 − x∗‖ ≤ D‖∇f(x1)‖ = D‖∇f(x1)−∇f(x∗)‖

≤ DL‖x1 − x∗‖

The equality is by using ∇f(x∗) = 0 and the last inequality is by the Lipschitz continuity
of the gradient. By 5.2 we get

Rt −Rt+1 ≥
1

2L
‖∇f(xt)‖2 ≥ R2

t

2LD2
(5.3)

Thus, to bound the number of iterations to reach ε we need to solve the following
problem: given a sequence of numbers R1 ≥ R2 ≥ . . . ≥ 0, with R1 ≤ LD2 and satisfying
the recursive bound Rt −Rt+1 ≥ R2

t

2LD2 , find a bound on T for which RT ≤ ε.
The idea is to first estimate the number of steps for R1 to drop below R1

2
, then to go

from R1

2
to R1

4
, then from R1

4
to R1

8
and so on, until we reach ε. Given 5.3, to go from

Rt to Rt

2
it suffices to make k steps, where using Rt > Rt+1 > . . . > Rt+k−1 > Rt+k and

Rt+k−1 ≥ Rt

2
≥ Rt+k we have that

Rt+i −Rt+i+1 ≥
(Rt+i)

2

2LD
≥ (Rt+k+1)2

2LD2
≥

(Rt

2
)2

2LD2
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∀i ∈ {0, . . . , k − 1}. Thus in k steps if

k
(Rt

2
)2

2LD2
≥ Rt

2

then we surly have that Rt+k <
Rt

2
. But, then Rt

4LD2 ≥ 1
k
. Thus, k ≥ 4LD2

Rt
. Hence, k needs to

be at least d4LD2

Rt
e. Let r := dlog R1

ε
e. By halving r times to get from R1 to ε, the required

number of steps is at most

r∑
i=0

d4LD
2

R12−i
e ≤ r + 1 +

r∑
i=0

2i
4LD2

R1

≤ (r + 1) + 2r+1 4LD2

R1

= O(
LD2

ε
)

yields 2r+1 = O(R1

ε
).

Now, let’s consider a general model for first-order black box minimization which in-
cludes GD and many related algorithms. The algorithm is given x1 ∈ Rm and access to
a gradient oracle for a convex function f : Rn → R. It produces a sequence of points
(x1, . . . , xT ) s.t. xt+1 ∈ x1 + span{∇f(x1), . . . ,∇f(xt)}. E.g. the algorithm can move only
in the subspace spanned by the gradients at previous iterations. The GD does exactly this
as

xt = x1 −
t−1∑
j=1

η∇f(xj).

We won’t restrict the running time of one iteration of such an algorithm, we will allow
to compute xt from (x1, . . . , xt−1) arbitrary long. We are only interested in the number of
iterations. The lower bound is as follows.

Theorem 3 (Lower bound). Consider any algorithm solving minx∈Rn f(x) in the above
model when ∇f is Lipschitz continuous and ‖x1−x∗‖ ≤ D. There exists a function f such
that ∀1 ≤ T ≤ n

2

min
1≤i≤T

f(xi)− min
x∈Rn

f(x) ≥ LD2

T 2
> ε =⇒

√
LD2

√
ε

> T

In other words, there is an Ω( 1√
ε
) lower bound for the number of iterations to reach an

ε-optimal solution. This lower bound does not quite match the upper bound of 1
ε
, which was

in theorem 2. Is there a method matching this bound? Yes, accelerated gradient descent!
(For further information check [10]).

45



5.2 Constrained Version of the Problem

Above we considered an unconstrained case but what happens if we consider the problem
over a convex set (K)? It might happen that the point which we get xt+1 might fall out of
the convex set.

5.2.1 Projected Gradient Descent

The idea is to project the point back to the original convex set. We need to find the point
in K with the minimum Euclidean distance to x. Formally for a closed set K ⊆ Rn and a
point x ∈ Rn:

projk(x) := argmin
y∈K

‖x− y‖

This is called projected GD. The next step can be computed as follows:

xt+1 := projk(xt − ηt∇f(xt))

But we have to be careful because projection might be difficult/computationally expen-
sive. However, if we consider the projection as black box, then it’s useful. As long as
the algorithm has access to an oracle which given a query point x, return the projection
projk(x) of x onto K, we have an analogue of theorem 2 (check [10]).

Note 26. Lipschitz continuous gradient may not imply the bounded gradient condition.
For example, f(x) = x2 is Lipschitz but the gradient is not bounded. In this case one can
prove the following theorem.

Theorem 4 (Guarantee for gradient descent when the gradient is bounded). There is
a gradient-based algorithm which, given a first-order oracle access to convex function f :

Rn → R, a bound G s.t. ‖∇f(x)‖2 ≤ G ∀x ∈ Rn, an initial point x1 ∈ Rn and D s.t
‖x1 − x∗‖2 ≤ D and ε > 0, outputs a sequence of points x1, . . . , xT s.t.

f

(
1

T

T∑
t=1

xt

)
− f(x∗) ≤ ε

where T =
(
DG
ε

)2

For further check [10].
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Note 27. In the above theorem we use upper indices to index vectors: x1, . . . , xT . This is
to avoid confusion with coordinates of these vectors, which are often referred to i.e., the
ith coordinate of vectors xt is denoted by xti. We denote by ‖.‖ a general norm, while ‖.‖2

refers to the Euclidean norm.

Note 28. The dependence of ε is worse than in theorem 2. Moreover, the definition of
bounded gradient ‖∇f(x)‖2 ≤ G is in terms of the Euclidean norm. However, it might
happen that ‖∇f(x)‖∞ = O(1) and ‖∇f(x)‖2 = O(

√
n). We will see how to deal with this.

It would be nice to prove something where G depends on the infinite norm of the
gradient and not on the euclidean norm. To construct an algorithm for optimizing functions
with bounded gradient we first introduce a general idea (regularization).

5.2.2 Regularization

The algorithm is iterative: given x1, . . . , xt, where xt+1 is determined based on the previous
elements of the iteration. How to choose xt+1 to converge to x∗ quickly? We will show two
ideas for that.

1. Set
xt+1 = argmin

x∈K
f(x)

This will converge in one step to x∗, so it is quick, but it’s not very helpful because
it’s difficult to compute. To counter this problem let’s see a second idea.

2. Construct a function ft that approximates f in a certain sense, which is easy to
minimize. We define the next point as follows:

xt+1 := argmin
x∈K

ft(x)

For a fixed ε neighborhood of xt the approximation ft of f becomes more and more
accurate with increasing t. In general we need to add an additional assumption on
ft to say that intuitively, the sequence of iterate should converge to the minimizer
x∗. But we don’t need here any additional assumption.

How can we construct such an approximated function? Our algorithm about the
Lipschitz continuous gradient does exactly this (which we had discussed earlier).

Let
ft := f(xt) + 〈∇f(xt), x− xt〉+

L

2
‖x− xt‖2

2
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=⇒ ft is convex hence its minimum is attained when:

0 = ∇ft(x) = ∇f(xt) + L(x− xt) =⇒ xt+1 = xt − 1

L
∇f(xt)

(This is exactly our update rule which we’ve discussed earlier.) We approximate and
compute the minimizer for that approximated function and repeat this procedure. In
general, the functions which we deal with doesn’t have Lipschitz gradient. However,
we might not be able to construct such a good quadratic approximations. Still, we can
use first-order approximations of f at xt (using subgradient if we have to): convexity
of f implies that if we define

ft(x) := f(xt) + 〈∇f(xt), x− xt〉

then ∀x ∈ K ft(x) ≤ f(x). We can try to apply the resulting update rule as follows:

xt+1 := argmin
x∈K

f(xt) + 〈∇f(xt), x− xt〉

Maybe if we are so lucky that this is a very good approximation and if we compute the
minimizer of this and repeat this procedure then it will converge, but unfortunately this
is not the case. For example if we take the absolute value function on K[−1, 1] then if we
start from 1 the minimum will be -1 and then we jump back to 1 and so on. So it won’t
converge to the optimal solution (to 0).

Figure 5.3: Absoulte value function

Observation: even if the gradient of f is not Lipschitz continuous, we can still add
a function to ft, to make it smoother. Specially, we add a term involving a “distance”
function D : K ×K → R that does not allow the new point xt+1 to land far away from
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the previous point xt, D is called regularizer. More precisely, instead of minimizing ft(x)

we minimize D(x, xt) + ft(x)

Note 29. This D is not the same as before (previously it was a constant).

We can write the updated rule as follows:

xt+1 := argmin
x∈K

{D(x, xt) + η(f(xt) + 〈∇f(xt), x− xt〉)}

or equivalently:

xt+1 := argmin
x∈K

{D(x, xt) + η〈∇f(xt), x〉}

We’ve just got rid of that term which doesn’t depend on x, since we took the minimizer and
the minimum itself. η is a parameter which we can set if we pick it large the significance
of D(x, xt) is reduced, while if we pick a small η then we force xt+1 to stay close to xt.

Note 30. Previously when we computed the next point then we always knew that the
function value will decrease in every step, but this is not the case here! Because adding
this distance function it might happen that the function value will increase! Hence, f(xt+1)

might be greater than f(xt).

Now the question is what to use as a regularizer?

5.2.3 Bregman Divergence as a Regularizer and its Properties

What to use as a regularizer? (The right choice of the distance function D(., .) for a simple
convex set leads to an exponential gradient descent algorithm. This algorithm can
then be generalized for an arbitrary convex set K). Let’s use the Bregman Divergence

(definition 5.1.4) as a regularizer. This measures the error in approximating f(x) using
the first-order Taylor approximation of f at y.

Let’s see now some properties of the Divergence (the following holds true because the
function is convex). We need these properties and the upcoming lemmas for the proof of
the exponential gradient descent algorithm which we will discuss later.

1. Df (x, y) ≥ 0

2. Df (x, y)→ 0 for fixed x as y → x

3. if Df (x, y) is a function of x, then this is a strictly convex function =⇒∃!u ∈ S

minimizing Df (x, y) for fix x, where S is a closed convex set.
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Lemma 5 (Law of cosines). Let f : K → R be a convex, differentiable function and let
x, y, z ∈ K then

〈∇f(y)−∇f(z), y − x〉 = Df (x, y) +Df (y, z)−Df (x, z)

Proof. The proof is trivial if we write up the definition of the Bregman divergence. The
RHS is

Df (x, y) +Df (y, z)−Df (x, z) =

= f(x)− f(y)− 〈f(y), x− y〉+

+f(y)− f(z)− 〈∇f(z), y − z〉−

−f(x) + f(z) + 〈∇f(z), x− z〉 = 〈∇f(z)−∇f(y), x− y〉

This is exactly the LHS.

The simplest property of Df is that it’s strictly convex in the first argument i.e. the
mapping x 7→ Df (x, y) is strictly convex. This ensures the existence and uniqueness of a
point u ∈ S that minimizes the divergence Df (u, x) for a point x from a closed and convex
set S. This is useful in the following generalization of the Pythagorean theorem.

Theorem 6 (Pythagorean theorem for Bregman divergence). Let f : K → R be a convex,
differentiable function and let S ⊆ K be a closed, convex subset of K. Let x, y ∈ S, z ∈ K
s.t. y := argminu∈SDf (u, z). Then:

Df (x, y) +Df (y, z) ≤ Df (x, z)

The proof can be found in appendix C.
So far, we have discussed the Bregman divergence in general, but now we will use a

special case!
It’s called Kullback-Leibler divergence. Before that we need a definition!

Definition 5.2.1. Let’s consider a convex optimization problem

minp∈4nf(p)

where f : 4n → R is a convex function, over the (closed and compact) n-dimensional
probability simplex

4n :=

{
p ∈ [0, 1]n |

n∑
i=1

pi = 1

}
i.e. the set of all probability distributions over n elements.
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Definition 5.2.2 (Kullback-Leibler divergence over4n). For two probability distributions
p, q ∈ 4n we define

DKL(p, q) := −
n∑
i=1

pi log
qi
pi

When qi = 0 we require that pi = 0. When pi = 0 the corresponding term is set to 0
as limx→0+x log x = 0.

Lemma 7 (Pinsker’s inequality). For every x, y ∈ 4n we have

DKL(x, y) ≥ 1

2
‖x− y‖2

1

For further check [10].
We can extend the notation of KL-divergence to the non-negative vectors as follows:

H(x) :=
n∑
i=1

xi log xi − xi

Thus, for x, y ∈ Rn
≥0

DH(x, y) = −
n∑
i=1

xi log
yi
xi

+
n∑
i=1

(yi − xi)

Now we will consider a special case of the problem. Previously we wanted to minimize a
convex function over a convex set (in case when it was constrained problem), but now let’s
assume that our function is minimized over a probability simplex. So

min
p∈4n

f(p)

where f : 4n → R is convex. Then:

pt+1 := argmin
p∈4n

{
DKL(p, pt) + η〈∇f(pt), p〉

}
We can give an explicit formula to calculate the right-hand side. Let’s see the following
lemma for that.

Lemma 8 (Projection under KL-divergence). Let consider any vector q ∈ Rn
≥0 and a

vector g ∈ Rn

1. Let w∗ = argmin
w≥0

{
DH(w, q) + η〈g, w〉

}
. Then w∗i = qie

−ηgi, ∀i = 1, 2, . . . , n.

2. Let p∗ = argmin
p∈4n

{
DH(p, q) + η〈g, p〉

}
. Then p∗ = w∗

‖w∗‖1 , ∀i = 1, 2, . . . , n.

The proof can be found in appendix D.
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5.2.4 Exponential Gradient Descent (EGD)

We want to optimize a convex function over an n-dimensional probability simplex this
algorithm is called Exponentional Gradient Descent (EGD). The algorithm is the
following.

Input: first-order oracle for a convex function f : 4n → R, η > 0, T > 0

Output: A point p ∈ 4n

The algorithm is the following:

Set p1 := 1
n
1 %this corresponds to a uniform distribution

For t = 1, . . . , T:

gt := ∇f(pt)

wt+1
i := ptie

−ηgti

pt+1
i :=

wt+1
i∑n

j=1 w
t+1
j

Return p := 1
T

∑T
t=1 p

t

Note 31. Here we return the average and not the last point which we computed. Why do
we do so? Before, we already knew that the gradient is Lipschitz continuous, which meant
that the function can’t make unexpected terms! But now we don’t have this information,
the only thing, which we know is that we assume an upper bound on the infinite norm
of the gradient. If we think about f(x) = |x|, then if we are in a positive point then the
gradient is 1 and if we are in a negative point then the gradient is -1, but we don’t know
any other information. E.g. we don’t know anything about how far we are from the optimal
solution. And that’s a problem! This is the reason why we output the average instead of
the last point!

Theorem 9 (Guarantees for EGD). Suppose that f : 4n → R is a convex function which
satisfies ‖∇f(p)‖∞ ≤ G for all p ∈ 4n. If we let η := Θ(

√
logn√
TG

) then, after T = Θ(G
2 logn
ε2

)

iterations of EGD, the point p := 1
T

∑T
t=1 p

t satisfies

f(p)− f(p∗) ≤ ε,

where p∗ is any minimizer of f over 4n.

The proof can be found in appendix E.
In this chapter we discussed the mathematical background of GD algorithm. First, the

unconstrained version of the minimization problem, in which case, we gave an algorithm
when the gradient is Lipschitz and the algorithm made T = O(LD

2

ε
) queries to the oracle.
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Next, we’ve discussed the unconstrained version when we are over a convex set. Here, we
considered that the gradient is bounded and the algorithm gave T = (DG

ε
)2 which is worse

than the T = O(LD
2

ε
), but in this algorithm the bounded gradient was in the Euclidean

norm and our aim was to give the bounded gradient definition in different norm, namely in
the infinite norm. Since it might happen that ‖∇f(x)‖∞ = O(1) and ‖∇f(x)‖2 = O(

√
n).

Before giving such an algorithm with infinite norm of bounded gradient we gave some
methods how to construct an algorithm for optimizing functions with bounded gradient,
for that first, we introduced a general idea (called regularizer). And we chose the Bregman
Divergence as a regularizer, after that we took a special kind of it, called Kullback-Leibler
divergence. And with these knowledge we discussed the exponential GD algorithm which
gave T = Θ(G

2 logn
ε2

) iterations.
Our aim wasn’t to compare these methods since it always depends on our task what

we want to do.
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Chapter 6

Armijo Rule and Steepest Descent

We have mentioned before, that choosing the step size in the GD algorithm is a crucial
point. Choosing the right value is not an easy task. There are methods to help choosing this
value. In this chapter we will discuss two methods, namely Armijo and steepest descent.
And see their convergence too. We used mainly book [2].

When we want to descent in the GD algorithm then we have two parameters, a direction
and a step size. We have mentioned before, that descending in the negative of the gradient
is a good choice. Now we still have to choose a good step size.

Note 32. We will consider an unconstrained minimization problem. We make the following
assumptions:

1. the function in the minimization problem is continuously differentiable

2. the X∗ = argminRn f is nonempty.

6.1 Armijo Rule (ArD)

In the Armijo rule there are two fixed hyperparameters ε ∈ (0, 1) and η > 1. These are
independent from t. In the previous chapter we have discussed that the general GD step
is

xt = xt−1 − γt∇f(xt−1).

In the Armijo rule the following two conditions must hold.

1. The function value should decrease in some order, formally:

f(xt−1 − γt∇f(xt−1)) ≤ f(xt−1)− εγt|∇f(xt−1)|2
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The left-hand side gives us a linear function.

2. The step size can’t be too small, formally:

f(xt−1 − ηγt∇f(xt−1)) ≥ f(xt−1)− ηεγt|∇f(xt−1)|2

this means for example if originally the step size was one in the first condition and
now we choose it to be two, then the function value should be above the linear line.

Now the question is how to find γt? For that let’s see the Armijo test.
Armijo test

Let’s denote a search direction d ∈ Rn which is a descent direction for a multivariate
function f(.) : Rn → R :

dT∇f(x) < 0 (6.1)

Under assumption 6.1 we can say that there exist values of γ > 0 which pass the Armijo
test. The first condition of Armijo rule is for all small enough positive γ. Furthermore, if
our function is strictly convex and has a minimum, then the first condition is not valid for
all large enough values of γ.

Let’s pick an arbitrary initial value γ = γ0, if the first condition of Armijo rule is
satisfied for this γ then we replace it with γ1 = ηγ0 and we check once more if the first
condition of the Armijo still hold for this γ1, if it holds then we take γ2 = γ1η, and we
check again if the first condition for this γ holds. If it won’t then we pick γ1, however if
γ2 satisfies the first condition we take the next step (we mean by the next step that each
γ is multiplied with η). In this way we find a γ such that γ satisfy the first condition of
Armijo rule and ηγ satisfy the second condition of Armijo rule.

If the initial γ0 does not satisfy the first condition of Armijo rule, then we replace this
value by γ1 = γ0

η
, γ2 = γ1

η
etc. Each time verifying whether the new value of γ still does

not satisfy the first condition of Armijo rule. This way we can find a good γ for the Armijo
rule.

6.2 Steepest Descent (StD)

In this method γt minimizes a function f along {xt−1 − γ∇f(xt−1)|γ ≥ 0} :

γt ∈ Argminγ≥0f(xt−1 − γ∇f(xt−1))

The method is a bit different in convex and non-convex case. In case of convex function
we have to compute the function values and find the minimum. On the other hand, in

55



case of a non-convex function we have to find the global minimum. This method is more
difficult than the Armijo rule.

6.3 Convergence of Gradient Descent

In this subsection we will speak about the convergence of gradient descent and for that
we need the following definition.

Definition 6.3.1. The set of critical points of a function f is

X∗∗ = {x ∈ Rn|∇f(x) = 0}

This set contains all global and local minimum and maximum and saddle points.

Note 33. The saddle point could be not just a single point, it might happen that it is a
set of points e.g. the maximum of a torus is an outline.

Theorem 10 (Global convergence of Gradient Descent). For both StD and ArD, the
following statements are true:

1. If the trajectory of the method is bounded, then the trajectory possesses limiting
points, and all these points are critical points of f. In other words, bounded trajectory
means, if we start from an initial point, then the trajectory will stay in the bounded
area. See figure 6.1

2. If the level set is bounded,

S = {x|f(x) ≤ c} = f≤c

then the trajectory of the method is bounded, hence by the previous statement, all its
limiting points belong to X∗∗.

Proof. Let’s prove the first statement. We can assume that our sequence of points is in
a closed, bounded set, thus it is compact. This means that the subset of the sequence of
points will converge to a critical point. In other words, ∃xin, xi2, . . . , xin that converge to
x∗ a minimum, maximum or to a saddle point (because it’s compact).

What happens at x∗? If for the limiting point ∇f(x∗) = 0 we are finished as x∗ is a
local minimum/maximum or a saddle point.
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Figure 6.1: Bounded trajectory with different starting points

If ∇f(x∗) 6= 0 then there is a fixed ε > 0 and a neighbourhood U1 of x∗ such that
∀x ∈ U1, ‖∇f(x)‖2 > ε moreover if xt ∈ U1 then for both StD and ArD f(xt+1) <

f(x)− δ for a suitably small δ > 0. Now if U2 is an other neighbourhood of x∗ such that
∀x ∈ U2, ‖f(x) − f(x∗)‖2 < δ

2
then we have that ∀xt ∈ U2 for both of StD and ArD

f(xt+1) < f(x∗) − δ
2
thus xt+1 /∈ U2. As both ArD and StD are descending methods,

i.e. f(xt) > f(xt+1) > . . . if once the series enters U2 then it leaves and never returns,
contradicting that x∗ is the limiting point of a subsequence. Thus ∇f(x∗) = 0 must hold.

6.4 Limiting Points of Gradient Descent

We have seen that the GD under the assumptions that the trajectory is bounded, converge
to the set of critical points. This set contains for sure, the global minimizer X∗. Here a
question might arise? Could be the limiting point of the trajectory of the GD not a local
minimum? To understand what is going on, let’s take a very smooth function with bounded
level set S, since both ArD and StD are descent methods, the trajectory remains in S, thus
we are interested in the behaviour of f in S.

Theorem 10 says that the algorithm will converge to a critical point. But if we have
extra knowledge about the function (e.g. convex, strictly convex) then, we might know the
rate of the convergence too and if is it really converging to a minimum.

If the Hessian matrix is positive definite, negative definite or indefinite then we can
speak about critical points. More precisely, in case of positive definite x∗ is a local mini-
mizer of f . In case of negative definite x∗ is a local maximizer of f . And finally, in case of
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indefinite x∗ is a saddle point. (x∗ is an optimal solution). However, it could happen that
it’s semidefinite, in this case we can’t say anything based on the Hessian matrix.

6.5 Rates of Global Convergence

In this subsection we will speak about the rate of global convergence in different cases.
First, we will consider a general case, then we discuss the rate of convergence in convex case
and finally when the function is strictly convex. When we will give more strict assumption
on the function we will get more concrete results.

6.5.1 Rate of Global Convergence General C1,1 case

How to measure the inaccuracy? Let’s take the following distance:

dist(x,X∗∗) = miny∈X∗∗ |y − x| (6.2)

We want to find an x̂ ∈ X∗∗ and use the above function to tell whether we are in X∗∗ or
how close we are to X∗∗. But we are not able to calculate the values of this function (this
is a hard problem) so we take an other function which measures how optimal our point is
in the iteration. Instead, we take the following to measure the accuracy.

εf (x) = |∇f(x)|2 (6.3)

We would like to find a sequence of points such that 6.3 decrease fast. Which means we
want our function to be “flat”. We hope to get close to the minimum (of course this is not
guaranteed but at least the function value won’t change too much). For us, if the function
value is quite small, then we are satisfied with that.

In deep learning (as we have seen before) we want to minimize the error function, if
this error function is quite small then we are good, even though we might not find the
minimum of the function.

Note 34. We denote by C1,1 the continuously differentiable function, where the first deriva-
tive is approximated with a linear function.

Proposition 1. Assume that the function is a C1,1 i.e. it is continuously differentiable
with Lipschitz continuous gradient:

|∇f(x)−∇f(y)| ≤ Lf |x− y|,∀x, y ∈ Rn

Then, for any integer N > 0 the following two holds:
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1. for an initial x0 the trajectory of StD we have:

εf [t] ≡ min
0≤t≤N

|∇f(xt)|2 ≤
2Lf
N

[f(x0)−min f ].

2. for an initial x0 the trajectory of ArD we have:

εf [t] ≡ min
0≤t≤N

|∇f(xt)|2 ≤
ηLf

2ε(1− ε)N
[f(x0)−min f ],

where ε ∈ (0, 1), η > 1, these are the parameters from the Armijo test.

To prove this proposition we need Lemma 1.

Proof. First we prove the first statement, by the construction of Steepest Descent,

f(xt) = min
γ≥0

f(xt−1 − γ∇f(xt−1)) ≤

≤ min
γ≥0

[f(xt−1) + [−γ∇f(xt−1)]T∇f(xt−1) +
Lf
2
|γ∇f(xt−1)|2] =

= f(xt−1) + |∇f(xt−1)|2 min
γ≥0

[−γ +
Lf
2
γ2] = f(xt−1)− 1

2Lf
|∇f(xt−1)|2

in the above inequality we use lemma 1. Thus, we get the following:

f(xt−1)− f(xt) ≥
1

2Lf
|∇f(xt−1)|2

We take the sum in each side. The left-hand side will be a telescopic sum, and we ob-
tain f(x0)− f(xN). The right-hand side becomes 1

2Lf

∑N−1
t=0 |∇f(xt)|2. Putting everything

together we get

1

2Lf

N−1∑
t=0

|∇f(xt)|2 ≤ f(x0)− f(xN) ≤ f(x0)−minf

Now the left-hand side can be estimated from below by N
2Lf

min0≤t<N |∇f(xt)|2. Thus we
obtain the following

min
0≤t≤N

|∇f(xt)|2 ≤
2Lf
N

[f(x0)−min f ]

this is exactly what is in our statement.
Now let’s prove the ArD statement. The basic idea is the same as in StD. If we rewrite
the first Armijo’s condition we get the following:

f(xt−1)− f(xt) ≥ εγt|∇f(xt−1)|2 (6.4)
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Using lemma 1 applied with x = xt−1, y = xt−1 − ηγt∇f(xt−1) we obtain

f(xt−1 − ηγt∇f(xt−1)) ≤ f(xt−1)− ηγt|∇f(xt−1)|2 +
Lf
2
η2γ2

t |∇f(xt−1)|2

while by the second inequality of the Armijo’s condition we get

f(xt−1 − ηγt∇f(xt−1)) ≥ f(xt−1)− εηγt|∇f(xt−1)|2

combining these inequalities, we get

(1− ε)ηγt|∇f(xt−1)|2 ≤ Lf
2
η2γ2

t |∇f(xt−1)|2

Since γt > 0, in the case of ∇f(xt−1) 6= 0 we obtain

γt ≥
2(1− ε)
ηLf

we substitute this in the first condition of Armijo, and we obtain

f(xt−1)− f(xt) ≥
2(1− ε)
ηLf

|∇f(xt−1)|2

From this point we do the same as in StD case, we take the sum in each side. The left-hand
side will become f(x0)−f(xN) and the right-hand side will become 2(1−ε)

ηLf

∑N−1
t=0 |∇f(xt)|2.

The right-hand side can be estimated from below by 2N(1−ε)
ηLf

min0≤t<N |∇f(xt)|2. Putting
everything together we obtain

εf [t] ≡ min
0≤t≤N

|∇f(xt)|2 ≤
ηLf

2ε(1− ε)N
[f(x0)−min f ]

6.5.2 Rate of Global Convergence Convex C1,1 case

We have seen that theorem 10 says that under some assumptions the trajectories of ArD
and StD converge to the set of critical points X∗∗ of f . But if we assume, that the function
is convex, where the set of critical points is the same as the set of global minimizers of the
function. In this case we can claim that the trajectories converge to the optimal set. Now
we consider only the ArD case.

Proposition 2 (Rate of global convergence of ArD in convex C1,1 case). Let’s choose
ε ≥ 1

2
(the parameter is from the ArD method), and let f be a convex C1,1 function with a

nonempty set X∗ of global minimizers. Then
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1. the trajectory of ArD converges to certain point x∗ ∈ X∗

2. ∀N ≥ 1 we have:

f(xN)−min f ≤ ηLfdist2(x0, x
∗)

4(1− ε)N
,

where Lf is the Lipschitz constant of ∇f(.) and dist(x,X∗) = miny∈X∗ |y − x|

The proof can be found in Appendix F.
Previously we have seen that in "general case" theorem 10 said that the algorithm

will converge to the set of critical point, however we have also seen that if the function
is convex, then the algorithm converge to the global minimum (2). Now we will give a
stronger assumption, if the function is strictly convex and 3 holds, then the algorithm
will converge to the global minimum, which is unique. Moreover, we can say how far is
the optimal solution after N step from the global minimum. Previously, we could give an
estimate only on the function values but, now we can give and additional estimation about
the optimal solution. Our aim is not to compare these since it always depends on our task
what we want to do.

Strongly convex C1,1 case This is the case when we can give an upper and a lower
bound on the second derivative.

Definition 6.5.1 (Strongly convex function). A function f : Rn → R is called strongly
convex with parameters (lf , Lf ), 0 < lf ≤ Lf ≤ ∞, if f is continuously differentiable and
satisfies the following

f(x) + (y − x)T∇f(x) +
lf
2
|y − x|2 ≤ f(y) ≤ f(x) + (y − x)T∇f(x) +

Lf
2
|y − x|2,

∀x, y ∈ Rn. This is the family on which the theoretical convergence analysis of optimization
methods is normally performed.

Proposition 3 (Criterion of strong convexity for twice continuously differentiable func-
tions). Let f : Rn → R be twice continuously differentiable functions, and let (lf , Lf ),
0 < lf ≤ Lf < ∞, be two given reals. f is strongly convex with lf , Lf if and only if the
spectrum of the Hessian of f at every point x ∈ Rn belongs to the segment [lf , Lf ]:

lf ≤ λmin(∇2f(x)) ≤ λmax(∇2f(x)) ≤ Lf

∀x ∈ Rn, where λmin(A), λmax(A) denote the minimal, and maximal eigenvalues of a
symmetric matrix A and ∇2f(x) denotes the Hessian of f at x.
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For further check [2].
Now we will discuss some important property of strongly convex functions

Proposition 4. Let f be a strongly convex function with parameters (lf , Lf ). Then

1. The level sets {x|f(x) ≤ a} of f are compact for every real a,

2. f attains its global minimum on Rn, the minimize being unique,

3. ∇f(x) is Lipschitz continuous with Lipschitz constant Lf .

For further check [2].
Let’s come back to GD.

Proposition 5 (Linear convergence of ArD as applied to strongly convex f). Let f be a
strongly convex function with parameters (lf , Lf ), it’s minimized by ArD , with certain
starting point x0, and let ε ≥ 1

2
(this parameter is from Armijo test). Then, for every

integer N ≥ 1, we have

|xN − x∗| ≤ θN |x0 − x∗|, θ =

√
Qf − (2− ε−1)(1− ε)η−1

Qf + (ε−1 − 1)η−1

where x∗ is the unique (due to proposition 4) minimizer of f and

Qf =
Lf
lf

is the condition number of f. Furthermore,

f(xN)−min f ≤ θ2NQf [f(x0)−min f ]

Thus, the method globally converges with convergence ratio θ (note that θ ∈ (0, 1) due to
ε ∈ [0.5, 1)).

The proof of this proposition can be found in [2].
In this chapter we have discussed 2 methods for choosing step size in the GD algorithm.

We also spoke about convergence theorem of this algorithm in both ArD and StD cases.
First, we consider only a general case (10) which said that the algorithm will converge to
the set of critical points, however when we make a stronger assumption, when the function
is convex then the algorithm will converge to the set of global minimum. Moreover, if the
the function is strongly convex then it will converge to the global minimum too but,
additionally we can give an estimation on how far the optimal solution is from the global
minimum. Previously we could give an estimation only on the function value.
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Chapter 7

Summary

Our goal was to speak about the basic of deep learning and where it is used in our everyday
life. We’ve discussed that the main idea is to teach the computer to learn data, e.g., it
could be a classification task. To teach it to be able to classify crops and weed (this is
very useful in the agriculture filed, since it saves a lot of time and energy). To teach the
computer to be able to do such a classification task we need artificial neural networks.
We spoke about how a neural network is built (the building block of neural network is a
perceptron and concatenating more perceptron gives us a neural network, a special type of
it is CNN which is state-of the art results in a variety of problems). We have different types
of network architectures. Because there are different models (in general it’s a non-linear
model). We have to pick the best model for our task. We have seen how can the computer
measure accuracy (for that we need error functions), thus we can choose the best model,
that gives a high accuracy. (High accuracy means given unseen data to the computer which
the model doesn’t train on, getting a good result e.g., in classification task to be able to
classify in the correct category). We’ve also discussed if the model doesn’t give a satisfying
result how can we adjust different hyperparameters of the model to adjust the network.
We‘ve discussed in detail the mathematical background of GD which can be seen as an
optimization task (in concrete a minimization task). Since our aim was always to get the
lowest error function. We’ve discussed this algorithm in constrain and in unconstrained
version and show different GD algorithms with different assumptions on the function and
on the gradient of the function. In this way we get different running times. But our aim
was not to compare these algorithms since it depends on our task what we want to do. And
we also mentioned that in real world application the function is not “smooth” and “nice”,
but we’ve discussed that to give a feeling of why these really work. In the GD algorithm
when we had to minimize the error function, it was important to take good step (not too
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big and too small) and for choosing this step size we’ve spoken about Armijo and steepest
descent and that these methods make the algorithm converge. In addition, if our function
is strictly convex and if it’s having subgradient then Armijo and steepest descent will
guarantee that we will get to a lower point as before (thus the error is smaller). Indeed, we
couldn’t speak about the speed of the convergence, however Armijo and Steepest descent
guarantee that the algorithm will converge to the set of critical point Moreover, if we make
stronger assumption e.g., if the function is strictly convex, then Armijo and steepest will
guarantee that it converges to the unique minimum.

Convolutional neural networks (CNN) have led to many state-of-the-art results in
various fields. However, a clear and profound theoretical understanding of the feedforward,
the core algorithm of CNN, is still lacking. In parallel, within the wide field of sparse
approximation, Convolutional Sparse Coding (CSC) has gained increasing attention in
recent years. Future work, could be to discuss this topic, for further check [11].
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Appendix

A Proof of note 23

Proof. By using lemma (2.6) (from book [10]) the following two hold

g′(t) =< ∇f(x+ t(y − x)), y − x >

and
f(y) = f(x) +

∫ 1

0

g′(t) dt

after that applying Cauchy–Bunyakovszkij–Schwarz we get what’s required so

|f(y)− f(x)| = |
∫ 1

0

∇f < x+ t(y − x)), y − x > dt| ≤

≤ ‖∇f(x+ t(y − x))‖‖y − x‖ dt ≤ ‖y − x‖
∫ 1

0

Gdt

= G‖y − x‖

B Proof of lemma 1

Proof. For fixed x, y ∈ Rn let’s consider a univariate function g(t) := f((1− t)x + ty) for
t ∈ [0, 1]. We have g(0) = f(x) and g(1) = f(y). As g is differentiable, by the fundamental
theorem of calculus we have: ∫ 1

0

g′(t)dt = f(y)− f(x) (7.1)

Using the chain rule, we get

g′(t) = 〈∇f((1− t)x+ ty), y − x〉
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Substituting in 7.1 we get

f(y)− f(x) =

∫ 1

0

〈∇f((1− t)x+ ty), y − x〉dt

=

∫ 1

0

〈∇f(x), y − x〉dt+

∫ 1

0

〈∇f((1− t)x+ ty)−∇f(x), y − x〉dt

≤ 〈∇f(x), y − x〉+

∫ 1

0

‖∇f((1− t)x+ ty)−∇f(x)‖‖y − x‖dt

≤ 〈∇f(x), y − x〉+ ‖x− y‖
∫ 1

0

L‖t(y − x)‖dt

≤ 〈∇f(x), y − x〉+
L

2
‖x− y‖2

where we have used the Cauchy-Schwarz inequality and the L-Lipschitz continuity of the
gradient of f.

C Proof of theorem 6

Proof. Let x, y, z be as stated in the lemma. Where y is an optimum of minu∈S Df (u, z),
(optimality condition theorem 3.14 in [10]). We obtain that, for every point w ∈ S if we
let g(u) := Df (u, z) = f(u)− f(z)− 〈∇f(z), u− z〉.
∇g(u) = ∇f(u)−∇f(z).Thus ∇g(y) = ∇f(y)−∇f(z). The following holds:

〈∇g(y), w − y〉 ≥ 0

That is, 〈∇f(y)−∇f(z), w − y〉 ≥ 0. Choosing w = x and using lemma 5 we obtain:

Df (x, y) +Df (y, z)−Df (x, z) ≤ 0

D Proof of lemma 8

Proof. In the first part we are given an optimization problem of the form

min
w≥0

n∑
i=1

wi logwi +
n∑
i=1

wi(ηgi − log qi − 1) + qi.
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This is a convex function, hence we need to determine the zero of the gradient with respect
to w to find the minimum. By computing the gradient, we obtain the following:

logwi = −ηgi + log qi

hence
w∗i = qie

−ηgi

For the second part, we use Lagrangian multiplier µ ∈ R to incorporate the constraint∑n
i=1 pi = 1:

min
P≥0

n∑
i=1

pi log pi +
n∑
i=1

pi(ηgi − log qi) + µ(
n∑
i=1

pi − 1)

The optimality condition becomes

pi = qie
−ηgi−µ,

thus we need to pick µ so that
∑n

i=1 pi = 1, which gives

p∗ =
w∗

‖w∗‖1

E Proof of theorem 9

Proof. We will show that ∀p ∈ 4n, f(p) − f(p) ≤ ε, in particular p = p∗. The proof
requires 5 steps.

Step 1. We can bound f(p)−f(p) by the gradients 1
T

∑T
t=1〈gt, pt−p〉 as the following

holds:

f(p)− f(p) ≤ (
1

T

T∑
t=1

f(pt))− f(p) =
1

T

T∑
t=1

(f(pt)− f(p)) ≤

≤ 1

T

T∑
t=1

〈∇f(pt), pt − p〉 =
1

T

T∑
t=1

〈gt, pt − p〉

The inequalities are by convexity of the function. From now on, we need to focus on
providing an upper bound on the

∑T
t=1〈gt, pt − p〉.

Step 2. Writing 〈gt, pt − p〉 in terms of KL-divergence. Let us fix t ∈ {1, 2, . . . , T}.
Since

wt+1
i = ptie

−ηgti
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∀i ∈ {1, 2, . . . , n} we have

gti =
1

η
(log pti − logwt+1

i )

Recall: H(x) =
∑n

i=1 xi log xi − xi. Thus, the above can we written as

gt =
1

η
(log pt − logwt+1) =

1

η
(∇H(pt)−∇H(wt+1))

The logarithm above is meant coordinate-wise.
Using lemma 5 we obtain the following:

〈gt, pt − p〉 =
1

η
〈∇H(pt)−∇H(wt+1), pt − p〉

=
1

η
(DH(p, pt) +DH(pt, wt+1)−DH(p, wt+1)).

Step 3. Using theorem 6 to get a telescoping sum.
Since pt+1 is the projection of wt+1 w.r.t.DH onto4n (using lemma 8), the Pythagorean

theorem for Bregman divergence says that

DH(p, wt+1) ≥ DH(p, pt+1) +DH(pt+1, wt+1).

Thus we can bound
∑T

t=1〈gt, pt − p〉 as follows:

η
T∑
t=1

〈gt, pt − p〉 =
T∑
t=1

DH(p, pt) +DH(pt, wt+1)−DH(p, wt+1)

≤
T∑
t=1

DH(p, pt) +DH(pt, wt+1)− (DH(p, pt+1) +DH(pt+1, wt+1))

=
T∑
t=1

[DH(p, pt)−DH(p, pt+1)] + [DH(pt, wt+1)−DH(pt+1, wt+1)]

≤ DH(p, pt) +
T∑
t=1

[DH(pt, wt+1)−DH(pt+1, wt+1)]

In the last step we used the fact that the first term of the sum is telescoping to
DH(p, p1)−DH(p, pT+1) and that DH(p, pTH) ≥ 0.

Step 4. Using Pinsker’s inequality and bounded gradient to bound the remaining
terms. To bound the second term we use the law of cosine

DH(pt, wt+1)−DH(pt+1, wt+1) = 〈∇H(pt)−∇H(wt+1), pt − pt+1〉 −DH(pt+1, pt)

= η〈gt, pt − pt+1〉 −DH(pt+1, pt)
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≤ η〈gt, pt − pt+1〉 − 1

2
‖pt+1 − pt‖2

1

the inequality is by lemma 7

≤ η‖gt‖∞‖pt − pt+1‖1 −
1

2
‖pt+1 − pt‖2

1

ηG‖pt − pt+1‖1 −
1

2
‖pt+1 − pt‖2

1

≤ (nG)2

2
,

above we used the fact that 〈gt, pt − pt+1〉 ≤ ‖gt‖∞‖pt − pt+1‖1 and the last inequality is
by maximizing x 7→ ηGx− 1

2
x2

Step 5. Concluding

f(p)−f(p)
step 1
≤ 1

T

T∑
t=1

〈gt, pt−p〉
step 2 and 3
≤ 1

ηT
[DH(p, p1)+

T∑
t=1

[DH(pt, wt+1)−DH(pt+1, wt+1)]]

step 4
≤ 1

ηT
(DH(p, p1 + T

(ηG)2

2
) ≤ 1

ηT
(log n+ T

(ηG)2

2
),

where the last inequality is by DH(p, p1) = DKL(p, p1) ≤ log n

F Proof of proposition 2

Proof. Let x∗ be a point from X∗ and let’s take the following distance

d2
t = |xt − x∗|2

with varying t. If we take the first condition of Armijo’s rule we get:

d2
t = |xt − x∗|2 ≡ |[xt−1 − γt∇f(xt−1)]− x∗|2 = |[xt−1 − x∗]− γt∇f(xt−1)|2 =

= |xt−1 − x∗|2 − 2γt(xt−1 − x∗)T∇f(xt−1) + γ2
t |∇f(xt−1)|2 (7.2)

By the convexity of the function, we get

f(y) ≥ f(x) + (y − x)T∇f(x)

∀x, y ∈ Rn if we substitute x = xt−1 and y = x∗ we obtain:

(xt−1 − x∗)T∇f(xt−1) ≥ f(xt−1)− f(x∗) = f(xt−1)−min f
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If we combine this inequality with 7.2, we get:

d2
t ≤ d2

t−1 − γt[2εt−1 − γt|∇f(xt−1)|2], εs ≡ f(xs)−min f ≥ 0 (7.3)

According to 6.4 we have

γt|∇f(xt−1)|2 ≤ 1

ε
[f(xt−1)− f(xt)] =

1

ε
[εt−1 − εt]

Combining this inequality with 7.3 we get

d2
t ≤ d2

t−1 − γt[(2−
1

ε
)εt−1 +

1

ε
εt] (7.4)

By the assumption, 1
2
≤ ε, and clearly, εs ≥ 0, the quantity in the parentheses in the

right-hand side is non-negative. We also know that

γt ≥ γ =
2(1− ε)
ηLf

so that 7.4 results in
d2
t ≤ d2

t−1 − γ[(2− 1

ε
)εt−1 +

1

ε
εt]

Since
[(2− 1

ε
)εt−1 +

1

ε
εt] > 0

we conclude that the distance from the points xt to (any) point x∗ ∈ X∗ do not increase
with t. In particular, the trajectory is bounded. It follows that {xt} converge to certain
point x∗ ∈ X∗, as claimed in 1. By theorem 10 since the trajectory is bounded, all its
limiting points is in the set of critical points. But here our function is convex so the has
only global minimum. Hence, it will converge to a global minimum.

To prove 2. let’s take the sum in each side of the 7.4 inequality over t = 1, . . . , N

The LHS becomes d2
0 − d2

N (it’s a telescopic sum)
the RHS becomes Nγ[(2− 1

ε
)εt−1 + 1

ε
εt] putting them together we get:

Nγ[(2− 1

ε
)εt−1 +

1

ε
εt] ≤ d2

0 − d2
N ≤ d2

0 ≡ |x0 − x∗|2

Since ε0 ≥ ε1 ≥ ε2 . . . it’s a descending method. It never decreases the value of the objective.
The LHS in the resulting inequality can only become smaller if we replace all εt with εN ,
thus we get

2NγεN ≤ |x0 − x∗|2

whence, substituting the expression for γ,

εN ≤
ηLf |x0 − x∗|2

4(1− ε)N
since the resulting inequality is valid for all x∗ ∈ X∗, 2.follows.
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